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ROBUST VOICE INTERFACE
Abstract

Introduction

In this white paper, we address the
emerging, natural Voice User
Interface (VUI) application. We
outline the typical VUI system
architecture and consider the toplevel building blocks comprising the
VUI system. We then turn our
spotlight onto the beamformer,
which is one of the main methods
utilized in natural VUIs.

A natural voice interface has been a holy grail of technologists and scientists for
many decades. Pioneer interactive voice response systems were introduced in
the early 1990s. However, until recently, voice user interfaces (VUIs)
demonstrated a limited success, mostly because of a relatively small vocabulary
and poor performance in natural environments. In recent years, by virtue of
impressive advances in speech processing and machine learning, VUIs have
become considerably more practical. Groundbreaking cloud-based speech
recognition systems, commercial smart speakers, and digital-assistance systems
demonstrate the potential of the natural VUI. Now that millions of natural VUIs
are sold every year, the performance of existing devices and future expectations
of consumers from the next generation of VUIs devices can be analyzed.

The
traditional
beamforming
methods are presented and the
challenges that arise when applying a
traditional beamformer to acoustical
indoor applications are discussed.
Finally, Kardome’s location-based
speech enhancer is presented and its
applicability to extracting the desired
speech portion in a noisy, multispeaker,
and
reverberant
environment is demonstrated in a
natural VUI application.

WHO ARE WE?
Kardome was established in 2017 by
a team of enthusiastic and
passionate researchers who possess
advanced algorithms and acoustics
experience spanning 60 years. We
are a motivated and dedicated team
of professionals who develop
innovative speech enhancement
modules for use in a range of
environments and applications.

Modern VUIs are expected to recognize natural language in acoustically
challenging environments. Most cloud-based speech recognition systems offer
an accurate detection and recognition performance for a single speaker in a
quiet environment. However, interfering signals, such as TVs, simultaneous
speakers, and environmental noise, negatively affect the performance.
Therefore, modern VUIs utilize multi-microphone pre-processing modules (e.g.,
beamformers) to obtain a spatial focus on the desired speech while reducing the
interfering speech and environmental noise. Unfortunately, in reverberant
conditions, that is, in a typical room or inside a vehicle, the performance of such
multi-microphone pre-processing modules is limited.
This paper describes a location-based speech enhancer developed by
Kardome™ ̶– an innovative multi-microphone pre-processing module to be used
in a range of acoustically challenging environments – and demonstrates its
ability to improve a natural VUI in a multi-speaker, noisy, and reverberant
environment.

Robust Voice Interface

Voice User Interface
A typical natural VUI system architecture is
depicted in Figure 1. The system comprises two
main modules: (i) a front end DSP embedded
module, utilized for picking up close-end speech
and delivering far-end audio responses, and (ii)
cloud-based voice services performing speech to
text conversion, natural language processing
(NLP), and other functionalities.

Figure 1 – Natural voice user interface architecture.

Modern cloud-based speech recognition engines
convert audio streams to text by applying the
powerful recurrent neural networks (RNNs),
which exhibit dynamic temporal behavior and
were therefore found to be effective for
unsegmented data such as speech. The resulting
performance, in terms of recognition rate, of such
cloud-based systems is substantially superior to
that of the pioneer speech recognition consumer
products that were introduced in the last decades.
Unfortunately, the performance of even the most
advanced speech recognition engines is still
limited by the fundamental signal to interference
plus noise ratio (SINR).
The SINR is a measure of the ratio between the
energy of the desired speech and the energy from
all the undesired sources in an acquired signal. The
undesired sources may be competing speech
signals, local noise (e.g., fan noise), and
environmental noise (e.g., road noise). The higher
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the SINR value, the larger the portion of the
desired speech in the acquired signal. A high SINR
results in a high recognition rate, whereas a low
SINR results in a poor recognition rate. Moreover,
in some scenarios, even a subjectively
unnoticeable increase of ~3 dB in the SINR may
improve the recognition rate significantly.
The front end DSP embedded module is utilized to
accomplish two main functionalities: (i) voice
triggering, also referred to as a wake word, an
embedded speech recognition system that
analyzes the audio stream with the aim of
identifying the target word and opening the
connection to the cloud upon identification and
(ii) an SINR improvement module comprising an
acoustic echo canceler, beamformer (including
VAD and speaker tracker), and post-filter. The
purpose of the second functionality is to increase
the SINR at the output of the module as compared
to the input SINR measured at the microphone.
In the scope of this paper, our main interest is to
stress the importance of the SINR improvement
module in natural VUI applications. This module is
typically composed of a collection of algorithms
that enables the microphone to spatially focus on
a specific direction, resulting in a separation of the
acoustic sources based on their spatial properties,
and to attenuate the environmental noise.
In applications that incorporate speakers, such as
smart speakers, one undesired source is the
speakers themselves. The signal that is generated
by the speakers travels through the acoustic
medium and is picked up by the microphones; this
signal is referred to as echo. The echo signal is
typically removed from the microphone’s signal by
an echo-canceler. The echo-canceler is a wellestablished method that estimates the echo signal
and then subtracts the estimated signal from the
microphone’s signal. This may sound a relatively

“...the performance of even the most advanced speech recognition engine is
still limited by the fundamental signal to interference plus noise ratio (SINR)...”
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simple task. However, in practical applications,
echo signal estimation may introduce some
challenges. It is performed by driving the
electronic model of the acoustic echo path with
the signals sent to the loudspeakers. Accordingly,
the performance of the echo-cancellation heavily
depends on how well the model of the echo path
describes the actual acoustic echo path.
Maintaining an accurate model in a dynamic
acoustic scenario is a challenging task.
The echo signal differs from all the other
undesired sources that may exist in the
environment. While the source of the echo signal
is known to the DSP, all the other signals are
external, and there is no access to the source of
the signals. These external unknown sources are
addressed by the beamformer and the post-filter.
The beamformer is utilized to obtain a spatial
focus on the desired source. The VAD and the
speaker tracker functionalities are auxiliary
functions of the beamformer module, which are
typically required to identify the spaces of
interest. Some of the well-known, statically
optimal (i.e., data-dependent), beamforming
methods are maximum signal-to-noise ratio
(MSNR), speech distortion weighted multichannel
Wiener filter (SDW-MWF), minimum variance
distortionless response (MVDR), and linearly
constrained minimum variance (LCMV).
In some cases, the SINR at the output of the
beamformer can be further enhanced by applying
a single channel post-filter. The most common
post-filter scheme is the Wiener filter, which helps
reduce stationary noise, such as that of airconditioners and traffic. Theoretically, applying a
Wiener filter to the output of the widely used
MVDR beamformer yields the minimum meansquare error (MMSE) beamformer. However,
Wiener filters in their pure form are impractical,
because the spectrum of the desired speech
should be known a priori. The Zelinski postfiltering technique is the simplest practical
implementation of a Wiener filter. It uses the
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auto- and cross-power spectra of the multichannel input signals to estimate the target signal
and noise power spectra effectively under the
assumption of zero cross-correlation between the
noises at different sensors.

Traditional Beamforming
A beamformer separates signals with shared
spectral content but separable spatial properties.
The most common spatial feature is the direction
from which the signals arrive at the microphone
array, also known as the direction of arrival (DOA).
The beamformer is designed to extract a signal
from a specific direction while suppressing
interfering signals from other directions, as well as
noise. The spatial gain is achieved by combining
the signals from the sensors such that signals from
a desired direction are constructively summed,
while other signals are added destructively. This
can be visualized by plotting the gain of the
beamformer as a function of the direction. The
gain vs. direction plot (Figure 2) is typically
referred to as the beampattern. The curve
describing the direction at which the gain of the
beamformer is maximal is the main lobe and the
points at which the gain vanishes are the nulls.
The resolution of the beamformer (i.e., its ability
to distinguish between different directions) is a
function of the array aperture. The aperture is
defined by the number of sensors in the array and
the distance between adjacent sensors. The larger
the aperture of the array, the higher the
resolution that may be achieved. The distance
between adjacent sensors is dictated by the
highest frequency considered. This is because this
distance should be less than half of the considered
wavelength to avoid unwanted beams, which are
typically referred to in the literature as spatial
aliasing.
Note that, the resolution of a beamformer and its
beampattern are both frequency-dependent, that
is, given a fixed array aperture, the resolution of
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the beamformer and its beampattern are different
for each frequency band. Figure 2 describes the
resulting beampatterns of an MVDR beamformer
steering toward 00. The array in this example
comprises seven microphones, one located in the
center of a 35mm radius circle and six uniformly
spaced on the perimeter of the circle. It is readily
observed that the beampattern at 2000 Hz is
significantly sharper than that at 1000 Hz. The
beampattern at 5000 Hz demonstrates the spatial
aliasing effect. The gain at +/- 1200 is the same as
that at the desired 00 direction.
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set the gain to zero) toward the interfering
directions. The algorithm that facilitates null
steering together with a distortionless response
toward the desired signal and enviromental noise
suppression is the LCMV beamformer.

Figure 3 – Beampatterns of MVDR vs LCMV beamformers. The
plot presents the beamformer gain in dB as a function of the
direction of the signal. Both MVDR and LCMV were steered
toward 00. The LCMV was calibrated to also steer a null
toward 600.

Figure 2 – Beampatterns of MVDR beamformer with seven
microphones that was steered toward the direction of 00. The
plot presents the beamformer gain in dB as a function of the
direction of the signal in degrees.

The direction-based MVDR beamformer is the
most frequently used method for receiving a
signal from a desired direction while supressing
enviromental noise. However, in multi-speaker
scenarios, in addition to the enviromental noise,
the array is also exposed to strong interference
signals, which impinge on the array from
directions other than that of the desired signal. In
such a scenario, it is desirable to steer nulls (i.e.,

Beampatterns of MVDR and LCMV beamformers
are depicted in Figure 3. Both beamformers were
calibrated toward the 00 direction. In addition, the
LCMV was calibrated to steer a null toward the 600
direction. The property of the LCMV beamformer
that it can steer nulls toward specific directions is
extremely useful in multi-speaker scenarios.

The Reverberation Effect
Natural VUI systems are frequently used in indoor
applications, such as conference calls, smart
speakers, voice control, and voice search. In such

“...steering a null toward the direction of the interfering speaker will result in
only a very limited SINR improvement.”
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applications, at least one single interfering source,
such as a TV or additional person, is expected to
be active simultaneously with the user, as well as
environmental noise, such as that of air
conditioning or traffic. Furthermore, regular
environments are not acoustically treated against
reverberation.
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distribution of the total amount of
the energy over the impulse response of the
reverberator at time 𝑡. It reflects also the
reverberation time of the room, also known as
𝑅𝑇60, and the direct to reverberant ratio (DRR).
The DRR is the ratio between the energy
contributed by the direct path and that
contributed by all the reverberation paths.
In a typical office room with 𝑅𝑇60 ≅ 0.6 𝑠 and a
distance of 1.5 𝑚 between the microphone and
the source, the direct energy is ~9 𝑑𝐵 lower than
the reverberant energy contributed by a single
source, that is, 𝐷𝑅𝑅 ≅ −9 𝑑𝐵. Consequently, a
beamformer that steers a null toward the direct
path of the interfering source will attenuate the
overall energy of the interfering source by less
than 1 𝑑𝐵.

Figure 4 – The reverberation (multipath) effect.

In a reverberant environment, a speech signal
generated by a speaker impinges on the array
from multiple directions, and is referred to as a
multipath
propagation.
The
multipath
phenomenon is illustrated in Figure 4. Part of the
speech signal propagates toward the microphones
through the direct path (red arrow), while the
other portions of the signal undergo multiple
reflections prior to arriving at the microphones
array. Accordingly, steering a null toward the
direction of the interfering speaker will result in
only a very limited SINR improvement.
As surprising as this may seem to a non-expert in
the field, in a reverberant environment, most of
the energy captured by the microphones of the
VUI is reverberant, while only a minor part is
contributed by the direct path between the
sources and the microphones.
For example, let us consider the energy decay
curve (EDC) measured in a typical 4.5 m  4.5 m 
2.8 m room (Figure 5). The EDC, introduced by
Schroeder, is a very useful measure for assessing a
reverberant enclosure. It expresses the

Figure 5 – Example of energy decay curve in a room where the
microphone is 1.5 m away from the source.

Location-Based Microphone
Unlike the ordinary direction-based beamformers,
Kardome™ introduces an innovative locationbased microphone
to address
speech
enhancement in a reverberant environment.
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Kardome’s technology focuses the microphone
array on the location of the desired source rather
than toward the direction of the source.
Moreover, the location-based microphone places
spatial nulls at the location of the interfering
signals, resulting in an attenuation of the
interfering signals by more than 10 𝑑𝐵.
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from the array. One of the loudspeakers emitted
31 short sentences, each ~6 𝑠 long, which
constituted the desired speech signal. The
sentences were spoken by a native English
speaker and recorded by high-quality audio
recording equipment in a quiet room. The second
loudspeaker delivered an interfering speech
signal. The recordings of the microphones were

“Kardome’s technology steers the microphone array toward the location of the
desired source rather than toward the direction of the source.”
By focusing on the location of the desired source
in space, both the direct path and the multipath
are captured by the microphone array.
Consequently, the SINR is significantly increased
and the performance of the VUI is improved. In
the following section, we demonstrate the
effectiveness of Kardome’s location-based speech
enhancer, i.e., the improved SINR that leads to an
improved speech recognition rate.
The applicability of the location-based speech
enhancer is not limited to speech recognition
applications. In general, our technology improves
the intelligibility of the desired speech. Therefore,
it is also useful, for example, in hands-free
communication and conference systems.

Voice

User

Interface

Experiment
The following experiment was aimed at
demonstrating the critical role of the SINR
measure in speech recognition applications, as
well as at demonstrating the effectiveness of
Kardome™ location-based technology to improve
the SINR in a typical natural VUI scenario.
The setup consisted of a commercially available
circular microphone array, comprising seven
microphones. The array was placed in an office
with a reverberation time of 𝑅𝑇 60 ≅ 0.6 𝑠. Two
loudspeakers were located at a distance of 1.5 𝑚

further corrupted by the noise of an air
conditioner in the room.
In the first experiment, we considered three
different scenarios: (i) “Quiet Room,” (ii) “Noisy
Room Kardome OFF,” and (iii) “Noisy Room
Kardome ON.” Table 1 shows the acoustical
environment in each of the scenarios. In the first
and second scenarios, the sampled signal was fed
to the Google Speech to Text (GSST) API, while in
the third scenario the GSTT was fed with the
output signal of Kardome’s location-based speech
enhancer. In each of the scenarios, we recorded
the GSTT results, manifested by the recognition
rate and the confidence level for each of the 31
desired sentences.
Table 1 – Considered scenarios
No.

Desired
speech

Interfering
speech

Air
conditioner

Kardome’s
speech
enhancer

i
ii
ii

On
On
On

Off
On
On

Off
On
On

Off
Off
On
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Figure 6 – Google speech recognition results

The results of the experiment are summarized in
Figure 6. The recognition rate is very low when the
interfering source and environmental noise are
active. Using Kardome’s location-based speech
enhancer improves the average recognition rate
from 0.169 to 0.67 (as compared with 0.795 in the
“Quiet Room” case), and the recognition

confidence is improved to practically the same
level achieved in the “Quiet Room” case.
In the second experiment, we aimed at
demonstrating the effect of the SINR on the
recognition rate. Namely, the second and the third
scenarios were repeated for different volumes of
the desired 31 sentences. The volume of the
interfering speech and the environmental noise
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were kept constant. For each measurement, the
SINR was calculated and the recognition rate of
the GSST was recorded.
The average recognition rates with and without
applying Kardome’s location-based speech
enhancer are depicted in Figure 7 as a function of
the input SINR.
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As readily seen, the application of Kardome’s
technology greatly contributes to the speech
recognition performance for SINR < 30 𝑑𝐵. It is
worth mentioning that by applying Kardome a
meaningful recognition performance is achieved,
even in a challenging scenario of SINR ≅ 5 𝑑𝐵.

Figure 7 – Speech recognition rate vs. input signal to interference plus noise ratio (SINR).

Conclusion
A high SINR is a key factor toward achieving a meaningful performance in natural VUI
applications. Kardome’s location-based microphone can greatly improve the SINR
“seen” by cloud-based voice services, even in a challenging, multi-speaker reverberant
environment.

