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By Yufan Li, † Natesh Pillai ‡

This paper extends the regeneration scheme for Markov Chain
Monte Carlo (MCMC) algorithms proposed in [Brockwell and Kadane,
2005]. In particular, [Brockwell and Kadane, 2005] proposed to aug-
ment the original state space of the target distribution with a new
state referred to as an artificial atom. They then suggested an MCMC
algorithm on the augmented space that is “wrapped around” an ex-
isting Markov transition kernel on the original state space. This new
chain is designed such that it regenerates each time it visits the atom.
We explore the possibility and benefits of augmenting the original
state space with multiple (finite, countably, or uncountably many)
such atoms, which we will henceforth refer to as atom space A.

It turns out that this generalized framework non-trivially enhances
the flexibility of the Single-Atom construction in many instances. In
particular, when A consists of finite or countable atoms (focus of this
paper), the Multi-Atom framework essentially allows us to introduce
“discrete elements” into any continuous chain. Utilizing this idea,
we consider various applications and instantiation schemes of Multi-
Atom framework such as: (i) Identifying regeneration times in multi-
modal targets with tempering; (ii) Identifying regeneration times in
typical Bayesian posterior sampling; (iii) Sampling from “SV -type”
state spaces such as Ising model and proper q−coloring of graphs;
(iv) Introducing antithetic coupling to any continuous chains; (v)
Weight balancing in partitioning parallelization models. Other pos-
sible applications and designs (discussed in Section 11) include: con-
structing coupling on atom space and unbiased MCMC, introducing
locally informed proposal, dimension reduction and pseudo-marginal,
decomposition by mixture representation of π.
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1. Paper Structure. The motivation and background for Multi-Atom
algorithms (and regeneration sampling in general) is given in Section 2, along
with notations and definitions that we will later use. We will then present
the general framework of Multi-Atom algorithm in Section 3, along with a
brief review of Single-Atom algorithm from [Brockwell and Kadane, 2005]
and discussions on its limitations. In Section 4, we will introduce the idea of
separation and aggregation of atoms and show that Multi-Atom algorithms
with aggregated atoms are more efficient. In Section 5, we will detail a pri-
mary instantiation scheme of the general framework, which will be essential
to all later applications and instantiation schemes. In Section 6, 7, 8, 9, 10,
we present a sequence of applications and novel designs using Multi-Atom
framework where discussions from previous sections come together. Numeric
examples are chosen to be as simple as possible to provide illustration and
“proof” of concepts. Pseudo-code is given for most applications to avoid
any confusions. In Section 11, we discuss other plausible applications and
instantiations of Multi-Atom framework.

2. Background and Motivations.

2.1. Background on Regeneration. Typically, the task of Markov Chain
Monte Carlo (MCMC) methods is to estimate Eπf :=

∫
E f(x)π(dx) where π

is the target distribution on state space E and f is some function of interest.
Denote sample path of an MCMC algorithm as X0, X1, X2, · · · on state space
(E, E). Markov chain ergodicity (such as Theorem 3.2) implies that

f̄n :=
1

n

n−1∑
i=0

f(Xi)→n Eπf

It is then desirable to know (or at least to estimate consistently) asymp-
totic standard error of the estimator f̄n (we will often use f̄ as a short-
hand). This would allow us to determine how well the chain has converged
to stationarity. Standard CLT is not applicable for typical MCMC algo-
rithm due to correlation among steps. On the other hand, CLT for Markov
chains (e.g. Theorem 1 in [Hobert et al., 2002]) often requires verifica-
tion of geometric ergodicity of Xt and gives asymptotic variance as γ2

f =
V arπ(f(X0)) + 2

∑∞
i=1Covπ(f(X0), f(Xi)), which is often hard to estimate
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([Hobert et al., 2002]). The point of identifying regeneration is essentially to
obtain a reliable variance estimator using standard CLT (using i.i.d property
of tours) while avoiding dealing with “trickier” Markov chain CLT.

Let 0 = τ0 < τ1 < τ2 < ... be regeneration times of Xt where by re-
generation we mean the chain “restarts” probabilistically at these random
times, so that the paths in between regeneration times then become i.i.d.
entities which we refer to as tours. More discussion on regeneration sam-
pling may be found in [Brockwell and Kadane, 2005], [Meyn and Tweedie,
2012] and [Mykland et al., 1995]. Assume that we have a fixed number R
of tours. Let Nt be the length of the t−th tours: Nt = τt − τt−1 and define
St =

∑τt−1
j=τt−1

f(Xj) for t = 1, · · · , R. Note that here (Nt, St) are i.i.d. as each
is based on a distinct tour. The estimator based on regenerative MCMC is
of the following form:

f̄ =

∑R
t=1 St∑R
t=1Nt

→ Eπf (?)

with probability 1 as R → ∞. CLT for regenerative Markov chain then
follows from i.i.d. property of (Nt, St):

Theorem 2.1. With the notations above, we have

√
R(f̄R − Eπf)→d N(0, σ2

f ), with σ2
f =

E[(S1 −N1Eπf)2]

[E(N1)]2

A simple consistent estimator for σ2
f is therefore the following:

(2.1) σ̂2
f =

∑R
t=1(St − f̄RNt)

2

RN̄2

2.2. Classic Regeneration Sampling Methods. The above thus motivates
regeneration sampling methods such as [BrockwellandKadane, 2005] and
[Myklandet al., 1995]. [Myklandet al., 1995] is seminal to most regenera-
tion sampling methods and is widely used (e.g. [Hobert et al., 2002], [Brooks
et al., 2006], [Neal, 2001], [Jones and Hobert, 2001] ). Inspired by the splitting
chain technique (See [Meyn and Tweedie, 2012], [Nummelin, 1978a]), it re-
quires one to establish a Minorization-type condition in order to identify re-
generation times: for a “small set” C, we need to identify a function s(x) and
a probability measure ν(dy) such that P (x,B) ≥ s(x)ν(B),∀x ∈ C,∀B ∈ E .
This is often difficult and may not work well unless C, s(x), ν(x) are well cho-
sen. On the other hand, the Single-Atom algorithm (Algorithm 1) proposed
in [Brockwell and Kadane, 2005] requires minimal theoretical background
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and can be easily set up for practically any MCMC algorithm. That is, one
may modify an already-defined MCMC algorithm into a Single-Atom algo-
rithm via simple alterations. One may refer to [Lee et al., 2014], [Roberts
and Rosenthal, 2007] for more discussions related to Single-Atom algorithm.
The mechanics of Single-Atom algorithm is to extend original state space
E with an artificial atom α and define transition of the extended chain on
between E and α in a way such that the limiting distribution restricted to
E is still π. The regeneration occurs as the chain hits singleton set {α}.

2.3. Motivations for Multiple Atoms. In this paper, we explore the ben-
efits of augmenting original state space E with multiple atoms, that is, an
atom space A of finite or countable atoms. This turns out to be a non-trivial
generalization of the Single-Atom algorithm by essentially “discretizing” the
original chain. The general discretization strategy associated with Multi-
Atom framework may be summarized as: (i) partition E into finitely or
countably many blocks, (ii) represent each block with an atom in A, (iii) de-
fine stationary distribution on π∗ on A and the trans-space proposals φ, φ∗,
such that the chain frequently alternates between E and A. This structure
allows us to introduce “discrete elements” into an MCMC algorithm and may
be exploited for various purposes. More specifically, Multi-Atom framework
allows us to turn any continuous MCMC algorithms into a Multi-Atom algo-
rithm to which the associated Markov chains are ergodic, regenerative (with
an atom aggregation routine) and “discretized”.

Most importantly, discretization alleviates us from the task of finding
a samplable, evaluable proposal φ that also fits the target π(·) closely. The
dependence of Single-Atom algorithm on the ability to find such φ is a major
issue as shown in Section 3.1.2. As we will discuss in Section 4 and later
illustrate with various applications, Multi-Atom framework breaks down the
task of finding φ to finding a prior π∗ on A and a family of proposals φ, φ∗.
The latter often follows from some form of partition of original state space E
and this makes Multi-Atom algorithms more robust for complicated, high-
dimensional sampling problems.

Discretization also has many benefits beyond regeneration time identifi-
cation. For example, we demonstrate in this paper how to use Multi-Atom
framework to introduce coupling and antithetic coupling to any MCMC
chains using discretization; we also present a general partition-based paral-
lelization scheme by decomposing a Multi-Atom chain into a pool of par-
allel chains and a governing chain–again exploiting discretization property
of Multi-Atom chains. Other ideas (discussed in Section 11) include: con-
structing coupling on atom space and unbiased MCMC, introducing locally
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informed proposal, dimension reduction and pseudo-marginal, decomposi-
tion by mixture representation of π. Instead of being disparate designs,
reader may notice that they are essentially products of a recurring set of
ideas and tools closely related to Multi-Atom framework. Most important
ideas are (i) partitioning, (ii) approximation (iii) separation and aggregation
of atoms, which we will discuss in Section 4. We are confident that there are
many more designs using Multi-Atom framework. Purpose of this paper is
mainly to familiarize readers with Multi-Atom framework, as well as ideas
and tools required to instantiate this framework into useful algorithms.

3. The General Framework. In this section, we present the general
framework of Multi-Atom method. We will discuss in later sections how
to instantiate this framework through particular choices of proposals and
parameters for different purposes.

3.1. Single-Atom Framework.

3.1.1. The Algorithm. We will review Single-Atom framework as pro-
posed in [Brockwell and Kadane, 2005]. Then we will extend it to a Multi-
Atom framework in the next section.

Let π be the target distribution on state space E with an existing re-
versible kernel P (x, ·). We denote unnormalized density of π with πu and its
normalizing constant with Zπ. We may enlarge E to

E∗ = E ∪ α

where α is a new state called the artificial atom. Associated with α is a pro-
posal distribution φ(·) defined on E. φ(·) must be samplable and evaluable.
We also denote its density as φ and assume it is normalized .

The idea is that the chain will now alternate between E and α so that
its limiting distribution restricted to E is π and it regenerates every time it
visits α–since α is a single point.
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Fig 1: Illustration of Single-Atom algorithm

The main algorithm (Algorithm 3.1 in [Brockwell and Kadane, 2005]) is
given in Algorithm 1 and is illustrated in Figure 1. Basically, a Markov chain
Xt runs on the augmented space by the composition of two kernels (P1 ◦P2):
P1, the within-space transition, (i) is a reversible Markov step on E if Xt ∈ E
and (ii) stays on α unmoved if Xt = α; and P2, the trans-space transition,
(i) proposes to jump to E by φ(·) if Xt = α and (ii) proposes to jump to α
if Xt ∈ E. The sample path of Single-Atom algorithm looks like this:

α, α, x1, x2, α, x3, x4, x5, α...

where xi ∈ E. The E−valued samples in between two atoms are referred
to as a tour. We have two tours for this example: x1, x2 and x3, x4, x5. The
regeneration times are simply the first point of each tour: here, x1 and x3

are regeneration times. A rigorous statement is the following:

Theorem 3.1 (Theorem 2.1 in [Brockwell and Kadane, 2005]). Suppose
that Xt is an ergodic Markov chain taking values on E∗ according to Single-
Atom algorithm as in Algorithm 1. Its limiting distribution is

Π(B) = (1− p)π(B ∩ E) + pIB(α)

for subset B of E∗ where p = Zπ
Zπ+1 . We may construct Zt on E by removing

all α from Yt, i.e., sewing together all tours. Then Zt is an ergodic process
on E with limiting distribution π. The regeneration times of Zt are simply
the first state of each tour.
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Algorithm 1 Single-Atom Algorithm

1: for t = 1 : T do . T is total steps
2:
3: . Kernel 1 (P1): within-space transition, α→ α,E → E
4:
5: if Xt ∈ E then
6: V ∼ P (Xt, ·);
7: else if Xt = α then
8: V = α;
9: end if

10:
11:
12: . Kernel 2 (P2): trans-space transition, E → α, α→ E
13:
14: Sample U ∼ Unif(0, 1);
15: if V ∈ E then . Transition from E to atom α
16: if U < min(1, φ(V )

πu(V )
) then

17: Xt+1 = α; . Accept transition to atom α
18: else
19: Xt+1 = V ; . Reject transition to atom α
20: end if
21: else if V ∈ α then . Transition from atom α to E
22: if U < min(1, πu(V )

φ(V )
) then

23: Xt+1 ∼ φ(·); . Accept transition to E
24: else
25: Xt+1 = V ; . Reject transition to E
26: end if
27: end if
28:
29: end for

3.1.2. Limitation of Single-Atom and Potential for Extension. In Section
2.1, we mentioned that the major motivation of regeneration is to obtain a
consistent estimator σ̂2

f for estimation error.

We should note that with Single-Atom algorithm σ̂2
f may not be reliable

if φ does not match π well. For example, if the proposal φ of Single-Atom
algorithm misses some modes of target π, σ̂2

f may not capture the true esti-

mation error: let π = 0.5 ·N(−3, 0.52)+0.5 ·N(3, 0.52) and φ := N(−3, 0.52)
(purposefully missing the right mode). MH proposal on E is chosen to be
Q(x, ·) = N(x, 0.52). Choose our test function as f(x) = x. For a particular
run, we have had as many as 16691 tours and the estimator (as in last sec-
tion) yields f̄ = −3.0027 with σ̂2

f = 0.2573. See Figure 2 for the histogram.
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Fig 2: Single-Atom Failure

This is very far away from true value and σ̂2
f severely underestimates

the correct estimation error. Even though σ̂2
f is consistent, when φ does

not match π well, the diagnostics tend to be poor (and deceiving). For this
particular example, one can imagine that there will eventually be a tour to
the “uncovered mode” to balance the estimation due to consistency. But
the chance for that to happen is so small that we need to wait for a fairly
long time–and we do not know how long or if it has already happened. In
more realistic situations (e.g. Ising Model, Bayesian Posterior etc.) where the
target distribution is high dimensional and more complicated, it is generally
quite challenging to find a samplable φ that fits any mode of the target. Even
when we are able to detect all the modes and put a mixture of Gaussian
at each of these modes, there may not be much transitions between α and
E since the shape of those modes are typically very far from Gaussian. To
summarize, an ill-fitted φ will leads to either (i) the chain does not transit
between atom α and E frequently (thus few regenerations) or (ii) inaccurate
estimates as in the example we just showed, which will happen when the
chain does not mix well on E.

This defect of Single-Atom algorithm may be mitigated by considering
Multi-Atom algorithms. The basic idea is that we write φ(·) =

∫
π∗(dα)fα(·)

as a composite of prior π∗ and model family F := {fα}. And we may sample
π∗(dα) separately on atom space. This not only alleviates us the burden of
finding a good φ, but also allows us to introduce discretization and leverage it
towards various interesting designs of regenerative sampler. Efficiency issue
associated with separation and comparison with Single-Atom algorithm is
discussed in Section 4. First we need to give the general template of Multi-
Atom algorithms.

3.2. Multi-Atom Framework.
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3.2.1. General Template. The idea is, instead of augmenting E with one
single atom, we enlarge E with a “dual space” of atoms A:

E∗ = E ∪A

There is no restriction on cardinality of A. For example, if E := Rn, A may
consist of finite or countably many atoms. It is also possible for A to be Rm

where m = 1, 2, 3.... We will not focus on such continuous A in this paper.
As we will see later, different choices of A lead to algorithms that may

improve the original MCMC in different ways. In addition, the framework
permits easy embedding of regeneration to the original chain by “collaps-
ing/aggregating atoms” in the atom space A. This is relatively straightfor-
ward for Multi-Atom algorithms with discrete atom space A without loss of
efficiency (see Section 3.2.2 and Section 4).

Here we seek to present the framework in its full generality. As stated,
there are many ways one may instantiate this template to particular designs.
We will later suggest several such designs.

Consider the following joint space

E∗ = E ∪A

where E is original state space, A the atom space. For this paper, we restrict
choices of A to be one of the following: (i) finite atoms (ii) countably infinite
atoms.

Each atom α ∈ A is associated with a probability distribution on E,
or a subset of E, which we we denote φ∗α(·) and refer to it as trans-space
transition proposal from A to E. Meanwhile, each point in E is associated
with a probability distribution on A, or a subspace of A, which we will
denote φx(·) and refer to it as trans-space transition proposal from E to A.
We also define a stationary distribution π∗(·) on A and an Markov kernel P ∗

that is reversible to π∗. With this setup, Xt moves on the joint space E∗ by
the composition of the two kernels P1, P2 as in Algorithm 2, parallel to the
Single-Atom algorithm. We will denote unnormalized density of π, π∗ and
(normalized) density of φ∗α, φx as πu(x), π∗u(α), φ∗α(x), φx(α) respectively.
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Algorithm 2 Multi-Atom Framework

1: for t = 1 : T do
2:
3: . Kernel 1 (P1): within-space transition, A→ A,E → E
4:
5: if Xt ∈ E then . Take a step on E
6: V ∼ P (Xt, ·);
7: else if Xt ∈ A then . Take a step on A
8: V ∼ P ∗(Xt, ·)
9: end if

10:
11:
12: . Kernel 2 (P2): trans-space transition, A→ E,E → A
13:
14: Sample U ∼ Unif(0, 1);
15: if V ∈ E then . E transition to A
16: W ∼ φV (·);
17: if U < min(1,

π∗
u(W )φ∗

W (V )

πu(V )φV (W )
) then

18: Xt+1 = W ; . Accept transition to A
19: else
20: Xt+1 = V ; . Reject transition to A
21: end if
22: else if V ∈ A then . A transition to E
23: W ∼ φ∗V (·);
24: if U < min(1, πu(V )φV (W )

π∗
u(V )φ∗

V
(W )

) then

25: Xt+1 = W ; . Accept transition to E
26: else
27: Xt+1 = V ; . Reject transition to E
28: end if
29: end if
30:
31: end for

Theorem 3.2. Consider a probability measure on E∗:

Π(B) = p · π∗(B ∩A) + (1− p) · π(B ∩ E)

where B is any measurable set on E∗, p = Zπ
Zπ+Zπ∗

, and Zπ, Zπ∗ are normal-
izing constants of πu, π

∗
u respectively.

If within-space transition probability P, P ∗ are reversible to π and π∗,
P1, P2 as in Algorithm 2 are both reversible to Π. And as a result, their
composition P1 ◦P2 is stationary to Π. Furthermore, if the resulting MCMC
algorithm is also irreducible and acyclic, it converges to Π in distribution.

We may obtain Zt as for Single-Atom algorithm by discarding all atoms
contained in the sample path. And Zt converges to π in distribution.

Proof. The plan is to verify reversibility of P1 and P2 with respect to Π
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separately. Then their composition must be stationary to Π. This in addition
to irreducibility and acyclic property is sufficient for convergence by Markov
chain convergence theorem.
P1 is reversible to Π follows from that within-space transition probability

distribution P (x, ·) and P ∗(α, ·) are reversible to π and π∗ respectively.
Now we demonstrate reversibility of P2. Consider two arbitrary points

x1, x2 on E∗. Note that when x1, x2 ∈ E or x1, x2 ∈ A, they only communi-
cate when x1 = x2 since if the proposed move to the other space is rejected,
the chain stays unmoved.

Therefore, we only have to demonstrate reversibility for x1 ∈ E, x2 ∈ A
and x1 ∈ A, x2 ∈ E. By symmetry, we just show the former case and we will
write x1 as x and x2 as α for cleaner presentation:

Π(dx)P2(x, dα) = (1− p)π(dx)φx(dα) min(1,
φ∗α(x)π∗u(α)

φx(α)πu(x)
)

= (1− p)Zππu(x)φx(α) min(1,
φ∗α(x)π∗u(α)

φx(α)πu(x)
)dxdα

= (1− p)Zπ min(πu(x)φx(α), φ∗α(x)π∗u(α))dxdα

Π(dα)P2(α, dx) = pπ∗(dα)φ∗α(dx) min(1,
φx(α)πu(x)

φ∗α(x)π∗u(α)
)

= pZπ∗π
∗
u(α)φ∗α(x) min(1,

φx(α)πu(x)

φ∗α(x)π∗u(α)
)dxdα

= pZπ∗ min(π∗u(α)φ∗α(x), φx(α)πu(x))dxdα

where Zπ, Zπ∗ are normalizing constants for π and π∗.
Solve for p from

pZπ∗ = (1− p)Zπ.
We obtain

p =
Zπ

(Zπ + Zπ∗)
.

Now plug in this p, we can see that LHS and RHS matches exactly. This
concludes the proof.

Remark 1. We need to “instantiate” Algorithm 2 with concrete choice
of the parameters, i.e. A, π∗, φx, φ

∗
α. Also notice that depending on the pur-

pose, P or P ∗ needs not to be both irreducible on their respective space–we
only require their composite to be irreducible on the joint space E∗. For
example, P in the design presented in Section 10.2 is not irreducible; and
for the algorithms presented in other sections, one could define P ∗(x, dy) as
δx(dy) (simply not moving) if one is confident that the mixing on E alone
is good enough.
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3.2.2. Regeneration and Atom Collapsing. We will detail how one may
aggregate a set of atoms for more frequent regeneration and higher efficiency.
We recommend that the reader go through efficiency discussions in Section
4 to better understand the intuition.

Note that we will use the term Atom Collapsing and Atom Aggregation
exchangeably henceforth. Consider the case where A consists of finitely many
or countably many atoms. The most simplistic scenario of regeneration is
to pick one single atom α0 ∈ A and count regeneration each time the chain
hits α0. For example, the sample path of a Multi-Atom algorithm looks like

α1, x1, x2, α2, α1, x3, x4, x5, α2, x6, x7, ...

If we pick α1 as our mark of regeneration, there are two paths: x1, x2 and
x3, x4, x5, x6, x7. Note that hitting other atoms other than α1 (after fixing
α1) does not count as regeneration.

This is not ideal in most cases, especially when there are many atoms in
A. The chain simply does not hit any single one atom often. One way to
address this issue is to aggregate a subset S ⊂ A of atoms into a single atom
αS . For example, if we choose S := {α1, α2} and modify Algorithm 2 such
that all atoms in S is indistinguishable from one another, that is, treating S
as one single atom αS , we then may have more frequent regenerations: now
we have 3 paths: x1, x2 and x3, x4, x5 and x6, x7....

Typically, we incorporate atoms that the chain hits frequently–the atoms
that are near modes of π∗. The following describes how to aggregate a finite
set S of atoms:

Definition 1 (Aggregated Multi-atom Algorithm (AMA)). Treat a sub-
set S of A as one atom αS. Now the new atom space A′ is redefined as
A′ := (A \ S) ∪ αS. Modify other parameters as follows:

1. The new atom space stationary distribution is defined as: π∗
′
(α) =

π∗(α),∀α /∈ S and π∗
′
(αS) = π∗(S) =

∫
S π
∗(dα);

2. The new trans-space proposal from E to A for each x ∈ E, φ′x(·), is
defined as: φ′x(α) = φx(α), ∀α /∈ S and φ′x(αS) = φx(S);

3. The new trans-space proposal from A to E for each atom α, φ∗
′
α (·),is

defined as: φ∗
′
α (·) = φ∗α(·),∀α 6= αS and φ∗

′
αS

(x) =
∫
S
π∗(dα)
π∗(S) φ

∗
α(x), ∀x ∈

E;
4. Retain within-E transition kernel P unchanged;
5. Define P ∗

′
as any Markov kernel reversible to π∗; we give a suggestion

in Definition 2 below that preserves dynamics of original P ∗ asymp-
totically.
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Remark 2. The point of this construction is that, together with Defi-
nition 2, we are able to treat all atoms in S as effectively one single atom.
This is done through one extra step of “shuffling” on S by π∗|S . That is,
we run the chain on A′ (i.e. after the aggregation) exactly like before except
that whenever the chain hits S, we pick an atom from S by π∗|S and then
take next step from there. Note that we have changed all proposals from and
to atoms in S to be identical so that they become indistinguishable. Now
with this transition scheme, we have regeneration whenever the chain hits
any atoms in S;

This particular way of aggregating atoms can also be motivated by our
discussion of efficiency ordering in Section 4 where we show that there is no
efficiency loss with this particular way of aggregation (Theorem 4.3) and the
Multi-Atom algorithm approaches its “Single-Atom ideal” as S expands to
A (Theorem 4.1).

Remark 3. Notice that the aggregation scheme above can be easily
computerized if atom space A is discrete and S consists of finite amount
of atoms; this allows us to “collapse” any finite subset of atoms adaptively
by adding atoms to S. The only requirement for this modification is to
be able to sample from π∗|S (π∗ restricted to S, see Definition 2). When
the amount of atoms in S are tractable, we recommend using inverse CDF
transform technique. It is generally the fastest and the performance does
not depend on a good proposal to π∗|S . Also it tends to increase efficiency
of the original algorithm (Section 4). The limitation is that there cannot be
too many atoms in S. That said, we found this method is robust enough
for most applications. The number of atoms in S can be very high since the
evaluation and sampling can be conducted in parallel. Moreover, we usually
do not need to have that many atoms even for high-dimensional sampling
if there is a sensible partition scheme available (See for example Section 8).
Rejection sampling can be used if the number of atoms in S is astronomically
large and one has a good proposal for π∗|S . It has the advantage over last
method in that it does not depend on the number of atoms in S.

Remark 4. Trans-space acceptance ratio is not affected by aggregation
if we were to use the set-up as in Section 5 (See Theorem 5.1). This makes
aggregation implementation particularly easy for such set-up. Otherwise, one
needs to compute summation φx(S), π∗(S), φ∗

′
αS

over finite set S whenever
trans-space transition acceptance ratio involves αS .

We suggest the following scheme to modify Markov kernel P ∗ on A into
P ∗
′

that should preserve dynamics of P ∗ asymptotically:
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Definition 2 (Modify P ∗ after Aggregation). With the same notation
as in Definition 1, define a new Metropolis proposal P ∗

′
based on P ∗ as

follows:

1. ∀αt ∈ S, P ∗
′
(αt, dα) = π∗|S(α′) ◦ P ∗(α′, dα) =

∫
α′∈S

π∗(dα′)
π∗(S) P

∗(α′, dα)

where π∗|S(dα′) denotes sampling from S proportional to π∗u on S;
2. ∀αt /∈ S, P ∗

′
(αt, dα) = P ∗(αt, dα); we again treat samples that fall in

S as one single atom αS;

Remark 5. Basically, we take a step using original P ∗ when current
state is not in S; if current state is in S, we draw a state y from S by π∗|S
and then take the next step from y using original P ∗. This definition only
makes sense if P ∗

′
is reversible to π∗

′
. Theorem 3.3 confirms it.

Theorem 3.3. If P ∗ is reversible to π∗, then the modified kernel P ∗
′

defined in Definition 2 is reversible to π∗
′
.

Proof. For two atoms not in S, there is no change to their detailed
balance formula. For two atoms both in S, we treat them as a single point
αS ∈ A throughout with stationary weight π∗(S)–the reversibility from αS
to itself then follows. So we only need to consider the case where one atom
α1 ∈ S and α2 /∈ S:

π∗
′
(αS)P ∗

′
(αS , α) = π∗(S)

∑
αi∈S

π∗(αi)

π∗(S)
P ∗(αi, α)

=
∑
αi∈S

π∗(αi)P
∗(αi, α) =

∑
αi∈S

π∗(α)P ∗(α, αi)

π∗(α)P ∗(α, S) = π∗
′
(α)P ∗

′
(α, αS)

This concludes the proof.

Remark 6. All the discussion so far has been abstract. Concrete al-
gorithmic descriptions of atom collapsing is given after we have specified
choices of A, φ, φ∗ etc in the following sections. We will demonstrate bene-
fits of Multi-Atom framework in the following sections with various different
designs and numeric examples.

4. Efficiency Ordering, Separation and Aggregation of Atoms.
The basic idea is that any Multi-Atom algorithm can be understood as a
Single-Atom algorithm by treating atom space A as one atom. There is a
natural correspondence between a Multi-Atom algorithm and a Single-Atom



16

algorithm with proposal defined as composite of prior π∗ (stationary on A)
and a model family F consisting of trans-space proposal φ∗. A Multi-Atom
algorithm may understood as a separation of a Single-Atom algorithm. The
point of this separation is twofold:

1. We may isolate the step of sampling from π∗ so that we may introduce
parallelization and coupling/antithetic-coupling etc. at this step;

2. We cannot find a proposal φ that is both samplable and approximates
π well; so we separate φ as conjugation of a prior π∗ and a model
family F where π∗ can be sampled via some reversible MCMC kernel
P ∗;

Such benefits do not come free. Assuming perfect mixing on atom space
(P ∗ ∼ π∗), we will show that any Multi-Atom algorithm is less (or at best
equally) efficient as this ideal Single-Atom algorithm. The efficiency ordering
here may be further extended to comparing a Multi-Atom algorithm and a
version of itself with a subset S of atoms aggregated. This discussion is
important when we consider “aggregating atoms” to obtain regenerations
in later sections. Also it should inform the users that they should aggregate
atoms whenever possible (use atoms sparingly).

4.1. Adjusting Normalizing Constant. We have seen in Theorem 3.2 that
the role of normalizing constant is essentially causing an imbalance between
how long the chain stays on E and A (or α for Single-Atom algorithm):
given a total step of N , the chain spent pN in A and (1− p)N in E where
p = Zπ

Zπ+Zπ∗
(Zπ∗=1 for Single-Atom algorithm). We may therefore easily

adjust normalizing constants after a few trials to ensure that Zπ ≈ Zπ∗ or to
any other desired ratios, by computing the portion of time the chain spent
on E and A respectively. We make this remark for two reasons:

1. We will often assume Zπ = Zπ∗ in the efficiency analysis in the follow-
ing sections; this remark provides a justification;

2. In practice, we may want to adjust normalizing constant so that the
Multi-Atom algorithm spent equal amount of time on E,A to ensure
maximum efficiency; sometimes we may want the chain to spend more
time on A to have more opportunities for coupling or antithetic cou-
pling (refer to later sections).

4.2. Motivation for Separation: ASA and SMA. We have discussed that
for Single-Atom algorithms, we would like to find a proposal φ that matches
target π as well as possible. We may learn to adjust φ by some adaptation
scheme such as the one proposed in [Brockwell and Kadane, 2005]. Note
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that since we are required to sample from φ directly, such adaptation scheme
tends to be very restrictive for Single-Atom algorithms. It often must take
the form of a mixture of elementary distributions that we can directly sample
from. For example, [Brockwell and Kadane, 2005] suggests to define φ a
mixture of d Gaussian distributions on E where d is a fixed integer such
that each component in the mixture covers one mode of π. It is illustrative
to generalize Single-Atom algorithms using mixture-distribution φ as the
following (we will later refer it to as Aggregated Single Atom Regime (ASA):

Definition 3 (Aggregated Single Atom Regime (ASA)). Con-
sider a family of distributions F on E such that (i) we may directly
sample from each f ∈ F ; (ii) we are confident that some mixture of
distributions in F may be close to target distribution; We may quantify
weights of the mixture of F by a prior π∗ on F ; our goal is to find a
prior π∗, which we should also be able to sample from as required by
Single-Atom, such that

(4.1) φ(x) =

∫
π∗(df)f(x), f ∈ F

That is, we sample from φ simply by first sampling from π∗ to get
an f and then obtain sample on E from f ; Typically, we adapt π∗ by
learning from past data in hope that an optimal π∗ may eventually be
obtained.

The intuition, especially for algorithms with infinite atom space A where
we cannot sample π∗ directly, is to separate the two stages of sampling
procedure of φ above for ASA, i.e. sampling from φ by first draw an f from
π∗ and then draw a sample from f(·). The hope is that even though we may
not be able to sample from π∗, we can find an MCMC algorithm P ∗ that
mixes fast so that we are “close to” sampling from φ(·) :=

∫
π∗(df)f(·). For

each ASA algorithm, we may define a counterpart Multi-Atom algorithm
(we will later refer to it as Separated Multi-Atom regime (SMA)):

Definition 4 (SMA, Separation of φ). 1. Let A ∼= F where each f
is represented bijectively by one atom (we will denote this bijection as
fα and αf );

2. Stationary distribution on A is just prior π∗ for F and tran-space
proposal from A to E is defined as: φ∗α(·) := fα(·);

3. We will use same within-E transition kernel as its counterpart ASA
P ; and define within-A transition kernel as P ∗
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4. We will leave trans-space proposal from E to A, φy(·), as “to be deter-
mined”;

Note that SMA is a Multi-Atom algorithm and we do not require sam-
pling from π∗ directly–we only need a Markov kernel P ∗ reversible to π∗.
The intuition is that we intend to approximate ASA with SMA when π∗

cannot be sampled directly. Therefore, we expect that when P ∗ mixes fast,
performance of ASA and SMA pair should be close. A natural question to
ask is therefore: Is ASA and SMA equally efficient when P ∗ ∼ π∗? That is,
does separation itself introduce any inefficiency? We will prove in the next
section that the answer is yes. That is, there is indeed a cost for using more
atoms.

4.3. Efficiency Loss with Multiple Atoms. One may hope that if π∗ can
be sampled from directly and we take P ∗(α, ·) to be π∗ for all α ∈ A, SMA
will perform as well as ASA since we have “perfect mixing” on atom space
(P ∗ = π∗). This is not true in general. In fact, as we will show in a moment,
SMA will always be less (or at best equally) efficient as ASA – even when
we are able to directly sample from π∗.

The point is that the separation may come with an efficiency loss and one
should aggregate atoms whenever possible.

Theorem 4.1. Consider an ASA algorithm (denoted as Yt) and its
counterpart SMA (denoted as Y ′t ). Suppose that π∗ can be directly sampled
from for the SMA algorithm. Further suppose that normalizing constants for
π∗u, πu for SMA satisfies Zπ∗ = Zπ. We then have the following results:

1. For any measurable subset V ⊆ E,

P(Yt+1 ∈ V |Yt = α) ≥ P(Y ′t+1 ∈ V |Y ′t ∈ A)

2. For any y ∈ E,

P(Yt+1 = α|Yt = y) ≥ P(Y ′t+1 ∈ A|Y ′t = y)

Proof. We will now prove the first claim. Recall that Y ′t first takes a
step on A to some α by π∗ and propose to transition to E by φ∗α. We may
treat this as a composite proposal to E:

φY ′t (dx) =

∫
α∈A

π∗(dα)φ∗α(dx)

This composite proposal is exactly the same as Yt’s proposal to E from
α. The difference between P(Yt+1 ∈ V |Yt = α) and P(Y ′t+1 ∈ V |Y ′t ∈ A) is
therefore the acceptance ratio.
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Note that

P(Y ′t+1 ∈ dy|Y ′t ∈ A) =

∫
α∈A

π∗(dα)φ∗α(dy) min(1,
πu(y)φy(α)

π∗u(α)φ∗α(y)
)

Now we apply Jensen’s inequality to the concave function (x, y) 7→ min(x, y),∫
α∈A

π∗(dα)φ∗α(dy) min(1,
πu(y)φy(α)

π∗u(α)φ∗α(y)
)

≤ min

(∫
α∈A

1 · π∗(dα)φ∗α(dy),

∫
α∈A

(
πu(y)φy(α)

π∗u(α)φ∗α(y)
)π∗(dα)φ∗α(dy)

)
= min

(∫
α∈A

π∗(dα)φ∗α(dy),

∫
α∈A

(π(dy)φy(dα)
Zπ∗

Zπ
)

)
= min

(∫
α∈A

π∗(dα)φ∗α(dy),
Zπ∗

Zπ
π(dy)

)
=

[ ∫
α∈A

π∗(dα)φ∗α(dy)

]
min

(
1,
Zπ∗

Zπ

π(dy)∫
α∈A π

∗(dα)φ∗α(dy)

)
= φYt(dy) min(1,

π(y)

φYt(y)
)

= P(Yt+1 ∈ dy|Yt ∈ α)

We now proceed to prove the second claim. Both Yt and Y ′t will take a
step on E first by P (y, ·). We may compare P(Yt+1 = α|Yt = y) ≥ P(Y ′t+1 ∈
A|Y ′t = y) by assuming they move to the same point on E (denote this point
as x) and simply compare the trans-space transition probability:

P(Yt+1 ∈ α|Yt+ 1
2

= x) = min(1,
φYt(y)

π(y)
)

= min(1,

∫
α∈A π

∗(dα)φ∗α(y)

π(y)
)

and

P(Y ′t+1 ∈ A|Y ′t+ 1
2

= x) =

∫
α∈A

φx(dα) min(1,
π∗(α)φ∗α(x)

π(x)φx(α)
).

where Yt+ 1
2
, Y ′

t+ 1
2

denote move made by Kernel 1 of both algorithms (to the

same point x ∈ E).
Then, the inequality follows from Jensen’s inequality as for the first claim.
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Suppose that we use ASA and SMA to obtain estimator

f̄T =

∑T
i=1 f(Xt) · 1{Xt ∈ E}∑T

i=1 1{Xt ∈ E}

as in previous sections. The theorem above implies that asymptotic variance
of this estimator is smaller for ASA. To see this, we may think of A for SMA
as a single atom α and apply Tierney/Peskun’s ordering:

Theorem 4.2. Let Q1, Q2 be transition kernels on a measurable space
(E, E) with stationary distribution π. Then, if for π−almost all x in the
state space we have Q1(x,B \ {x}) ≥ Q2(x,B \ {x}),∀B ∈ E ,

σ2
f (Q1) ≤ σ2

f (Q2)

where σ2
f is asymptotic variance of the estimator f̄ .

4.4. Aggregate a Subset of Atoms: more regeneration and higher Effi-
ciency. ASA above is defined such that the entire A is aggregated to one
atom. So, what about aggregating just a subset of A? As we will see in later
sections, when defining a Multi-Atom algorithm (discrete atom space), we
are often faced with the choice of having a finer or coarser partition of E
and correspondingly more or less atoms in A. Generally, when we have finer
discretization, it is easier to find a (π∗,F) pair to match πu as πu is relatively
flat on each small partition block. But when there are too many atoms, the
chance of the chain repeatedly hitting one atom becomes small and there
will be fewer regenerations. In addition, the intuition from last section is
that there might be efficiency loss associated with using more atoms. In
this section, we extend the efficiency ordering results from Theorem 4.1 to
comparison between SMA algorithm and Aggregated Multi-Atom (AMA)
algorithm, where AMA algorithm is simply an SMA algorithm with a sub-
set of atom aggregated; it is defined in Definition 1. An analogous theorem
to Theorem 4.1 is the following, which tells us that aggregating atom this
way will not reduce efficiency (increase it rather):

Theorem 4.3. Consider an SMA algorithm (denoted as Yt) and its
counterpart AMA (denoted as Y ′t ). Suppose that π∗ and π∗

′
can be directly

sampled from for both algorithms (perfect mixing on A). Further suppose that
normalizing constants for both algorithms satisfies Zπ∗ = Zπ, Zπ∗′ = Zπ. We
then have the following results:

1. For any measurable subset V ⊆ E,

P(Yt+1 ∈ V |Yt = A) ≤ P(Y ′t+1 ∈ V |Y ′t ∈ A′)
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2. For any y ∈ E,

P(Yt+1 = A|Yt = y) ≤ P(Y ′t+1 ∈ A′|Y ′t = y)

Proof. Note that

P(Yt+1 ∈ dy|Yt ∈ A) =

∫
α∈A\S

π∗(dα)φ∗α(dy) min(1,
πu(y)φy(α)

π∗u(α)φ∗α(y)
)︸ ︷︷ ︸

(A1).

+

∫
α∈S

π∗(dα)φ∗α(dy) min(1,
πu(y)φy(α)

π∗u(α)φ∗α(y)
)︸ ︷︷ ︸

(A2).

and

P(Y ′t+1 ∈ dy|Y ′t ∈ A) =

∫
α∈A\αS

π∗(dα)φ∗α(dy) min(1,
πu(y)φy(α)

π∗u(α)φ∗α(y)
)︸ ︷︷ ︸

(B1).

+π∗(S)φ∗
′
αS

(dy) min(1,
π(y)φy(S)

π∗(S)φ∗′αS (y)
)︸ ︷︷ ︸

(B2).

= (B1) +

(∫
S
π∗(dα)φ∗α(x)

)
min(1,

π(y)φy(S)(∫
S π
∗(dα)φ∗α(x)

))

︸ ︷︷ ︸
(B2).

Note that (A1)=(B1) by definition of AMA. And (A2)≤(B2) follows from
Jensen’s inequality just like in Theorem 4.1.

We now proceed to prove the second claim. Both Yt and Y ′t will take a
step on E first by P (y, ·). We may compare P(Yt+1 = α|Yt = y) ≥ P(Y ′t+1 ∈
A|Y ′t = y) by assuming they move to the same point on E (denote this point
as x) and simply compare the trans-space transition probability:

P(Yt+1 ∈ A|Yt+ 1
2

= x) =

∫
A\S

φx(dα) min(1,
π∗(α)φ∗α(x)

π(x)φx(α)
)︸ ︷︷ ︸

(C1).

+

∫
S
φx(dα) min(1,

π∗(α)φ∗α(x)

π(x)φx(α)
)︸ ︷︷ ︸

(C2).
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and

P(Y ′t+1 ∈ A|Y ′t+ 1
2

= x) =

∫
A\S

φx(dα) min(1,
π∗(α)φ∗α(x)

π(x)φx(α)
)︸ ︷︷ ︸

(D1).

+φx(S) min(1,
π∗(S)

∫
α∈S

π∗(α)
π∗(S)φ

∗
α(x)

π(x)φ(S)
)︸ ︷︷ ︸

(D2).

where Yt+ 1
2
, Y ′

t+ 1
2

denote move made by Kernel 1 of both algorithms (to the

same point x ∈ E).
(C1)=(D1) and (C2)≤(D2) by Jensen’s inequality as before.

The efficiency ordering again follows from by treating A and A′ here as
single atoms and an application of Tierney/Peskun’s ordering as in Theorem
4.2. We will give more details in the next section when we discuss countable
approximation via Multi-Atom framework.

5. Primary Instantiation Scheme: Countable Approximation. We
have discussed the general template for Multi-Atom algorithm. We will con-
sider one particularly useful way to instantiate the framework in this section.
All applications and instantiation schemes in the following sections may be
seen as some form of variants of this instantiation scheme.

5.1. Preliminary Idea and Set-up. One of the essential concepts in study-
ing integration is that of countable approximation: the Riemann integral is
the limit of the Riemann sums of a function as the partitions get finer. Here
Multi-Atom framework allows us to do something similar with any πu on
continuous space, with no assumptions of boundedness or pre-knowledge of
modes or tail properties of πu.

A graphic illustration of the description in this section may be found in
Figure 3.
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Fig 3: Illustration of Multi-atom Discrete Approximation

The idea is to first partition the entire E into blocks, much like that
of Riemann integration. Note that E does not have to be Euclidean space
(See Section 8). Let’s denote each block as Ωi and its volume as V (Ωi).
The next step is to choose a “representative point” in each block (e.g. mid-
point or a corner if E is Euclidean space), again in parallel to the def-
inition of Riemann integral. Let’s denote representative point of box Ωi

as ωi. Then, we define atom space A as consisting of αi corresponding to
each box Ωi. The stationary distribution on A has unnormalized density
π∗u(αi) = πu(ωi)

τV (Ωi), τ ∈ (0, 1],∀i ∈ Z. V (Ωi) factor here is required to
scale trans-space transition acceptance ratio (see Section 5.2). Note that τ
here is used to introduce tempering on A (See Section 6); if tempering is not
needed, that is, the chain already mixes well on E, we may simply set τ := 1.
Trans-space proposal from A to E is defined such that φ∗αi(·) is uniform on
box Ωi. And trans-space proposal probability from E to A is defined such
that each point x in E proposes to go to the atom αx that represents x′s
block with probability 1, i.e. φx(·) = δαx(·). Notice that

∑
i π
∗(αi)φ

∗(αi)
constitutes a countable approximation of π.

5.2. Countable Approximation vs. Single-Atom algorithm. So how is count-
able approximation algorithm (Algorithm 3 below) supposed to fix the prob-
lems of Single-Atom algorithm we discussed in Section 3.1.2? We summarize
it as follows:

1. As partition of E becomes finer and no tempering (τ = 1), the transi-
tion rate between E,A converges to 1, i.e. the chain alternates between
E and A each step;

2. As aggregation set S expands to entire A, the regeneration rate on A
tends to 1, i.e. the chain regenerate each time it hits A.
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To see (1), we consider the trans-space transition acceptance ratio from
x ∈ E to α ∈ A. Note that here x must be in the block α corresponds to;
denote this block by Ω, and its representative by ω:

min(1,
π∗u(α)φ∗α(x)

πu(x)φx(α)
) = min(1,

πu(ω)τV (Ω) 1
V (Ω)

πu(x) · 1
)

= min(1,
πu(ω)τ

πu(x)
)

maxi(V (Ωi))→0−−−−−−−−−−→ min(1,
πu(x)τ

πu(x)
)

And similarly acceptance ratio from α ∈ A to x ∈ E is

min(1,
πu(x)

πu(ω)τ
)

maxi(V (Ωi))→0−−−−−−−−−−→ min(1,
πu(x)

πu(x)τ
)

This indicates that as the partition becomes finer, the algorithm “converges”
to a simulated tempering algorithm with temperature τ . We may therefore
capture all modes of π and improve mixing through the same mechanics as
simulated tempering. At the same time, due to discretization, we are able
to identify regeneration times by aggregating a set S of atoms.

We remarked after Definition 1 that trans-space transition acceptance
ratio for this particular set-up is not affected by aggregation. As shown in
the following theorem, even if αx ∈ S, we only need to evaluate ratio between
πu(x) and πu(ωx)τ as before! This is somewhat surprising considering that
all atoms in S are now treated as one after aggregation. See trans-space
transition acceptance ratio in Algorithm 3 for the precise meaning here.
This makes implementation the algorithm rather straightforward.

Theorem 5.1. Aggregation does not affect how trans-space transition
ratio is evaluated. That is, regardless of aggregation of atom set S, the trans-
space transition acceptance ratio from x ∈ E to αx ∈ A (α corresponds to
x’s partition block before any aggregation) is

min(1,
πu(ωx)τ

πu(x)
)

where ωx is representative point of x’s partition block. And the trans-space
transition acceptance ratio from αx ∈ A to x ∈ E is

min(1,
πu(x)

πu(ωx)τ
)

Proof. The case when there is no aggregation is discussed at the begin-
ning of this section (Section 5.2). When a set of atoms S are aggregated,
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there are only two cases (with probability 1): (i) x /∈ ∪α∈SΩα and αx /∈ S
(ii) x ∈ ∪α∈SΩα and αx ∈ S. For case (i), the trans-space transition ratio is
unchanged. For case (ii), since we consider set S as one single atom αS , the
trans-space transition ratio from x to αx is

min(1,
π∗u(S)φ∗αS (x)

πu(x)φx(αS)
)

= min(1,
π∗u(S) · (π

∗
u(αx)
π∗u(S) ·

1
V (Ωx))

πu(x) · 1
) = min(1,

πu(ωx)τ

πu(x)
)

where the first equality is by considering φ∗αS (x) as the probability of the
event that we pick αx in S by π∗|S(·) and pick dx by φ∗αx(·). The trans-space
transition ratio from αx to x is analogous.

5.3. Pseudo-code. We present pseudo-code of the countable approxima-
tion algorithm using Multi-Atom framework.
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Algorithm 3 Countable Approximation

1: S = {α1, ..., αn}; . Regeneration set S to which we may adaptively add atoms
2: for t = 1 : T do
3:
4: . Kernel 1 (P1): within-space transition, A→ A,E → E
5:
6: if Xt ∈ E then
7: V ∼ P (Xt, ·);
8: else if Xt ∈ A then
9: if Xt ∈ S then

10: Sample α? ∼ π∗|S ; . This is the “shuffling” step as in Definition 2
11: V ∼ P ∗(α?, ·)
12: else
13: V ∼ P ∗(Xt, ·)
14: end if
15: end if
16:
17:
18: . Kernel 2 (P2): trans-space transition, A→ E,E → A
19:
20: Sample U ∼ Unif(0, 1);
21: if V ∈ E then . Transition form E to A
22: W = αV ; . αV is the atom associated to the box containing V
23: if U < min(1, πu(ωV )τ

πu(V )
) then . ωV represents the box containing V

24: Xt+1 = W ;
25: else
26: Xt+1 = V ;
27: end if
28: else if V ∈ A then . Transition form A to E
29: if V ∈ S then
30: Sample α? ∼ π∗|S ; . This is the “shuffling” step as in Definition 1
31: W ∼ Unif(Ωα?); . Ωα? is the box that atom α? represents
32: else
33: W ∼ Unif(ΩV ); . ΩV is the box that atom V represents
34: end if
35: if U < min(1, πu(W )τ

πu(ωV )
) then . ωV represents V ’s associated box

36: Xt+1 = W ;
37: else
38: Xt+1 = V ;
39: end if
40: end if
41:
42: end for

5.4. Principles of Partitioning and Limitation. The limitation of Algo-
rithm 3 is that as partition gets finer and S expands, the number of atoms
we needs to sample from π∗|S becomes intractable and performance of both
sampling methods in Remark 3 tend to deteriorate. This requires us parti-
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tion carefully. In general, a set of principles is that

1. Samplable. We may be able to draw sample uniformly from each
partition block; a non-example is to choose partition block as inverse
image of some subset of a complicated target function π;

2. Flat. π on each partition set should be relatively flat in the sense that
for a partition block Ω, |π(ω)− π(x)| is small where x is any point in
Ω and ω is the representative point of Ω;

3. Covering. There exists a finite set G of partition blocks such that
the total number of partition blocks in G is reasonable (in the sense
that it is permissible under sampling method 1. in Remark 3) and that
π(∪{G : G ∈ G}) is reasonably large, because if we include all atoms
corresponding to blocks of G into S, this will roughly be the frequency
we hit S.

Essentially, these 3 criteria means that, for Algorithm 3 to work well, there
should be a reasonable number of samplable partition blocks such that π is
relatively flat on each. As an example of when Algorithm 3 does not work:
π has 10100 modes and each mode takes very distinct value and there is no
obvious ways to partition these states into reasonable amount of blocks so
that π take close values on each block. We will discuss this further with the
Ising model example in Section 8.

Another remark is that the partition blocks do not need to have the same
size. It is advisable to have fine partition outside of the regions whose atoms
we intend to incorporate into regeneration set S. We will see this in Section
7 and Section 8.

6. Application I: Isolated Modes with Tempering. We demon-
strate application of Algorithm 3 in sampling multi-modal target with a
simple example. We will see that Algorithm 3 allows us to achieve temper-
ing and regeneration simultaneous.

Let π = 0.5N(−3, 0.52) + 0.5N(3, 0.52). We choose the left most point of
each interval as the representative. The chain moves on E by Metropolis-
Hasting step with proposal N(Xt, 0.5

2) and it moves on A by Metropolis-
Hastings with uniform proposal of radius r = 5 centered at the current state.
We define stationary distribution on A as π∗u(α) := 0.1 · π(ωα)0.1 Initialize
the chain at X0 = −3 ∈ E. We run the chain for 100000 steps for each
experiment below.

If we partition entire real line into length 1 intervals: [i, i+1), i ∈ Z where
we use leftmost point i as representative and denote the corresponding atom
as αi. The histogram of the samples is as follows:
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Fig 4: Countable Discretization

With test function f(x) = x. Without any atom aggregation, the estima-
tor in Section 2.1 evaluates to f̄ = 0.0488. A snippet of the chain’s sample
path looks like the following: α−2,−2.284, α−4,−1.800, α−2, . . . . Since the
partition is now relatively coarse (the chain mostly hits one of the 11 atoms
from -5 to 5), it is possible to just pick one atom for regeneration without
collapsing any. Indeed, if we pick α3, there are 5234 regenerations. To esti-
mate the standard deviation sf of estimator f̄ , by Formula 2.1 and Theorem

2.1, we have sf =
√

1
R σ̂

2
f = 0.0562 for this example.

Now we demonstrate that collapsing atoms can improve efficiency.

• Let S = {α−3, α3}. We have 10543 regeneration. We then have f̄ =
−0.0058 and sf = 0.0354;
• Let S = {αi : i = −5,−4, · · · , 4, 5}. There are 21673 regeneration. We

then have f̄ = 0.0062 and sf = 0.0284;

We have commented before that the trans-space transition frequency may
be improved by using finer partitions. Here we test out that argument by
partitioning entire real line into length 0.2 interval: [0.2i, 0.2i + 0.2), i ∈
Z and we again use leftmost point 0.2i as representative and denote the
corresponding atom as α0.2i. This partition is now 5 times finer than before.
If we do not conduct any atom aggregation and just pick one atom, there will
be very few regenerations. Indeed, if we pick α3 as before, there are only 3996
regenerations. The result is actually worse than before: f̄ = 0.0457, sf =
0.1156. Now we will again demonstrate that collapsing atoms can drastically
improve our estimation results: let S = {αx : −4 ≤ x ≤ −2, 2 ≤ x ≤ 4}. We
have 22417 regeneration where f̄ = 0.0153 and sf = 0.0274.

One more note is that tempering may be dropped when S contains atoms
from all modes. That is, we may simply discard tempering by resetting
π∗u(α) = πu(ωα). The reason is that as S contains atoms to all modes, the
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chain will pick one of these mode’s corresponding atoms by π∗|S when it
regenerates in S and will thus no longer be stuck at an isolated mode. This
also serves as an intuition for Theorem 4.3 as to why atom aggregation may
improve efficiency. Dropping tempering in this case could be beneficial since
now π∗ better matches π and we will have more trans-space transitions.
Indeed, we obtain 45503 regenerations and estimation: f̄ = 0.0073 and sf =
0.0154, after discarding tempering.

7. Application II: Hierarchical Bayesian Model. We will present
a Bayesian example, which should illustrate how to set up Algorithm 3 for
alike Bayesian applications. This classic example was presented in [Mykland
et al., 1995], [Jacob et al., 2017], [Gaver and O’Muircheartaigh, 1987] among
many other places. Basically, we model failures ofN pumps at a nuclear plant
as independent Poisson processes, each with failure rate λ1, · · · , λN . Failure
counts and operating times for each pump are denoted as si, i = 1, ..., N
and ti, i = 1, ..., N respectively. We model λi ∼ G(α, β) i.i.d. where G(α, β)
is Gamma distribution and is proportional to xα−1e−βx. And the hyper-
parameter β ∼ G(γ, σ) and α is a constant following [Mykland et al., 1995].

The resulting posterior distribution is therefore

πu(λ1, · · · , λN , β) ∝ G(β; γ, σ)
N∏
i=1

G(λi;α, β)Pois(si;λiti)

where G(x; a, b) denotes density of Gamma distribution evaluated at x with
parameters a, b and Pois(x;λ) denotes density of Poisson distribution evalu-
ated at x with rate λ. The conditional distribution of π is that π(λi|rest) ∼
G(α+ si, β + ti), i = 1, ..., N and π(β|rest) ∼ G(γ +N · α,

∑
λi + σ).

We will set α = 1.82, σ = 1, γ = 0.01, N = 10 following [Mykland et al.,
1995]. And the data for si, ti, i = 1, ..., N may be found in [Gaver and
O’Muircheartaigh, 1987].

For a complicated distribution such as π here, we often need to conduct a
test run to “probe” the distribution. Note that we do not require such test
runs to converge very well or even cover all modes. The point is to find a
region the chain visits often so that we can set up regeneration set S near it.
Test run using vanilla Gibbs sampler (without Multi-Atom structure) yields
mean of sample path as µ ∈ R11 and standard deviation as s ∈ R11 where
λ1, ..., λ10 are in the first 10 coordinates and β is in last coordinate. We
speculate that the chain will hit the box with lower bound µ− s and upper
bound µ + 3 · s quite often. This is verified by checking that sample path
falls into this set 16.11% of the time. We then consider a coarse partition
for i-th coordinate with equal-intervals of length si (i-th coordinate of s)
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starting from 0. Then we find lower corner of the µi’s partition interval by
µ′i = sibµisi c. Partition each partition block other than [µ′i − si, µ′i), [µ′i, µ′i +
si), [µ

′
i + si, µ

′
i + 2si), [µ

′
i + 2si, µ

′
i + 3si) further into M = 1000 finer equal-

length blocks as shown in Figure 5.

Fig 5: Partition of coordinate i, each short interval is of length si/M

The resulting gird constitutes a partition scheme for entire state space. We
choose lower corner of each cell as its representative and assign to it an atom.
We incorporate the following atoms into S: S = {(x1, ..., x11) ∈ R11 : xi ∈
{µ′i− si, µ′i, µ′i + si, µ

′
i + 2si}, ∀i}. Note that the point of further partitioning

is to have more frequent trans-space transition outside of S while keeping
number of atoms in S unchanged. Note the number of atoms outside of S
do not matter since the CDF inverse sampling is only with respect to atoms
in S. P is standard Gibbs sampler on E as before and we define P ∗ to
be a Metropolis-within-Gibbs chain with original conditional distribution as
independent proposal for each coordinate update (Conditional distribution
is Gamma and their CDF’s are easily accessible). It is also possible to define
P ∗ as other reversible kernels such as staying put at current location not
moving–although mixing is less ideal. We start the chain at µ and run it for
100000 steps. The above fully specifies the chain.

The resulting sample path has 52% samples on E–it is close to 50% which
is an indication of adequate approximation of

∫
A π
∗(dα)φα(·) to π (i.e. fine

enough partition) and that there are frequent transitions between E and A.
There are 7955 complete tours with average tour length of 6.57. The resulting
β estimation is β̄ = 2.4991 with standard deviation estimate sβ = 0.0042.
To verify this, we run vanilla Gibbs sampler for T = 106 steps and obtain
β̄true = 2.4996 as an approximation to true value. Results of a few runs with
different seeds are shown in Table 1. The error estimation sf appears to be
quite on point.
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Seed f̄ sf # of Tours Tour Length

1 2.4991 0.0042 7955 12.6
2 2.5004 0.0042 7976 12.5
3 2.5019 0.0041 7972 12.5
4 2.5010 0.0042 8003 12.5
5 2.4940 0.0042 7928 12.6
6 2.4956 0.0043 7926 12.6

Table 1
“Tour Length” shows average length of the tours

8. Application III: Sample from “SV -type” State Space. We il-
lustrate application of Multi-Atom algorithm on non-Euclidean state space.
Both of the problems we discuss here have their state spaces contained in a
set of the form SV , where V is vertex set of a graph and S is a finite set. Due
to enormous size of state space, the target distribution π defined on SV is
often sampled with a Gibbs sampler where each vertex corresponds to a co-
ordinate. We found that it is often possible to set up an effective Multi-Atom
algorithm by partitioning the state space as per number of appearances of
certain s ∈ S on V . This may also be extended to partitioning by number
of appearances of several (s1, s2, ...), si ∈ S, although demonstrations in this
section will only consider the former case for simplicity.

8.1. Ising model with low temperature. We will first consider the Ising
model where we follow specification of Section 5.3 in [Jacob et al., 2017]. The
state space is X = {−1, 1}V . −1, 1 are referred to as negative and positive
spin respectively; V in our case is taken as a 32×32 square lattice with peri-
odic boundaries, and there is an edge between vertexes i ∼ j if i, j are neigh-
bors in either upward, rightward, downward or leftward directions. A “natu-
ral statistics” t(x), x ∈ X may be defined as t(x) = 0.5

∑
i∈{1,...,32}

∑
j∼i xixj

summing the products of neighbors. We define target distribution πθ(x) ∝
eθt(x) where θ ∈ (0, 1) is inverse temperature parameter. A critical observa-
tion is that, when most spins are positive, there is a strong negative correla-
tion between number of negative spins on x and πθ(x) (and vice versa). This
means that under the assumption that most spins are of one type, partition
by number of spins of the opposite type may serve as an effective partition
scheme conforming to criteria listed in Section 5.4.

We thus set up the Algorithm 3 by defining within-space transition P as
a “heat bath” Gibbs sampler with conditional probability of vertex i given

spins at all other vertexes as eθsi
eθsi+e−θsi

, where si denotes the sum of spins
over the four neighbors of i. Atom space A is chosen to be set of natural
numbers (0 included): atom α = i ∈ N corresponds to the partition block
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Ωi = {x ∈ X , N−1(x) = i} where N−1(x) denotes number of negative spins
on x. Representative for partition block i could technically be any grid x with
i negative spins, but we find it to be more effective to choose representative
from sample path of a pre-run of heat bath sampler without Multi-Atom
structure. That is, for partition block Ωj , we look at all samples in pre-run
sample path that has exactly j negative spins and pick one as representative.
The choice among all samples of j spins could be arbitrary but for optimal
performance we had an additional screening based on trans-space transition

rates for 15 draw. We then set atom stationary as π∗(αi) =
(

322

i

)
πu(ωi) where

ωi is representative chosen for partition block Ωi and
(

322

i

)
is size/volume

of Ωi following Section 5.1. Note that if pre-run never hits any state of j
negative spins, we may simply set π∗(j) = 0 so that the chain will never visit
atom αj . We set a within-space transition step P ∗ on A as staying put at
current location (not moving) for simplicity. We aggregate all atoms α with
π∗(α) > 0. The trans-space transition φ∗αi from atom i to its partition block
Ωi is a uniform draw from all grids with exactly i negative spins: this may
be achieved by first choosing i vertexes (uniformly without replacement)
and assign to them −1 and to all other vertexes +1. We found that this
strategy works well only for Ising models with relatively low temperature, i.e.
θ ≥ 0.55. The reason for this limitation is that the partition scheme we adopt
is too coarse for partition block Ωi with comparable number of negative and
positive spins (i.e. i ≈ 322 − i): for a partition class of, say, 500 negative
spins, πθ(x) and πθ(y) where x, y ∈ Ω500 will be generally vastly different
as there are a lot of ways to arrange 500 negative spins on 322 = 1024
sites; the consequence is that there is no x ∈ Ω500 that represents the entire
partition block well and no matter how we choose representative for Ω500, the
proposal for trans-space jump between Ω500 and α500 will be rejected most of
the time. For lower temperature configurations, πθ will mostly concentrate
on states where most spins are of either +1 or −1–and our set up tends
to have high trans-space transition rate at these states. If one desire to use
Multi-Atom algorithm for high temperature configurations, a more careful
partition scheme is required. This also tells us that the partition strategy
should always be subject to characteristics of π. When π is highly irregular,
a simple, straightforward partition may not exist.

Set θ = 0.55 (similar for any other θ > 0.55). Use f = t(x) as our test
function. We initialize the Multi-Atom chain by setting all spins as positive
and run it for 10000 steps. Our screening procedure picked 67 atoms into
regeneration set S where 34 atoms are between 0, 38 and 33 atoms between
990, 1024. Note that we incorporated two isolated modes: one at where most
sites being positive spin, one at most sites being negative spin. We run this
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algorithm independently with 5 seeds and have the following table:

Seed 1 2 3 4 5

f̄ 1895.3372 1895.4059 1895.4893 1895.6861 1895.3337
sf 0.2982 0.3101 0.2814 0.2788 0.3119
Number of Complete Tours 1004 1087 1081 1029 1043
Number of steps on E 48769 48690 48828 48909 48876

We can see that the result is quite consistent and error estimation sf
indeed makes sense across independent runs/seeds.

8.2. Proper q-coloring of Graphs. For a set of S = {1, 2, ..., q} colors. A
proper q-coloring of a graph G = (V,E) is an assignment of colors to the
vertexes V , subject to constraint that neighboring vertexes do not receive
the same color. A proper 7-coloring of Petersen graph is shown in Figure 6a
and a proper 7-coloring of Nauru graph is shown in Figure 6b.

(a) 7-coloring of Petersen graph (b) 7-coloring of Nauru graph

Fig 6: Graph Coloring

Denote space of all such proper colorings as X . Define a target distribution
π(·) on X . Consider the following problem: What is the expected number
of red vertexes when we draw a proper 5−coloring Petersen graph by π,
i.e. Eπ[Nred(X)], X ∈ X where Nred(x) denotes number of red vertexes on
x ∈ X ? Or what is expected number of distinct colors used, i.e. Eπ[Ncol(X)]
where Ncol(x) denotes number of color on x? This type of question is chal-
lenging even from a Monte Carlo standpoint as it is typically hard to sample
from π directly (even when π is uniform). A standard solution is to run a
Gibbs sampler on X . We will demonstrate how to introduce Multi-Atom
structure to such samplers using similar partition strategy as the Ising model
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example. We will consider first the case where π := π1(·) is uniform on X
and then the more challenging case where π := π2(x) ∝ Nred(x), x ∈ X ,
that is, π is proportional to the number of red colors in the coloring config-
uration. For both of these choices of target distribution, a straightforward
partition is by number of red vertexes. Note that more sophisticated parti-
tioning strategies may be devised for more irregular π (e.g. count number
of vertexes of two or more colors).

Therefore, we set up the Multi-Atom algorithm as follows. P is defined as
standard Gibbs sampler on the set X of proper colorings (See for example
Chapter 3 of [Wilmer et al., 2009]). A is defined as natural numbers N (0
included) where αi corresponds to the partition block Ωi of proper colorings
with exactly i red vertexes. Since points on the same partition block take
same value against density of π1, π2 (π1 is uniform and π2 depends only on
number of red vertexes), it makes no difference which point we choose as
representative ωi for Ωi. What is challenging is how to define trans-space
transition φ∗αi(x), x ∈ Ωi from an atom αi to its partition block. Unlike the
Ising model example, it is not easy to uniformly sample a proper coloring
with exactly i red vertexes. So we need to make a slight modification to Al-
gorithm 3 where instead of uniform, we define distribution φ∗αi(·) of proposal
generation from αi to Ωi to“ mimic” uniform distribution as

1. (Step 1) Uniformly draw i vertexes and assign red color to them; if
any of them are neighbors, we do not proceed to Step 2 and reject
the trans-space proposal (call it “invalid”) and stay at current atom;
if not, proceed to Step 2 below;

2. (Step 2) Enumerate through the remaining uncolored vertexes and for
each vertex k, pick uniformly from colors that have not been assigned
to any of its neighbors (suppose number of such colors mk > 0) and
assign this color to the current vertex; in the event that all colors
have been assigned to a vertex’s neighbors, we reject the trans-space
transition (call it “invalid”) and stay at current atom.

For a proposal x that is not invalid, we may compute the probability of it
being drawn as φ∗αi(x) = 1

(ni)

∏n−i
k=1

1
mk

where n is total number of vertexes

and mk is defined in Step 2 above. We define π∗(αi) := πu(ωi)Zi for each
atom αi and Zi is a constant that “roughly normalizes” acceptance ratio to
around 1, which may be found after a test run. The trans-space acceptance
probability is therefore min(1, πu(x)

π∗(αi)φ∗αi (x)) for atom αi ∈ A to valid proposal

x ∈ E (0 if x is invalid), and min(1,
π∗(αi)φ∗αi (x)

πu(x) ) from x ∈ Ωi ⊂ E to αi ∈ A.
This is slightly different from Algorithm 3 where we assumed φα∗ is uniform
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but follows analogously from more general Algorithm 2. We may check that
the result of Theorem 5.1 still holds; that is, the trans-space acceptance
probability here are not affected by atom aggregation. This particular pro-
posal φ∗αi(·) is defined to mimic target π restricted to each partition block,
i.e. uniform distribution on proper colorings of i red vertexes. One can see
that under most q−coloring set-up, φ∗αi(·) should be quite close to uniform
sampling of proper coloring of i red vertexes even though it is not exactly uni-
form. After adjusting Zi empirically,

∫
A π
∗(α)φ∗αdα becomes a close match

to π, appealing to the intuition we established in Section 4. There are of
course many other possible ways to set up Multi-Atom algorithm depending
on the exact graph configuration, target distribution π and number of colors.

We test the theories above with proper 7−coloring of Peterson graph
and 7−coloring of Nauru graph (as in Figure 6), against target π1 and π2

defined above. The summary statistics are presented in Table 2 and Table 3
for Peterson graph and Nauru graph respectively. All of these experiments
are based on a 10000-step run starting at α1. The “True Val.” column shows
estimates from a vanilla (no Multi-Atom) Gibbs sampler run for 105 steps,
which we take as approximation to true expectation of the test functions
considered. The “Atoms in S” column shows the index of atoms that we
include into regeneration set S–these are chosen based on a preliminary
test run. The “# of tours” column and “Tour Length” column shows total
number of complete tours and average tour length respectively. As we can
see, the error estimation sf appear to be quite on point.

Target Test Function f̄ sf True Val. Atoms in S # of Tours Tour Length

π1 # of Red Vertexes 1.414 0.008 1.426 1,2 3594 2.8
Total Colors Used 6.017 0.010 6.027 1,2 3594 2.8

π2 # of Red Vertexes 2.838 0.031 2.828 1,2 1829 5.5
Total Colors Used 5.714 0.010 5.736 1,2 1829 5.5

Table 2
Proper 7−Coloring of Peterson Graph

Target Test Function f̄ sf True Val. Atoms in S # of Tours Tour Length

π1 # of Red Vertexes 3.458 0.042 3.428 0,1,2,3,4 1855 5.4
Total Colors Used 6.940 0.004 6.937 0,1,2,3,4 1855 5.4

π2 # of Red Vertexes 5.316 0.181 5.338 1,2,3,4,5,6 1124 8.9
Total Colors Used 6.908 0.007 6.904 1,2,3,4,5,6 1124 8.9

Table 3
Proper 7−Coloring of Nauru Graph

9. Application IV: Introduce Antithetic Coupling.
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9.1. Preliminary Idea. The idea of antithetic coupling is essentially that
we run two or more chains concurrently in an “anti-coupled” fashion such
that they, while both converging to the target distribution marginally, tend
to “repel” each other and explore distinct parts of the state space. The
benefit of antithetic coupling is that the combined estimator of antithetically
coupled chains Xt, Yt

f̄ =
1

T

T∑
t=1

f(Xt) + f(Yt)

2

tends to have smaller variance, compared to when Xt, Yt are run indepen-
dently. A trivial example is when the state space consists of {{−1}, {1}}
and target distribution is π({−1}) = π({1}) = 0.5. Suppose test function f
is the identity function. We may couple Xt, Yt by Xt ∼ π and Yt = −Xt.
Notice that marginally both chains distributed according to π but the com-
bined estimator will always outputs 0, that is, f̄ is unbiased and “perfectly”
accurate.

The construction of such coupling is not often obvious for continuous state
space chains. The key observation is that the Multi-Atom framework allows
us to introduce “discrete elements” into a continuous chain by defining atom
space A as consisting of finite or countably many atoms. The hope is that
antithetic coupling may occur while both chains are located on A and they
will move to two atoms that are “apart” from each other in the sense that
from these two atoms these two chains will likely to transition to parts of
the state space E that are far apart from each other.

We have discussed aggregation of atoms in previous sections. It provides
means for introducing antithetic variates into the sampling process. Recall
that there is a “shuffling” step in Definition 1 and Definition 2, that is,
drawing atoms from π∗|S . This provides a venue for two ore more chains to
be antithetically coupled. Recall that in Section 5 we consider each atom
as exclusively associated to a corresponding partition block; and we simply
collect all atoms whose partition blocks are of interest into S. To introduce
antithetic coupling, we should label these atoms so that their indexes reflect
their proximity to each other. For example, for a bimodal target we may
simply collect S = S1 ∪ S2 where S1 are atoms locate near left mode and
S2 are atoms locate near right mode. Their labeling may simply be 1, 2, 3, ...
from left to right.
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Fig 7: Multi-Atom Antithetic Coupling Illustration

As illustrated in Figure 7, as the two chains hit S, we will draw samples
from π∗|S antithetically and the hope is that the two chains, with these an-
tithetic variates, will be separated to S1 and S2 most of the times. We also
expect that as S expands, we will find that the two chains hit S simultane-
ously more and more often. This requires synchronization of the two chains
so that they are always on the same space (either both on E or both on A).
We will discuss these ideas in the following sections.

9.2. The set-up. Although there may be other schemes that apply the
principle discussed in the previous section, one simple set-up is as follows:

• Partition state space X into finitely or countably many blocks as in
Section 5 where we denote each block Ωi, i = 1, ...;
• To each block Ωi, we associate an atom αi. Denote the proposal asso-

ciated with αi as φ∗αi(·). Mass of φ∗αi(·) should be entirely concentrated
in Ωi. In last section, we used φ∗αi(·) ∼ Unif(Ωi). We will continue this
practice in this section–recall with fine partition, we may treat π on
each block as flat and approximate it with uniform distribution;
• Define trans-space transition proposal from E to A as φx(·) = δαx(·);

that is, each point in E proposes to transition to its corresponding
partition block’s atom;
• Define a stationary distribution π∗ on A as in Section 5: π∗u(αi) =
πu(ωi)

τV (Ωi), τ ∈ (0, 1], ∀i ∈ Z

9.3. Antithetic Coupling and Synchronization. The antithetic coupling
occurs whenever both chains hits S. That is, they will sample from π∗|S an-
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tithetically. Antithetic coupling at this step may be achieved using a so-called
“extreme antithesis” property (EA). We will give a brief summary here. De-
tails may be found in [Craiu et al., 2005]. Specifically, let F be any arbitrary
univariate CDF (it would be CDF of π∗|S in our case). The minimum pos-
sible correlation of X1, X2 subject to the constraint that X1, X2 ∼ F is
achieved by defining X1 = F−1(U), X2 = F−1(1−U) where U ∼ Unif(0, 1).

The most economic ways to choose S is to incorporate atoms whose par-
tition blocks contains different modes of π (See Figure ??). The labeling of
these atoms should be such that label indexes reflect location/proximity of
their partition blocks. This is crucial since otherwise the inverse CDF an-
tithetic coupling cannot distinguish atoms from different modes. One may
run more than two chains concurrently. This requires generating k ≥ 3 an-
tithetic variates. A review of some of such methods may be found in [Craiu
et al., 2005] Section 4. Here we only investigate running two chains.

By our construction, the two chains may only be antithetically coupled
when they are both on S. For this to happen as often as possible, we want
to “synchronize” both chains so that they are either both on E or both on
A. We employ a combination of two simple techniques:

Definition 5 (Synchronization Protocol). (1) below helps two “in-sync”
chains maintain the state of synchronization whereas (2) synchronizes two
“out-of-sync” chains immediately. The result is that two chains are always
in sync.

1. (Maximally coupling trans-space transition decision): Recall that when
running such chains by the Multi-Atom framework, we need to toss a
biased coin to determine if it should accept the proposal to transition to
the other space. This provides us an opportunity to synchronize the two
chains. Specifically, we maximally couple this coin toss for both chains
when they are both on A or on E so that more likely they will either
jump to the other space together or both stay at the current space.

2. Wait for out-of-sync chain: when one chain is on E (E−chain) and
the other chain is on A (A−chain), we can pause E−chain and just
run A−chain until it transitions to E again–all intermediate atomic
samples are discarded.

Remark 7. (1) is equivalent to using the same uniform distribution after
trans-space transition ratio is computed for both chains. This maximizes the
probability of two chains “moving in tandem”;
(2) is valid since atomic samples will not contribute to final estimation in
any way.
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9.4. Pseudo-code and estimator. First we will obtain a pool of indepen-
dent antithetic variates from π∗|S , which will then be used by Algorithm 4.
This may be also done while running Algorithm 4 but pre-sample is generally
more efficient and allows for parallelization:

1. S = {α1, ..., αn} where S is regeneration set;

2. π∗|S= π∗u(αi)
π∗u(S) ,∀αi ∈ S;

3. Compute inverse CDF F−1 of π∗|S ;
4. SampleM independent, uniformly distributed samples: Uj ∼ Unif(0, 1), j =

1, . . . ,M ;
5. Obtain antithetic variates: U ′j = 1− Uj , j = 1, . . . ,M ;

6. Obtain two sets of antithetic samples from π∗|S : [F−1(Uj)]j=1:M and
[F−1(U ′j)]j=1:M ;
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Algorithm 4 Multi-atom Antithetic Coupling

1: Start two chains Xt, Yt ∈ E ∪A
2: for t = 1 : T do
3:
4: if Xt, Yt ∈ E then . Case 1: Two chains are on E
5:
6: Xt+1/2 ∼ P (Xt, ·), Yt+1/2 ∼ P (Yt, ·); . within-E transition
7:
8: . Atoms αX , αY represents the blocks that Xt+1/2, Yt+1/2 belong to;

9: AX = min(1, π∗(αX )
πu(Xt+1/2)

), AY = min(1, π∗(αY )
πu(Yt+1/2)

);

10:
11: . Using same variate: Definition 5 (1)
12: Sample U ∼ Unif(0, 1).
13: Xt+1 = αX if U ≤ AX ; otherwise Xt+1 = Xt+1/2;
14: Yt+1 = αY if U ≤ AY ; otherwise Yt+1 = Yt+1/2;
15:
16: else if Xt, Yt ∈ A then . Case 2: Two chains are on A
17:
18: . The shuffling step using antithetic variants
19: X? ∼ π∗|S from [F−1(Uj)]j=1:M if Xt ∈ S; otherwise X? = Xt;
20: Y ? ∼ π∗|S from [F−1(U ′j)]j=1:M if Yt ∈ S; otherwise Y ? = Yt;
21:
22: Xt+1/2 ∼ P ∗(X?, ·); Yt+1/2 ∼ P ∗(Y ?, ·); . Take within-A step
23:
24: . Shuffle again before proposing to transition to E
25: X? ∼ π∗|S from [F−1(Uj)]j=1:M if Xt+1/2 ∈ S; otherwise X? = Xt+1/2;
26: Y ? ∼ π∗|S from [F−1(U ′j)]j=1:M if Yt+1/2 ∈ S; otherwise Y ? = Yt+1/2;
27:
28: . Both chains propose to transition to E
29: WX = Unif(ΩX?); WY = Unif(ΩY ?)

30: AX = min(1, πu(WX )
π∗
u(αWX

)
); AY = min(1, πu(WY )

π∗
u(αWY

)
)

31: Xt+1 = WX if U ≤ AX ; otherwise Xt+1 = Xt+1/2;
32: Yt+1 = WY if U ≤ AY ; otherwise Yt+1 = Yt+1/2;
33:
34: else if Xt+1 ∈ A and Yt+1 ∈ E then . Case 3: Xt on A, Yt on E
35:
36: . Waiting protocol in Definition 5 (2)
37: Pause Y−chain; run X−chain until Xt+τ ∈ E;
38: Reassign Xt+1 ← Xt+τ ;
39:
40: else if Yt+1 ∈ A and Xt+1 ∈ E then . Case 4: Xt on E, Yt on A
41: Analogous to Case 3;
42: end if
43:
44: end for

Estimation for antithetic algorithm is almost identical to what we have
discussed in Section 2.1. With the same notation, to estimate Eπ[f(x)], we
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should use f̄R =
∑R
t=1 St∑R
t=1Nt

where St =
∑τt−1

j=τt−1

f(Xj)+f(Yj)
2 and R is number

of tours, τt denotes regeneration times. For this estimator, the regeneration
times is the times at which Xj and Yj BOTH hit S. The consistent estimator

in Equation 2.1, σ̂2
f =

∑R
t=1(St−f̄RNt)2

RN̄2 , may be used here with changed St
and f̄R.

9.5. Demonstration. We apply antithetic coupling construction above to
the exact same example in Section 6 so that the reader may witness the
improvement. We use the same bimodal target: π = 0.5 · N (−3, 0.52) + 0.5 ·
N (3, 0.52). We also set total T = 100000. As antithetic algorithm certainly
uses more resources–we would anticipate that the variance should be at least
more than halved (or std 1/

√
2 smaller) comparing to Section 6 to justify

its use. Recall that with partition length 0.2, S = {α ∈ A|−4 ≤ α ≤ −2, 2 ≤
α ≤ 4} and no tempering, our estimation was f̄ = 0.0073, sf = 0.0154
with one chain. With the same partition, the antithetic algorithm yields
f̄ = −9.0325 × 10−4, sf = 0.0063. This reduces original std by more than
2.4 times. To verify, we can also look at estimations from X−chain and
Y−chain alone: f̄X = −0.0052, sXf = 0.01493; f̄Y = 0.0034, sYf = 0.01491.
So, antithetic estimation did improve accuracy quite significantly. To see
why, we include a snippet of sample paths of both chains.

t Chain 1 Chain 2

1 -2.395 2.497
2 [−2.4] [3]
3 2.904 -2.730
4 [3] [−3.2]
5 -2.516 2.787
6 [−2.6] [3]
7 3.156 -2.980
8 [3.2] [−3]
9 -2.111 2.366
10 [−2.2] [1.8]
11 -2.098 4.278
12 [−2.4] [3.6]
13 -2.822 3.080

Table 4
A snippet of antithetic chains: [...] denotes atom and its label.

We can see that these two chains are indeed antithetically coupled in that
they always take values of opposite sign. The average of the samples from
these two antithetic chains is therefore much closer to the true value 0 instead
of being around either 3 or −3, just like the trivial binary example we men-
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tioned at the beginning of this section. We can also see that these two chains
regenerates quite frequently because our choice of S is ideal in that S includes
both modes of π. As noted in last section, we should remove tempering of
π∗ if we are confident that S covers all modes. Similarly, using tempering for
antithetic algorithm when S already covers all modes will typically worsen
the performance. Let us use tempering π∗u(α) = 0.1 · (π(ωα))0.1 as in last
section where we had f̄ = 0.0153, sf = 0.0274 from single chain estimation.
The estimation from antithetic algorithm is f̄ = 0.0032, sf = 0.0141–still
an improvement by reducing std by 1.94 >

√
2 times. The result is less

ideal comparing to no tempering. Indeed, effectiveness of this antithetic al-
gorithm is sensitive to transition frequency given that antithetic coupling
only transpires when both chains hit S ⊂ A. With no tempering, we can
always control transition frequency by choosing finer partitions. So user is
advised not to attempt taking advantage of both algorithms simultaneously
and use antithetic algorithm only after obtaining a good S (covering all
modes) via adaptation. An alternative would be to adjust normalizing con-
stants on π∗u or πu so that the chains hit A more often. The downside of
this is that there are less samples on E for fixed number of total steps. If
we use π∗u(α) = 0.2 · (π(ωα))0.1, we should increase T = 125000 to obtain
72838 E−valued samples. This is comparable to the number of E−samples
(75280) with π∗u(α) = 0.1 · (π(ωα))0.1 and T = 100000. The new estimations
are f̄ = −0.0086, sf = 0.0096. A decent improvement in accuracy for a price
of 25000 extra steps.

10. Application V: Parallelization through Partitioning.

10.1. Preliminary Idea and Set-up. The idea behind state space parti-
tioning models is that one may break the state space into several blocks and
sample target distribution on each block with one individual chain. Often
it is not particularly hard to run separate chains on their corresponding
block via parallel processors–the main difficulty lies in how one should bal-
ance the weights of samples from each block. That is, how do we “sew” the
samples from the partitioned blocks back together. This problem is related
to estimation of normalizing constants and most methods tie back to the
primordial idea of importance sampling, which is known to be effective for
this purpose. See [Meng and Wong, 1996] and [Gelman and Meng, 1998]
for methods such as “bridge sampling”. Multi-atom framework provides an
alternative to these.

The basic idea is that we will define a particular way of running a Multi-
Atom chain (we call it “the original chain”) such that it can be run equiv-
alently as a pool of parallel chains on each block and a governing balance
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chain which will be run at a second stage to select samples from sample pool
of each parallel chain. Essentially, the within-space transition on E should
be defined such that each block is isolated to all other blocks. That is, this
chain on E is not irreducible. The communication between different blocks
will only occur through atom space A. The atom space is constructed such
that there is one atom corresponding to each block and the support of the
proposal from an atom to E should be solely contained in its corresponding
partition block.

10.2. Parallel Equivalent of the Original Chain. One can now observe
that this original chain can be run equivalently in two stages:

1. We partition state space E into blocks Ci and there is one atom αi
corresponding to each partition block. Initiate one parallel chains at
each of these atoms. Each parallel chain’s target distribution on E is

modified to π
(i)
u (x) = πu(x) · 1Ci(x), ∀x ∈ E. We may keep using the

same within-E transition P for each parallel chain with respect to their

corresponding π
(i)
u . This retains reversibility and ensures that each

chain is confined in their respective Ci. Their within-space transition
on atom space A is “turned off” at this stage: each parallel chain
keeps hitting their own atom and does not propose to move to any
other atoms. Recall they will not move outside of their partition block
on E either. So there is no communication among atoms at this stage
(thus parallelization). We denote trans-space transition proposal from
αi to Ci as φ∗αi(·). We will later suggest a way to define φ∗αi(·) using
atom aggregation.

2. After the first stage, we should have a table of samples from each
partition block where each row is sample path from one parallel block.
See Figure 8. We attach a cursor on each row and run a governing
chain on atom space A by any π∗ reversible kernel P ∗. This chain
will never actually go to space E. Its task is to construct a “correct
path” Zt using all the samples we obtained in stage one, i.e. sewing
them together. In particular, each time this governing hit an atom,
we move cursor on the corresponding row one bit to the right: if the
value is atom, we simply add that atom to Zt; if the value is in E, we
append the entire tour (that is, all the consecutive E−value states, i.e.
consecutive red blocks in Figure 8, till appearance of the next atom) to
Zt and move the cursor to the end of the tour. We may continue this
until cursor on one of the column is exhausted. This stage is supposed
to be very fast comparing to the first stage as we do not need to
evaluate πu or compute any acceptance ratios. Samples from π∗ can
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usually be sampled via inverse CLT from P ∗ ∼ π∗ directly when A is
finite.

Fig 8: Illustration of the Parallelization Scheme

A moment of thoughts reveal that assembled chain Zt is a valid Multi-
Atom chain as defined in Section 3. Therefore, it converges to π marginally
on E. All the discussions we had regarding regeneration applies with no
changes.

10.3. Pseudo-code. We will give pseudo-code for the algorithm described
in previous sections.
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Algorithm 5 Multi-atom Parallel Partition: Stage 1

1: . Stage 1: Parallel Samples for Each Block
2:
3: Start one chain X

(i)
t for each partition block: X

(i)
1 = αi, i = 1, ..., N .

4:
5: for i = 1 : N do . This can be run as a parallel for loop.
6: for t = 1 : T do
7: if X

(i)
t ∈ A then . X

(i)
t on A

8:
9: V = αi; . Within-A transition is staying put

10: W ∼ φ∗αi(·); . See Section 10.4
11:
12: else if X

(i)
t ∈ E then . X

(i)
t on E

13:
14: V ∼ P (i)(X

(i)
t , ·); . P (i) is transition kernel P wrt. π

(i)
u ; so V ∈ Ci

15: W = αi; . Proposal to atom space is always αi
16:
17: end if
18:
19: if W ∈ A then . This corresponds to the case where X

(i)
t ∈ E

20: α = min(1,
π∗(αi)φ

∗
αi

(V )

πu(V )
);

21: else . This corresponds to the case where X
(i)
t ∈ A

22: α = min(1, πu(W )
π∗(αi)φ∗

αi
(W )

);

23: end if
24:
25: U ∼ Unif(0, 1);
26: if U ≤ α then . Accept trans-space proposal
27: X

(i)
t+1 = W ;

28: else . Reject trans-space proposal
29: X

(i)
t+1 = V ;

30: end if
31: end for
32: end for
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Algorithm 6 Multi-atom Parallel Partition: Stage 2

1: . Stage 2: Assemble Parallel Samples
2:
3: Define a cursor vector c where ci corresponds to sample path from i−th block;
4: Initialize ci = 0, ∀i
5: Start a new chain Zt;
6: while maxi ci ≤ T do
7: β ∼ P ∗(Zt, ·); . Often we can directly sample π∗; so P ∗ ∼ π∗
8: cβ = cβ + 1;

9: if X
(β)

c(β) ∈ E then . The next value is in E
10: j = 1;
11: while X

(β)

c(β) ∈ E do . Append the entire tour

12: Zt+j = X
(β)

c(β);
13: cβ = cβ + 1;
14: j = j + 1;
15: end while
16: else . The next value is in A
17: Zt+1 = β; . The next value is atom, we simply append that atom
18: end if
19: end while

10.4. Define π∗ and φ∗αi via Atom Aggregation. φ∗αi(x) should match the
corresponding target block πu(x) · 1Ci(x) well. This can be challenging. We
detail a systematic way of defining π∗, φ∗αi(x) using ideas in Section 5.2. We
introduce a refinement partition Q of the original partition P we had for
parallelization (see illustration in Figure 9).

Fig 9: Define π∗ and φ∗αi via Atom Aggregation

Each yellow diamond αi in Figure 9 denotes an atom for original partition
block Ci ∈ P and atom space A consists of these yellow diamonds. Each
yellow diamond is an aggregation of the red squares: each red square βij
represents a fine partition block Ωij ∈ Q and Ωij ⊂ Ci,∀j. Ωij here is
the same object as Ωi in Section 5.2. That is, they are supposed to be
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the bases for countable approximation of πu. Each Ωij has a representative
point ωij ∈ Ωij as before and we associate with each βij a uniform proposal
φ∗βij (·) ∼ Unif(Ωij) to E. Each dashed-line box Si is a subset of red squares

for some Ωij ⊂ Ci. Note that if Ci is compact (e.g. the 2nd, 3rd partition
blocks in the graph), we may incorporate all the red squares since there
are finitely many. But if Ci is not bounded (tail regions such as 1st, 4th
partition blocks in the graph), we may only select a subset to include as
much mass of π as possible. Finally, we define for each yellow diamond αi ∈
A: π∗u(αi) =

∑
j πu(ωij),∀i and φ∗αi(x) =

∑
j

πu(ωij)∑
k πu(ωik) · φ

∗
βij

(x),∀x ∈ Ωi.

That is, proposal from αi to E is to draw a βij from Si with probability

proportional to
πu(ωij)∑
k πu(ωik) and then draw sample from φ∗βij (·) ∼ Unif(Ωij).

One may check as in Section 5.2 that the trans-space acceptance ratio from
αi to x ∈ Ωij is simply A = min(1, πu(x)

πu(ωij)
); and trans-space acceptance ratio

from x ∈ Ωij to αi is A = min(1,
πu(ωij)
πu(x) ) · 1(βij ∈ Si). This means that we

may increase trans-space transition ratio to 1 as we choose finer and finer
partition Q. One more remark is that since there are only finite αi in A,
we may sample π∗ directly and therefore each time the assembled chain Zt
hits atom space A, regardless of where, is considered a regeneration time.
Estimators in Section 2.1 can be applied to Zt directly with no changes.

10.5. Demonstration. We demonstrate this method with a simple tuto-
rial example. More complicated applications should be analogous. We con-
sider a mixture of univariate Normal distribution with four modes: π =
0.23 · N (−3, 0.22) + 0.27 · N (−1, 0.22) + 0.2 · N (1, 0.22) + 0.3 · N (−1, 0.22).
The point of imbalanced weight here is to test if the balancing in stage 2 is in-
deed effective. For this target, we choose partition P as C1 = (−∞,−2), C2 =
[−2, 0), C3 = [0, 2), C4 = [2,+∞] with corresponding atom αi, i = 1, ..., 4. Re-
finement partition Q is chosen to be length 0.1 interval of the real line: Ωj =
[0.1j, 0.1j+0.1), j ∈ Z with a corresponding “red square” βj and representa-
tive ωj = 0.1j (leftmost point). We choose S1 := {βj |ωj ∈ [−4,−2)}, S2 :=
{βj |ωj ∈ [−2, 0)}, S1 := {βj |ωj ∈ [0, 2)}, S1 := {βj |ωj ∈ [2, 4)}. We may
then define π∗ and φ∗αi as in Section 10.4.

We set T = 100000 for each parallel chain in stage 1. The assembled
chain’s length is 332986. Note that if mass of π on each partition block of P
is equal, this number will be closer to 4T = 400000. The more equally mass
of π is divided to each processor, the more efficient is the parallelization
algorithm.

We first show a histogram of the assembled chain in Figure 10 where the
samples seem to match target distribution quite nicely.
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Fig 10: Multi-atom Parallel Partition

For test function f(x) = x (Eπ(f(X)) = 0.14, σπ(f(X)) = 1.82), the re-
generative estimation yields f̄ = 0.1450, sf = 0.0063. The length of Zt rid of
atoms is 166519. As a reference, if we can directly sample from π, the stan-
dard deviation would be s = 1.82/

√
166519 = 0.0045. So, the parallelization

scheme indeed works as expected.

11. Other Possible Designs and Applications. Since the purpose
of this paper is to demonstrate flexibility of the general Multi-Atom frame-
work from a design point of view, we did not focus on thoroughly discussing
properties of individual designs/schemes presented in Section 6, 7, 8, 9, 10.
However, we think that it may worth the effort to apply these designs against
to more complicated, realistic sampling task and compare them with existing
methods. Other than that, one may consider other interesting ways to in-
stantiate general template in Algorithm 2. We give a few suggestions below.
We may discuss some of these ideas in follow-up papers.

11.1. Construct Couplings on Atom Space, Unbiased MCMC, Perfect Sam-
pling. One of the ideas that we have not thoroughly explored in this paper
is construction of coupling on atom space A. We have discussed one partic-
ular case of this in Section 9. But since there is lots of freedom to choose
atom space A and π∗, one may hypothesize that some set-ups may facilitate
speedy coupling of two chains on atom space A. This is valuable for unbi-
ased MCMC algorithm discussed in [Jacob et al., 2017] for example. And
for other perfect sampling schemes such as “Coupling-from-the-past” (See
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[Propp and Wilson, 1996]) or , Multi-Atom structure may speed up coalesce
by partitioning entire state space with instantiation analogous to those in
Section 8 and Section 10.

11.2. Locally Informed Proposals on Atom Space. Another possible di-
rection is to leverage the discreteness of atom space A to design MCMC al-
gorithms with locally informed proposals. The most well-known among this
type of algorithms is Langevin algorithm (See. [Xifara et al., 2014]). Another
interesting design is [Zanella, 2019]. Such algorithms often rely on some form
of discretization to “extract local information”: for example, Langevin algo-
rithm requires discretization to evaluate the gradient and [Zanella, 2019] can
only work on discrete spaces. Since atom space A is discrete (e.g. a Riemann
partition grid of E), we may run the multi-atom chain on the joint space
E ∪ A by taking informed proposal chain on A and regular MCMC step
on E, so that the overall movement of the chain is guided by the informed
proposal moves on A.

11.3. Dimension Reduction: Pseudo-Marginal. Another promising idea
is to design dimension-reduction algorithms. By dimension reduction, we
mean that the atom space corresponds to a subset of coordinates of E and
π∗ is marginal distribution of target π on these coordinates. If we may find
a valid kernel P ∗ on π∗, the chain will traverse through E more rapidly
and potentially avoiding high-correlation issues. The only issue is that of-
ten marginal distribution is of integral form and cannot be evaluated easily.
There are at least two possible approaches to this. First direction is to con-
sider a pseudo-marginal approach (See [Andrieu et al., 2009]). We found
that it is possible to extend the argument of pseudo-marginal to general
Multi-Atom structure in Algorithm 2 (this would also work when A is con-
tinuous). The other direction is to again use countable approximation where
A is discrete. The idea is that we may find an approximation of marginal
distribution (an integral) as a finite sum. We feel that the former case is
more interesting may be more generally applicable.

11.4. Decompositions against other Bases, Mixture Representation. As
we have discussed in Section 4, the essential idea behind Multi-Atom struc-
ture is decomposition of (E, π(·)). One may consider to leverage this idea
further against beyond “Riemann partitioning” considered in Section 6 and
Section 7. The bases of “Riemann partitioning” is rectangle cells. So how
about other type of bases for (E, π(·))? One possible candidate of such bases
is discussed in [Hobert et al., 2004] where they give the following representa-
tion of π: π(A) =

∑
P (Xt ∈ A|τ > t)pt, where τ is regeneration time of the
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Markov chain and pt = P (τ>t)
E[τ ] . This decomposition by itself gives a perfect

sampling algorithm only when the chain is uniformly ergodic since other-
wise pt is not easy to compute theoretically. However, pt may be empirically
estimated (denote this empirical approximation as p̂t). With Multi-Atom
structure, we may consider choosing atoms space A as {τ : τ = N+} and
define π∗ as p̂t. This procedure serves as a “de-bias” step. The hope is that
the resulting algorithm will outperform vanilla MCMC in terms of accuracy.
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