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Abstract— This paper proposes a novel technique for segmenting the ground plane and at the same time estimating
the occupancy probability of each point in a scene. Using
a stereo camera rig, our system first calculates a disparity
map and transforms it to a v-disparity map, which is then
filtered and processed to generate a corresponding probability
field. The probability field generated is then used for precise
segmentation of ground planes as well as for the generation
of occupancy grids. Unlike what is proposed in the prior art,
our system does not require any special initialization and is
independent of the stereo sensor characteristics as well as the
parameters of the disparity algorithm. More importantly, our
technique does not require any prior assumption about the
terrain characteristics. Experimental results using sequences of
images from two different datasets are presented to validate
the proposed methods.

I. INTRODUCTION
With the era of autonomous vehicles about us, the problem of scene segmentation and understanding has become
particularly important. Any attempt to automate the control
of a vehicle driving along a road requires constant realization
of the extents of the road on which it is navigating, as well
as the detection and identification of sidewalks, traffic lights,
and dynamic obstacles such as people. Image segmentation
is a challenging problem, as can be validated by the extensive body of research that has attempted to address this
problem. Computer Vision researchers are still addressing the
segmentation problem as it tightly couples to higher levels
of cognition and perception.
Segmentation solutions have traditionally been
appearance-based (bottom-up) [1], model-based (topdown) [2], or a mixture of both [3]. Mixture-based solutions
are the most successful but are computationally expensive.
In structured environments, such as roads, model-based
segmentation techniques can be efficient because of the
constrained nature of the problem. Among the various
components in such scenes, the ground plane carries
significant weight in the interpretation of the scene. In
fact, knowledge of the Ground significantly simplifies
segmentation of roads and sidewalks as well as vertical
structures intersecting it such as trees and lampposts. It is
within this scope that our paper finds its call; namely that
of segmenting ground planes in structured and unstructured
environments.
Most automated ground segmentation techniques rely on
range sensors such as radars, LiDARS, or stereo cameras.
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Apart from the being expensive and power hungry, radars
offer a narrow field of view and low accuracy in lateral
direction [4]. LiDARS are also relatively expensive and big
consumers of energy. Range measurement can alternatively
be acquired using a stereo camera rig. The advantage of such
system is its relatively low cost and the added bandwidth of
information that a picture offers; however it suffers from
drawbacks such as the requirement for calibration between
the two cameras and in some cases re-calibration whenever
any unexpected motion occurs between the cameras of the
stereo rig.
Milella et al. [5] use a stereo camera pair for segmentation
of Ground by proposing a geometric classifier for plane
patches constructed from point clouds. The dependence on
point clouds provide a coarse pixel segmentation. Furthermore, the proposed method requires an initialization stage
where the system must acquire a few image frames on an
obstacle-free scene to build the ground model used by the
classifier. In cases of system failure with the cameras not
facing the ground, the essential initialization step would
prevent automatic recovery from such failure. Hadsell et al.
[6] also propose a stereo-based solution to segmentation in
which plane fitting on point cloud data is also used. The
disadvantage is that the solution requires one to specify apriori the number of planes to extract, and thus is not suitable
for multi-plane environments.
Another method to segment the ground plane is the
construction of occupancy grids. The free space represented
in these grids is then projected onto the image plane to
segment ground pixels [7],[8]. However, these methods are
sensor-specific since they require the knowledge of the sensors characteristics in order to model its uncertainty before
building the occupancy grids.
Compared to other methods that use stereo sensors, the vdisparity algorithm introduced in [9] does not require any
initialization or knowledge about the scene. This method
acts as a transformation on the image, where vertical planes
are mapped to vertical lines and ground planes are mapped
to slanted lines, denoted as the “ground correlation lines”.
Most applications using the v-disparity algorithm tend to
focus on Cartesian plane estimation instead of precise pixel
segmentation. In the work of Hu et al. [4], planes are used to
model Ground and obstacles in urban traffic environments.
The system provides the equation of Ground and obstacle
planes in the image instead of segmenting pixels. In the
work of Labayrade et al. [9], a Hough transform is used
to extract lines that represent obstacles and Ground from
the v-disparity image, and pixels are classified according

to how well their v-d coordinates fit these lines. Since this
method relies on a Hough transform for line detection, it
could only detect the ground plane correctly provided that
the ground correlation line is the most dominant line in the
v-disparity image. This method was improved by Yiruo et al
[10], where a moving window is used over the v-disparity
image, and the segmented lines that are detected in that
window are used to find the ground plane. The results show
an increase in performance over the method of [9], but it
is focused on traversable region segmentation, which has
the inconvenience of leaving large areas around obstacles
unidentified. In the work of Xiaozhou et al. [11], Labayrades
work [9] is further improved by utilizing the u-disparity
image in order to remove obstacles from the disparity map
before constructing the v-disparity map and segmenting the
ground plane. This method provides acceptable results on
urban traffic environment but tends to fail if un-textured
patches of pixels are located on the ground plane.
In summary, the methods discussed above are all tailored
for urban structured scenes were the road/ground plane is
the largest plane in the image. In most cases for off-road
environments (as validated in our experiments later in the
paper), obstacles heavily occlude the ground plane and as
such the ground correlation line is smeared with low intensity
and little contrast compared to that of the obstacle. Recall
that the obstacles are represented by vertical lines in the
v-disparity image and accordingly, methods utilizing line
detection directly on the v-disparity image will most likely
fail in off-road environments.
Our proposed method increases the reliability of correct
detection of the ground correlation line by first filtering
the v-disparity image and then adopting a stochastic rather
than deterministic framework for segmentation. Additionally,
our method constructs directly the occupancy grids without
previously studying the uncertainty in the stereo sensor. To
elaborate, we propose a novel system for estimating the
occupancy probability of each image pixel from the ground
correlation line extracted in the v-disparity image. Then, we
use the probability field generated to not only perform precise
ground pixel segmentation but also to construct occupancy
grids. It is worth noting that our method does not require
any special initialization and is independent of stereo sensor
characteristics, disparity algorithm parameters, and terrain
characteristics. Lastly, our method is not affected by shortcomings of traditional line detection methods on low quality
v-disparity images. The remainder of this paper is structured
as follows. Section II describes the stereo sensor setup and
v-disparity image construction. Section III introduces our
stochastic model for pixel probability extraction. Section
IV discusses implementation of the different blocks of the
system. Experiments and results are discussed in Section V
followed by the conclusion in Section VI.
II. THE V-DISPARITY MAP
This section begins by a brief description of a stereo setup
in order to lead to what a v-disparity map is and how one
transforms a regular disparity map to a v-disparity one.

A. Stereopsis and Disparity:
A stereo setup consists of two cameras that are assumed
identical with equal calibration matrices; after rectification
the image planes of both cameras become coplanar with their
centers of projections separated by a baseline b.
The coordinate frames Cr (Xr ,Yr , Zr ) and Cl (Xl ,Yl , Zl ) are
pinned to the optical center of the right and left cameras
respectively, while the world coordinate frame W (Xw ,Yw , Zw )
of the stereo rig is located at the midpoint between the two
cameras at a distance 2b from both Cl and Cr . The focal length
is designated as f and the optical centers of the images as u0
and v0 . Another assumption in our proposed system is that
the stereo rig can only rotate in the pitch angle, θ , and as
such no angular rotation occurs in the roll and yaw directions.
For each camera, projective geometry [12] results in the
following relation between a 3D point and its projection:
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where X p , Yp , Z p are the coordinates of P with respect to the
world coordinate frame, and Q is known as the projection
matrix and is given by:
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Expanding (1) the image coordinates of a point P are:
X p ± 2b
Yp sin θ + Z p cos θ
Yp cos θ − Z p sin θ
v = v0 + f
Yp sin θ + Z p cos θ

ul,r = u0 + f

(3)
(4)

The epipolar constraint reduces the search for corresponding
pixels in the two images to a 1-D search problem along the
epipolar line. The disparity d of the matched feature is thus
calculated as:
b
d= f
(5)
Yp sin θ + Z p cos θ
Following the method presented in [4] X p , Yp , Z p can be
derived from ul , v and d as follows to get:
d − 2u + 2u0
2d
(v − v0 ) cos θ + f sin θ
Yp = b
d
f cos θ + (v0 − v) sin θ
Zp = b
d
B. The v-Disparity Space
Xp = b

(6)
(7)
(8)

For the remainder of this section, we assume that the
matrix Q is available through camera calibration, and that
a dense disparity image is previously generated from the
rectified stereo pair. The v-disparity image is then built from
the disparity map by finding the frequency of repetitions of
each disparity value in one row of the disparity image that

has a row coordinate v.Then, this frequency (denoted as s) is
placed at the (v, d) coordinate of the v-disparity image. The
transformation H between the (u, v, d) space and the (v, d, s)
space for a given image row i and disparity value ∆ is given
by :
max

H(u, v = i, d = ∆) = (i, ∆, s =

∑ d == ∆)

(9)

u=1

This transformation is repeated for every row and every
disparity value in the disparity image. Fig. 1 provides a visual
representation of this transformation. For further reference on
the construction of the v-disparity image, refer to [9].
C. Ground Plane Representation In The v-Disparity Space:
The ground plane in the v-disparity image is represented
by either a horizontal or an oblique plane such that
Yw = h

(10)

for the horizontal plane and
Zw = ψYw + κ

We start by denoting the random vector (u, v, d) as our
measurement vector Z and (X p ,Yp , Z p ) as our state vector
X. Z belongs to the vector space v defined over R3 . From
(3), (4), and (5) their exists a transformation J that projects
the world coordinates of the scene to the image coordinate
frame according to:
 
 
u
Xp
 v  = round(J Yp  + ε)
(14)
d
Zp
The measurement vector is assumed to be a noisy projection
of the state vector X, corrupted by Gaussian noise. Such a
noise model is due to errors in the imaging process of each
individual camera, matching errors in the disparity computation algorithm, and truncation errors due to rounding. The
noise is modeled by adding the Gaussian random vector ε
in (14). Accordingly, the vector Z has the form:
Z = N (µZ , ΣZ )

(11)

for the oblique plane. Here h is the height of the stereo
sensor with respect to the plane and ψ and κ are constants.
Combining the above equations with (3), (4), and (5) yields:
h
d = f sin θ + (v − v0 ) cos θ
b

A. Modeling The Uncertainty In The Stereo Sensor:

(12)

and
κ
d = f (cos θ + ψ sin θ ) + (v0 − v)(sin θ+ ψ cos θ ) (13)
b
The above equations are linear functions of v in terms of
d. This implies that the projection of these planes on the
v-disparity image appears as straight line segments that we
denote as the ground correlation line.
III. STOCHASTIC MODEL
This section aims to provide the methodology we use to
estimate the probability for each image pixel of belonging
to the ground plane. In following sections it is shown that
under certain constraints on the pixel, its measurement vector
can be reduced to a single variable, and as such, estimating
a probability for this variable is sufficient for estimating its
state.

with mean µz and covariance
is expresses as:
 2
σu
ΣZ =  λv,u
λd,u

Σz . The covariance matrix ΣZ
λu,v
σv2
λd,v

where λxi ,x j is the cross-covariance of xi and x j .
B. Defining The Vector Space vs over R:
At first, vector Z is acted upon by the transformation
H in (9) to map it from the disparity space to the vdisparity space. Note that the frequency s is a sum of logical
outcomes and as such is deterministic and is not relevant
when applying uncertainty analysis. From (9), it can be seen
that the transformation H preserves the value of v and d
and as such is linear for both variables, which implies that
the Gaussian uncertainty in both variables is preserved. This
transformation redefines a new vector space over R2 and as
such, the measurement vector becomes a function of v and
d with a covariance matrix:
 2

σv λv,d
(15)
ΣZ =
λd,v σd2
It was noted in II-C that the ground plane is projected as a
slanted line in the v-disparity image. Rearranging (13) and
combining constant terms into a single variable would result
in this line having the form:
v = β0 + β1 d

Fig. 1.

Transformation from (u, d, v) to (v, d, s) [10]


λu,d
λv,d 
σd2

(16)

Due to this linear relation, the covariance matrix in the
vicinity of this line changes from positive definite to positive
semi-definite. This implies that as long as this relation holds,
only one of the variables is sufficient to describe the state.
To recover the positive definite property of the covariance
matrix, a new vector space vs is now defined over R where
the measurement vector reduces to a single variable d with a

covariance σd2 . The measurement variable Z can be written
as:
d = N (µd , σd2 )
The above simplification implies that given the linear relation
in (16) and the transformation in (9), there exists a subset
of pixels, specifically pixels belonging to the ground plane
in R3 where estimating the uncertainty in d is sufficient to
estimating the uncertainty in state vector X.
C. Finding The Probability Density Function Of d:
We are mainly interested in finding the probability of a
pixel with state vector X to belong to the ground plane.
Examining the v-disparity image at the vicinity of the ground
correlation line Fig. 2 reveals that cutting the line at a single
value of v returns several values of d that occur at different
frequencies. This phenomenon is due to the uncertainty in
disparity computation carried over from image rectification,
sensor noise, and the matching algorithm used. Another
reason could be non-smooth ground morphology such as the
case of off-road and agricultural environments. The different
values of disparities and their frequencies are used to fit a
1-D Gaussian probability density function, which represents
the probability of the random variable d of belonging to the
ground plane given its image row coordinate. This Normal
PDF has the expression:
Pr(d) = N (d; µd , σd2 )

(17)

where µd and σd2 are the mean and variance of d.

Fig. 2. Three dimensional plot of the v-disparity image (up). The Gaussian
distribution modeling this data (in red) superimposed over the frequency vs
disparity plot (down)

IV. SYSTEM DETAILS AND IMPLEMENTATION
Our proposed system is comprised of four main parts.
First, the disparity map is computed from a rectified stereo
image pair. Second, the transformation in (9) is used to
compute the v-disparity image. Next, the v-disparity image
is filtered to remove all vertical edges representing obstacles.
Finally, the mean and variance of the random variable d are
computed from the filtered v-disparity image, and then the
probability of each pixel is calculated based on (17). The
disparity image extraction is done using the algorithm of
[13], which tends to produce dense disparity maps while
the v-disparity construction algorithm is reproduced from the
explanation provided in [9]. The following sections explain
the image filtering and calculation of the pixel probabilities.

a binary image to increase the reliability of the extraction of
the ground correlation line. To choose a suitable threshold for
performing the binary conversion, Otsus threshold selecting
method [14] is used. At this point, the binary image contains
the ground correlation line, and residues from vertical lines
that were not sufficiently attenuated by the Sobel filter.
These residues appear as small clusters of pixels that are
much smaller than the ground correlation line cluster, and as
such can be removed using a binary area opening operation.
Once these clusters are removed, the final v-disparity image
contains pixels belonging only to the ground correlation line.
The three stages of the filtering stage are depicted in Fig. 3.

A. Filtering The v-Disparity Image:

B. Extracting Uncertainty Information from the Filtered vDisparity Image:

Our system requires the extraction of all pixels in the
vicinity of the ground correlation line. We aim to extract
these pixels by reducing the v-disparity image to a filtered
image comprised solely of our target pixels. To do so, we
exploit the property of horizontal and oblique planes being
projected onto slanted lines in the v-disparity image. The
filtering stage begins by convolving the target image with
a Sobel filter, tuned to emphasize horizontal edges in the
image. As a result, vertical lines are attenuated, leaving
horizontal and slanted lines with a higher intensity value.
The next stage of filtering converts the v-disparity image to

Using the PDF from (17) requires knowledge of the mean
and the variance of d. This section aims to develop a method
to automatically estimate these moments from the filtered vdisparity image without referring to sensor characteristics.
At first, v, and d are considered random variables with
samples consisting of the pixel coordinates (v, d) of the pixels
that have a binary value of true (white pixels) in the filtered
v-disparity image. The first moments (µv , µd ) and the second
central moments (σv2 , σd2 ) of these samples are extracted and
the covariance matrix in (15) is constructed. We now define

V. EXPERIMENTS, RESULTS, AND DISCUSSION
The pixel probabilities obtained by our system are used
for two applications, namely Ground pixel segmentation
and occupancy grid construction. The system is tested on
sequences from the Daimler Urban Segmentation dataset
[15] consisting of three hundred 1024x440 images, with
their corresponding disparity map and ground truth scene
segmentation results. Furthermore, a set of sixty 512x384
images were obtained by our own stereo rig in an off-road
scene in order to investigate the system’s performance with
irregular ground planes. For our image set, the disparity map
extraction is performed using the SGB method [13] with the
minimum size for the detection window (5x5 pixels). The
system was implemented using Matlab and ran on an Intel
TM
Core R i7 processor at 3 GHz with 32 GB of RAM.
A. Ground Pixel Segmentation:

Fig. 3. The four stages of a v-disparity image passed through the filtering
block. a) Initial v-disparity image. b) Convolution with sobel operator. c)
Conversion to binary image and application of binary closure. d) Removal
of small patches via area opening operation.

the correlation coefficient to be:
λv,d
ρv,d = q
σv2 σd2

(18)

From regression theory, the coefficients β0 and β1 are estimated as:
ρv,d σv2
σd2
β0 = µv − β1 µd
β1 =

(19)

Next, we state the assumption that v is a deterministically
known constant with no uncertainty, and as a result the mean
value µv will have the same value of v. Plugging in this value
in (19), the mean of d becomes:
µd =

v − β0
β1

(20)

The selection of the variance of d is dependent on the
application at hand. Ground segmentation is considered a
binary estimation process, with the variance as the threshold.
Receiver Operating Characteristic (ROC) curve analysis is
performed to choose the optimal variance to be used. For
occupancy grid construction, the variance computed above
is used as is.
Having estimated the mean and the variance of the disparity, the final step of the algorithm consists of estimating
the probability of a pixel in the disparity image to belong to
the Ground. Each image row of coordinate v is visited and
for each pixel, the probability of it belonging to the Ground
is computed from (17).

Ground pixel segmentation is formulated as a binary detection problem where each image pixel can take the state of
either belonging to the Ground or not. The above formulation
requires the transformation of probability field into a binary
field. To do so, we first round the probabilities to the
nearest 10th decimal point, then assume that any pixel with
probability greater than 0 belongs to the Ground. Rounding
is necessary since (17) fails to produce a probability equal
to 0 even for disparity values furthest away from the mean.
After the generation of the binary field, it is filtered with
a binary majority filter to provide smooth and continuous
segmentation results. To select a suitable variance to use
in (17) we consider it to be the threshold of our binary
estimator. We rely on ROC curve analysis to choose the best
threshold value. The ROC curve is constructed by plotting
the true positive rate (TPR) vs the false positive rate (FPR)
of a binary estimator at different thresholds. We define the
TPR to be the ratio of pixels correctly designated as Ground
over total Ground pixels, and the FPR to be the ratio of
pixels wrongly designated as Ground over the total ground
pixels. TPR and FPR data from one hundred images from
the data set in [13] were used to construct the ROC curve
(Fig. 4 Top) at variances ranging from 1 to 100. The variance
that minimizes the Euclidian distance to the perfect estimator
is then chosen to be our threshold. The same procedure
for choosing the threshold is applied to the traditional vdisparity ground segmentation method [9]. As stated before,
the traditional method usually produces sparse segmentation
results if pixels only belonging to the ground correlation line
are selected. The most basic improvement is to choose pixels
belonging to a certain distance from the ground correlation
line as the ground pixels. This distance is used as a threshold
to construct the ROC curve of the traditional method. At
the optimal threshold values for both methods, our method
produces a mean TPR of 89.85% and a mean FPR of
12.28% while the traditional method produces a mean TPR
of 86.19% with a mean FPR of 44.57%. We now test the
same thresholds acquired for both methods on another one
hundred images from the same data set. In the new sequence,
the mean TPR and FPR of our method turn out to be 90.52%

Fig. 5. Results obtained from ground pixel segmentation implemented on
our image sequence Top: original image, Middle: Probability field generated
by system where red color indicates the highest probability, and blue color
indicates the lowest probability, Bottom: Segmented ground pixels in green.

Fig. 4.
Top: ROC curve of our binary estimator (blue). The chosen
threshold (green) and its distance to the perfect estimator (red) are also
shown. Bottom: ROC curve of our method, the original method, and the
random estimator. It can be seen that our method tends to get closer to the
perfect estimator than the original method

and 12.44% respectively. On the other hand, the mean TPR
and FPR of the traditional method turn out to be 57.69%
and 63.17% respectively. Our method is shown to provide
consistent results for every image set, while the traditional
method results differ between image sets. Fig. 4(bottom)
shows a plot of the ROC curve of our method versus the
traditional method and the random estimator. Fig. 5 and Fig.
7 show typical results from our ground segmentation method
on the two different datasets using the same variance as
above.
In the case of a heavily occluded ground plane, the
intensity of the lines representing obstacles in the v-disparity
image is higher than that of the ground correlation line.
For our method to be able to handle such a situation, we
implement an adaptive binary thresholding framework during

the filtering stage. We rely on the property of the absolute
value of the correlation coefficient in (18) to approach the
value of 1 for the linear relation between v and d to hold.
We set a condition for the correlation coefficient to be
greater than 0.95. If not, we increase the binary threshold
by 0.001 and v-disparity image using the new threshold.
This process is repeated until the condition on the correlation
condition is satisfied. Fig. 6 shows the results of our method
verses that of the traditional method in the case were the
ground plane is occluded by vegetation. Due to the bad
quality of the v-disparity image, the Hough transform was
not able to correctly identify the ground correlation line
and thus it is evident that our method is better suited for
off-road environments. Finally, the mean computation time
per image for ground pixel segmentation without disparity
and v-disparity construction was 21.6 ms for our method
versus 151.4 ms for the traditional Hough transform on sixty

Fig. 6. a) V-disparity image. b) Ground correlation line extracted by our
method before adaptive thresholding. c) Ground correlation line extracted by
our method after adaptive thresholding. d) Ground correlation line segments
extracted by Hough transform. e) Results of our segmentation method after
adaptive thresholding. f) Results of traditional segmentation method.

Fig. 7. Comparison of the results of our method (top row) versus those of the traditional method (bottom row) implemented on the dataset from [15].
Left: Our method precisely determines the contour of far away obstacles. Middle: Thin obstacles segmented correctly by our method. Right: Failure of the
traditional method due to the Hough transform generating wrong slanted line candidates.

512x384 images from our dataset.
B. Occupancy Grid Generation:
It has been shown in Section III that for pixels belonging
to the ground, modeling the uncertainty in the disparity is
enough to model the uncertainty of the system. As such,
the probability field generated by our system can be used
to construct model uncertainty in the state vector X which
is required to construct Cartesian occupancy grids. The
implementation uses the traditional definition of occupancy
probability represented as the log-odds ratio [16] but incorporates the Gaussian uncertainty representation proposed in
[8]. It requires as input the probability field generated by our
system, and provides a smooth occupancy grid representation
of the environment. The pseudo code of the implementation
is shown in Algorithm 1.

according to the definition of [16]. In lines 7 through 12,
the pixel is determined to belong either to the ground, or
to the base of an obstacle by observing its probability in
the probability field K. The log odds of each pixel is then
computed and multiplied with a Gaussian kernel of variance
σd2 and then added to the window of pixels M(X, Z) centered
at (X, Z) and having the same size as the kernel. The size of
the kernel is chosen to be 28x28 cm for obstacles, and 12x12
cm for ground. The final convolution in line 15 is used to
smooth the discontinuous results generated by stereo depth
data as depth increases. Results are generated for a maximum
depth value of twenty-five meters for the dataset of [15] with
a baseline of twenty-four centimeters, and fifteen meters for
our data set with a baseline of twelve centimeters. Fig. 8
show typical results from the dataset of [15].
C. Considerations About The Proposed System:

Algorithm 1: Occupancy Grid Construction
Input: Probability Field K, Camera parameters,
Disparity map
Output: Cartesian Occupancy Grid
1 begin
2
Initialize map M to value of l0 ;
3
for every pixel (i, j) in image do
4
Compute X and Z from (8) and (10);
5
if Z<25 then
K(i, j)
6
lt = log 1−K(i,
j) ;
7
if K(i, j)<0.2 then
8
M(X, Z) − lt × Gauss([3, 3], σd2 );
9
end
10
else
11
M(X, Z) + lt × Gauss([7, 7], σd2 );
12
end
13
end
14
end
15
M=Convolution(M,Gauss([10, 1], σd2 );
16 end
In line 6, the log-odds of the target pixel is computed

Our system offers several advantages over methods proposed in the literature. The system is simple to implement,
and does not require prior knowledge of the sensor characteristics , disparity algorithm variables, or terrain model.
Furthermore, it is implemented in 1-D space which greatly
reduces the computational complexity. The results of ground
segmentation using our system was shown to be superior to
the traditional method using Hough transform. On off-road
scenes, our method was able to handle occlusion scenarios,
where the lines corresponding to obstacles have a higher
intensity value than the ground correlation line. Furthermore,
The occupancy grid framework proposed is simple and easy
to implement and provides a smooth representation of the
scene at a large depth to baseline ratios. Our system suffers
from few known limitations. One limitation is that the
method relies on the assumption that the ground plane is the
largest oblique plane in the image. In cases where there exists
an oblique plane that occupies more pixels in the image than
the ground plane, the method will fail to distinguish between
the two planes and will likely segment that oblique plane
instead of ground. Finally, the occupancy grid framework
requires the extraction of Cartesian coordinates from pixel
coordinates, which requires long computation time, and thus

Fig. 8. Results obtained from our occupancy grid implementation on dataset of [15] Left: original image Middle: Birds eye view of free space. Right:
Constructed Cartesian occupancy grid.

is not suitable for a real-time application.
VI. CONCLUSION AND FUTURE WORK
In this paper, we propose a novel system for estimating
an occupancy probability field for each pixel in an image
from stereo data, then we use this system for ground pixel
segmentation and occupancy grid construction. The system
utilizes properties of the ground plane projection in the vdisparity image to reduce the estimation space to 1-D and is
robust enough to be used in off-road scenes. Results obtained
from two different datasets have proven the superiority of
our system over traditional methods. However, much work
remains to be done. Since the conversion into Cartesian
coordinates is independent for each pixel, this process can
be heavily parallelized on parallel architecture (GPU) which
can vastly increase computational speed. Furthermore, sensor
fusion will be implemented to relax the fixed roll and yaw
angel assumption. Finally, work is currently being done on
static obstacle identification (Trees, poles, pedestrians) from
the generated occupancy grids, which will then be used for
object-based simultaneous localization and mapping.
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