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1. Executive Summary 

This document describes the business environment and technological environment of CompanyZ. It then details 

our findings based on our data architecture review. At the end of the document, there is a list of recommendations 

along with the impact of each one. 

a. Availability 

The configuration of the availability group is correct with no issues or errors at all. The topology is not 

symmetric, meaning PRODSQL-B does not have the same resources and services as PRODSQL-A, which 

prevents it from acting as the primary replica for a long period of time. 

Backups are taken on a regular basis with log backups every hour, but only on PRODSQL-A. 

There is currently no database consistency check on any of the servers, and one should be created in 

order to identify corruption on time. 

b. Performance 

On both servers performance is generally good, with low CPU utilization. There is a bug in SQL Server 

2012 SP1 causing memory issues, which should be fixed by installing the latest build for SQL Server 2012. 

Disk IOPS and latency are good on PRODSQL-A, and will become much better after the bug is fixed. On 

PRODSQL-B, disk latency is high, but it seems to be good enough for the secondary workload. 

There are a lot of ad-hoc queries, which consume a lot of resources. These queries should be evaluated 

and parameterized. Other than that, except for a few specific queries mentioned in the report, there aren’t 

too many heavy queries that affect performance in a meaningful way. 

c. Maintainability 

The current index and statistics maintenance job is not good enough, and it should be optimized. 

Some tables in the “DB_Logs” database are maintained daily to keep only recent data, but the current 

solution is very inefficient. These tables should be partitioned in order to facilitate this process and also 

leverage other benefits of partitioning. 

d. Scalability 

On PRODSQL-A, after fixing the memory related bug, the system uses only a small portion of the resources 

on the server. This means that either the current server can be scaled down in order to save cost, or the 

system can scale up and use those resources. It looks like the amount of data and traffic can at least double 

without too much impact on performance. With some more optimization and tuning, it can scale much more 

with the current server. 

As mentioned above, PRODSQL-B will not be able to scale in the same way, because it doesn’t have the 

same resources. 

2. Business Environment 
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CompanyZ provides its customers the ability to provision complete cloud environments with a lot of flexibility in 

the hardware and software specifications for various purposes, such as training, development and sales. The 

solution includes important features, such as role-based access control and advanced reporting and analytics. 

3. Technological Environment 

Our focus is on the database servers and their surroundings, so here is the relevant architecture: 

 

There are two databases: DB_Ops and DB_Logs. The former is the primary database, which stores all the 

metadata about the user environments. It is an OLTP database, which serves both reads and writes. The latter 
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(DB_Logs) is used to store application logs for the past 7 days. There is a daily job that deletes data older than 7 

days. This database is used mainly for write operations, and it is rarely queried. 

The two databases reside on the same SQL Server instance, which is SQL Server 2012 SP1 Enterprise Edition. 

There are two database servers: PRODSQL-A and PRODSQL-B. Both of them consist of a single default 

instance. The two servers are running Windows Server 2012 and are joined in an availability group by the name 

of CompanyZ_AG. The cluster consists of the two servers and a file share witness with a quorum type of “Node 

and File Share Majority”. There is also a listener by the name of “ProdSQL-Listener”. 

The PRODSQL-A server consists of 8 cores and 36GB of RAM. The PRODSQL-B server consists of 8 cores and 

24GB of RAM. Both servers have two disks – C: for the operating system and D: for all database files. 

The web application is used by the end users to manage and query their environments. This is mostly an OLTP 

workload. The backend application is used by internal users, and it contains a mix of OLTP and reporting 

workloads with mainly reads. The timers are application services with specific schedules that perform various 

batch operations on the DB_Ops database. All these applications use the listener in order to work against the 

primary replica. In addition, Splunk is used to query the secondary replica for data analysis purposes. 

4. Findings – PRODSQL-A 

This section includes all the findings, which are specifically related to PRODSQL-A, based on the analysis of the 

collected data. Most of the findings are based on data collected on 01/03/2017 (Wednesday) between 08:00 and 

22:00 (high activity timeframe). Times are based on UTC. 

A list of recommendations is provided after the findings. 

a. CPU Utilization 

The server is not busy at all in terms of CPU. The average CPU utilization throughout the day is 35%, with 

the maximum peak at 66%. This observation is also supported by SQL Server internal metrics. There are 

no CPU related waits at all. 
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b. Memory Utilization 

Out of 36GB of physical memory, SQL Server is limited to 26GB (by means of the “Max Memory” instance 

configuration), which is a good practice. SQL Server uses all of the available memory (26GB). 

The main problem is that the page life expectancy is too low. This counter is an estimation of the time a 

data page will remain in the buffer pool before it has to be flushed out in order to make room for other 

pages. The average throughout the day is 329 seconds, which is quite low. 

The reason for the low average is that the page life expectancy drops to almost zero very often, as can be 

seen in the following graph: 
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It increases gradually, until at some point it drops down (usually after less than an hour), and then it starts 

building up again, and so on. This pattern is also supported by the number of lazy writes per second and 

the amount of reads from disk. Whenever the page life expectancy grows, there are no lazy writes, and 

there are very few reads. And whenever the page life expectancy drops (and stays low), there are many 

lazy writes and many reads form disk. As an example, this can be seen clearly in the following graph 

comparing the page life expectancy with the lazy writes per second: 
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There can be two reasons for these drops: internal activity or external activity. An internal activity can be a 

heavy query that performs a lot of reads, which means a lot of data pages have to be read from disk into 

the buffer pool, so the lazy writer has to remove a lot of data pages, which are currently in the buffer pool. 

After correlating the times of the drops with the query activity, there are no signs for such heavy queries. 

Also, by correlating the times of the drops with disk activity, it can be seen that the reads begin after the 

page life expectancy drops. So first pages are removed from the buffer pool (for some yet unknown reason), 

which leads to a drop in the page life expectancy, and then, as a consequence, pages are read from disk 

back to the buffer pool. 

This observation leads to the assumption that the reason for the drops might be external. This can be 

another process or the operation system itself consuming a lot of memory and stressing SQL Server to 

release memory. But there are no indications for such external activities, not in the logs nor in SQL Server 

internal memory structures. 

So without a known reason (internal or external) for the page life expectancy drops, the reason remains a 

mystery. Fortunately, there is an answer to that. There is a known bug in SQL Server 2012 SP1, which is 

described in detail here, and it is fixed in cumulative update 4 for SQL Server 2012 SP1 or in SP2. Although 

it’s not 100% clear that this is the reason for the page life expectancy drops, it is most likely the reason, 

and therefore it is highly recommended to install the latest service pack for SQL Server 2012, or at least 

install SP2. 

Apart from this issue, there are no other indications of memory pressure on the server. 

c. Disk Activity 

The analysis for this section is based on data collected on 27/02/2017 (Monday) in the same timeframe 

(08:00-22:00 UTC). 
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The main activity as far as disk reads and writes is performed by the main database – DB_Ops. There are 

180 reads per second from the DB_Ops data file throughout the day, with peaks as high as 3,700. As 

mentioned earlier, high number of reads correlate with the drops in page life expectancy and lazy writes, 

and they occur as a result of removing lots of data pages from the buffer pool (due to a bug in SQL Server 

2012 SP1). 

 

The average read latency is 26 milliseconds, which is quite high. This is because of the high reads. During 

high reads, the latency goes up as far as 150 milliseconds, but during low reads, the latency is between 0 

and 2 milliseconds. 

 

The amount of data writes, as well as log reads and writes, is quite low, and doesn’t affect performance in 

any way. Also, disk latency for data writes and for log operations is good (below 10 milliseconds). 
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d. SQL Server Instance Configurations 

SQL Server has several instance configurations that affect its behavior. Each configuration has a default 

value, which is set when the instance is installed. Some default values are not optimal, and should be 

modified from their default values. Other configurations might have changed from their default values 

without good reason. 

The following table describes all the configurations, which should be modified: 

Property Default Value Current Value Comments 

Cost Threshold for Parallelism 5 4 This property affects the threshold in which the 
optimizer tries to generate a parallel plan rather than a 
serial one. Lowering the value from 5 to 4 means there 
are more parallel plans. On an OLTP system (such as 
this one), it is usually better to increase this value, and 
not decrease it. 

Max Degree of Parallelism 0 6 This property determines how many logical 
processors are used for execution in each query. The 
default value of 0 means that SQL Server can use all 
available processors. It is a good practice to limit this 
setting to the number of logical processors per socket. 
In this case, the recommended value is 4. Although 
there aren’t indications of performance issues related 
to this setting, it’s worth testing performance after 
changing this value to 4. 

Remote Admin Connections 0 0 This property determines whether it is possible to 
connect to the instance with a DAC connection form a 
remote client. It is recommended to enable this option, 
so that during an emergency, it will be possible to 
connect to the instance remotely with a DAC 
connection in order to fix the problem. 

Optimize for Ad-Hoc Workloads 0 0 When this property is enabled, the plan for an ad-hoc 
query will not be stored in the plan cache the first time 
it is encountered. If the same query is encountered the 
second time, it will then be stored in the plan cache. 
This optimization improves memory usage, and this is 
why it is recommended to set it by default. 

e. Wait Statistics 

SQL Server maintains wait statistics, which can produce a pretty good overview of the type of resources 

that are most used in the server. Here are the top 5 wait types according to the total wait time that were 

observed during the collection period: 
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Here is a short explanation of each of these wait types: 

• CXPACKET – This wait type indicates that parallel plans execute on the server. This wait type 

doesn’t necessarily means there is a problem. It only points to the existence of parallelism. It is 

common to see this wait type as the top wait type on the server. 

• LATCH_EX – This is a write latch, and it means that threads wait for non-page resources in order to 

modify them. Most waits of this type are for memory structures called 

“ACCESS_METHODS_DATASET_PARENT”. These are memory objects responsible for assigning 

each thread a range of page IDs to scan during parallel scans. Again, this is common. 

• PAGEIOLATCH_SH – This wait type is recorded when a task is waiting for a data page to be read 

from disk to the buffer pool before it can be accessed. A high value of this wait type means there is 

either memory pressure or a high disk latency. This wait type shows 10% of the wait types on the 

server. There is a perfect correlation between the times in which the page life expectancy drops and 

the disk reads go up, and the times in which queries wait for PAGEIOLATCH_SH. A lot of different 

queries wait for this wait type at these times, which is another indication that these reads are a result 

of the page life expectancy drop and not the other way around. 

• LCK_M_U – This wait type is recorded whenever a query waits to acquire an update lock while it is 

blocked by another query. Only a single query in the DB_Logs database is responsible for this wait 

type: 

(@1 INT , @2 NUMERIC(5,3) , @3 INT , @4 NUMERIC(19,0)) 
 
UPDATE 
 BackendActions 
SET 
 CompletionCode = @1 , 
 DurationMilliseconds = @2 , 
 NetDurationMilliseconds = @3 , 
 DbDurationMilliseconds = NULL 
WHERE 
 Id = @4; 
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This query is blocked once in a while by other SELECT or INSERT statements against the 

“dbo.BackendActions” table. This is normal. 

The problem with this query is that it appears 439 times (and counting) in the plan cache as of writing 

these lines. All 439 entries have the same execution plan. The only difference is the data types of 

the parameters. This happens when the client application doesn’t explicitly specify the data types of 

the parameters, and then the database client guesses the data types based on the parameter values 

that change in each execution. It’s funny that none of the 439 plans uses the correct data types 

(which should be all BIGINT). This costs in many compilations and recompilations, wasted memory 

in the plan cache, and also a lot of type conversions. 

• SOS_SCHEDULER_YIELD – Whenever a worker thread runs for 4 milliseconds without having to 

wait for any resource, it voluntarily yields and registers this wait type. In most cases, this is actually 

a good sign, because it means threads are allowed to run smoothly without having to wait for 

resources and without too much context switching. If this wait type is associated with high signal 

times (the time it takes for a thread to start executing again), this can point to a CPU pressure. In our 

case, the average signal time is 600 microseconds, which is low and good. 

f. Database Maintenance 

The databases are backed up regularly, and provide the ability the restore to any point in time. The DB_Ops 

database runs a full backup every Sunday and Wednesday at midnight, and a log backup every hour. The 

DB_Logs database runs a full backup every Saturday at 02:00, and a log backup every hour. 

There is a job that runs every Sunday at 03:00, which rebuilds all indexes and updates all statistics in the 

entire instance. There are several issues with this job: 

• First, there is no need to rebuild all indexes every week. This operation consumes a lot of resources, 

and take a lot of backup space. It’s better to rebuild only fragmented indexes based on some 

thresholds. 

• Second, all the indexes are rebuilt with a fill factor of 80%. For some indexes, this might be a good 

value, but for others, it might be too low or too high. For example, the “dbo.RemoteAccessEvents” 

table in DB_Logs has a clustered index on the “Id” column, which has the IDENTTITY property. This 

means that each new row is inserted at the end of the index, and rebuilding this index with a fill factor 

lower than 100% is a waste of space, and it also increases the number of reads for scan operations. 

A better approach is to define the appropriate fill factor for each index. 

• Third, when rebuilding an index, the corresponding index statistics is also updated with a full scan. 

So there is no point in updating it again. The second step in the job should only update column 

statistics, and ignore index statistics. 

Another job (“clean log db”) runs every day at 03:30, and deletes old rows from most of the tables in the 

DB_Logs database. It disables all constraints, then deletes the rows in chunks, and then enables the 

constraints again. This process consumes a lot of resources, creates a lot of overhead, and takes time to 

complete. Instead, it much more efficient to partition these tables and use the switch partition operation in 

order to archive old partitions. This operation consumes no resources at all, and completes in no time. 
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There is no job to check for database consistency, so one should be created. 

g. Unused Indexes 

There are many indexes that aren’t used for read operations at all, and some that are used for read 

operations very rarely compared to the number of times they are used for write operations. These indexes 

incur an overhead on the database during write operations and also during index maintenance operations, 

without producing any benefit. They also consume disk space for no reason. They should be evaluated 

and considered to be removed. 

h. Parameterization 

By examining the content of the plan cache, we can realize the ratio between ad-hoc queries, 

parameterized queries and stored procedures. 

 

There are procedure plans in cache, but there are so few of them compared to other plan types, so the 

number is rounded to 0%. 

This picture is not good. The majority of queries are ad-hoc queries sent by the application, and they are 

not properly parameterized. This leads to excessive compilations and to memory consumption of those ad-

hoc plans. It is highly recommended to investigate those ad-hoc queries and convert them to parameterized 

queries where possible. 

In addition, it is recommended to enable the “Optimize for Ad-hoc Workloads” instance configuration in 

order to preserve memory space in the plan cache. When this configuration is enabled, each time a query 

is sent to SQL Server for the first time, the newly generated plan is not stored in the plan cache, but rather 

a stub plan is stored instead. When the same query is sent for the second time, it is compared to the stub, 

and then a new plan is generated, but this time it is also stored in the plan cache. This behavior prevents 

from queries with single executions to bloat the plan cache. The downside of this feature is negligible, and 

thus it is recommended to always enable this feature. 

5. Findings – PRODSQL-B 
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This section includes all the findings, which are specifically related to PRODSQL-B, based on the analysis of the 

collected data. Most of the findings are based on data collected on 27/02/2017 (Monday) between 08:00 and 

22:00 (high activity timeframe). Times are based on UTC. 

A list of recommendations is provided after the findings. 

a. CPU Utilization 

The server is not busy in terms of CPU. The average CPU utilization throughout the day is 39%, but there 

are peaks of 100% every hour. 

 

The reason for these peaks is a heavy query that is executed once an hour by Splunk. This query simply 

retrieves everything form the “dbo.Splunk_EnvInfo” view. It runs for about 25 minutes each time, consuming 

around 2 hours of CPU time. By optimizing this view, these peaks can hopefully go away, and also the 

query will execute faster. 

b. Memory Utilization 

Out of 24GB of physical memory, SQL Server is limited to 16GB (by means of the “Max Memory” instance 

configuration), which is a good practice. SQL Server uses all of the available memory (16GB). 

The main problem is the page life expectancy. It is the same behavior as in PRODSQL-A, with the same 

correlations with lazy writes and data reads. 
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It is most probably the same reason too. There is a known bug in SQL Server 2012 SP1, which is described 

in detail here, and it is fixed in cumulative update 4 for SQL Server 2012 SP1 or in SP2. It is highly 

recommended to install the latest service pack for SQL Server 2012, or at least install SP2. 

Apart from this issue, there are no other indications of memory pressure on the server. 

c. Disk Activity 

In DB_Ops there are 29 data reads per second throughout the day, with peaks as high as 1,360. In 

DB_Logs there are 25 data reads per second, with the highest peak at 400. These reads correlate with the 

drops in the page life expectancy, but also with the executions of the “dbo.Splunk_EnvInfo” view. This view 

alone is responsible for 27% of the logical reads on the server. 
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The average read latency is 278 milliseconds for DB_Ops and 344 for DB_Logs, which is very high. This 

is because of the high reads, but also because the disk in PODSQL-B is much slower than the disk in 

PRODSQL-A. 

 

d. SQL Server Instance Configurations 

SQL Server has several instance configurations that affect its behavior. Each configuration has a default 

value, which is set when the instance is installed. Some default values are not optimal, and should be 

modified from their default values. Other configurations might have changed from their default values 

without good reason. 

The following table describes all the configurations, which should be modified: 
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Property Default Value Current Value Comments 

Cost Threshold for Parallelism 5 5 This property affects the threshold in which the 
optimizer tries to generate a parallel plan rather than a 
serial one. It’s worth trying to increase the value and 
monitor performance. 

Max Degree of Parallelism 0 0 This property determines how many logical 
processors are used for execution in each query. The 
default value of 0 means that SQL Server can use all 
available processors. It is a good practice to limit this 
setting to the number of logical processors per socket. 
In this case, the recommended value is 4. 

Remote Admin Connections 0 0 This property determines whether it is possible to 
connect to the instance with a DAC connection form a 
remote client. It is recommended to enable this option, 
so that during an emergency, it will be possible to 
connect to the instance remotely with a DAC 
connection in order to fix the problem. 

Optimize for Ad-Hoc Workloads 0 0 When this property is enabled, the plan for an ad-hoc 
query will not be stored in the plan cache the first time 
it is encountered. If the same query is encountered the 
second time, it will then be stored in the plan cache. 
This optimization improves memory usage, and this is 
why it is recommended to set it by default. 

e. Wait Statistics 

SQL Server maintains wait statistics, which can produce a pretty good overview of the type of resources 

that are most used in the server. In this case, the “CXPACKET” wait type appears 97% of the time, making 

all the other wait types meaningless. The main reason for this wait type domination is, once again, the 

“dbo.Splunk_EnvInfo” view, which runs in parallel for a long time, with many threads waiting for each other 

with this wait type. Once again, this calls for an optimization of this view. 

f. Database Maintenance 

No maintenance is done on PRODSQL-B. 

Backups are planned to be executed only on PRODSQL-A, when it is the primary replica. This server 

(PRODSQL-B) is meant to serve as a temporary solution when PRODSQL-A fails. But it’s important to 

remember that if this temporary solution takes longer than expected, there are no backups during that time. 

The same goes for index or statistics maintenance jobs. If this server becomes the primary replica for long 

enough, there is not going to be any maintenance for indexes and statistics. 

Just like PRODSQL-A, it is important to run database consistency checks on a regular basis on this server 

as well. 

g. Unused Indexes 

There are many indexes that aren’t used for read operations at all, and some that are used for read 

operations very rarely. Since this server serves as the secondary replica, the databases are read-only, so 

there are no write operations. If these indexes with no or little reads are also considered unused on the 

primary databases, then they should be evaluated and considered to be removed. 

h. Parameterization 
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By examining the content of the plan cache, we can realize the ratio between ad-hoc queries, 

parameterized queries and stored procedures. 

 

This picture is not good. The majority of queries are ad-hoc queries sent by the application, and they are 

not properly parameterized. This leads to excessive compilations and to memory consumption of those ad-

hoc plans. It is highly recommended to investigate those ad-hoc queries and convert them to parameterized 

queries where possible. 

In addition, it is recommended to enable the “Optimize for Ad-hoc Workloads” instance configuration in 

order to preserve memory space in the plan cache. When this configuration is enabled, each time a query 

is sent to SQL Server for the first time, the newly generated plan is not stored in the plan cache, but rather 

a stub plan is stored instead. When the same query is sent for the second time, it is compared to the stub, 

and then a new plan is generated, but this time it is also stored in the plan cache. This behavior prevents 

from queries with single executions to bloat the plan cache. The downside of this feature is negligible, and 

thus it is recommended to always enable this feature. 

6. High Availability and Disaster Recovery 

The two databases (DB_Ops and DB_Logs) are configured in an availability group between two asynchronous 

replicas in the same data center. The configuration of the cluster and the availability group is correct, and no 

related errors were found in any of the logs. 

The asynchronous nature of this configuration means that when a failure occurs, a failover has to be done 

manually. This configuration introduces a risk of longer downtime before someone is aware of the failure and 

performs the failover. The advantage of this configuration is that is has less performance impact on the primary 

replica, but since performance is currently quite good, this shouldn’t be a problem. 
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If this is not going to change, then it is very important to configure proper alerts in order to be informed as soon 

as possible about failures that require manual intervention (see the next section about “Monitoring and Alerting”). 

The PRODSQL-B server has less memory resources than the PRODSQL-A server (24GB compared to 36GB), 

and also slower disks. This means that when a failover takes place, PRODSQL-B will not be able to handle the 

load as good as PRODSQL-A. 

The bigger problem in the current configuration is that the servers are not identical in terms of server-level objects. 

For example, all the jobs on PRODSQL-B are disabled, and there is no mechanism to enable them when a failover 

takes place. So, for example, backups are not taken when PRODSQL-B is the primary replica. 

All this means that currently PRODSQL-B is meant only to replace PRODSQL-A for a short period of time. It is 

not a symmetric topology. 

7. Monitoring and Alerting 

It is important to have a monitoring system that constantly collects performance information on the server and 

saves it for future analysis. Such a system will help generate a baseline of the system, so that when a problem 

occurs, the performance indicators can be easily compared to the baseline, leading to a better understanding of 

the problem and a much faster resolution. In addition, such a system allows analysis of performance metrics over 

time in order to find potential issues that require attention before they become a real problem. And finally, such a 

system should be able to provide configurable alerts, so that whenever a performance counter indicates a possible 

issue, a notification will be sent to the relevant people in order to take immediate action. The thresholds for these 

alerts should be tuned over time based on deviations from the baseline. 

There are 4 main areas that should be monitored: 

a. General System Performance Counters 

These counters should be collected from Windows Performance Monitor. There are tons of counters. Here 

are the basic ones: 

Object Counter Alert 

Processor % Processor Time 
When the value is greater than 60% for 
60 seconds 

Memory Available Mbytes 
When the value is lower than 2GB for 60 
seconds 

Paging File % Usage 
When the value is greater than 80% for 
60 seconds 

PhysicalDisk Disk Transfers/sec  

PhysicalDisk Avg. Disk sec/Transfer 
When the value is greater than 0.02 for 
60 seconds 

SQLServer:Buffer Manager Page life expectancy 
When the value is lower than 1,000 for 60 
seconds 

SQLServer:SQL Statistics Batch Requests/sec  

b. SQL Server Waits 
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There are two main queries that should be executed on a regular basis and store snapshots of the results. 

The first should query the sys.dm_os_wait_stats view, which presents an overall statistics of the wait types 

on the server. The second should query sys.dm_os_waiting_tasks, which presents all the statements that 

are currently suspended due to some wait type. 

With the snapshots of these two queries over time, it is easy to analyze the main bottlenecks on the server, 

and also to troubleshoot the specific queries, which are responsible for them. 

An alert should be configured on the second query (sys.dm_os_waiting_tasks) for when the number of 

waiting tasks exceeds 100 or the total amount of wait time exceeds 5,000 milliseconds for the last 3 

snapshots. 

c. Query Statistics 

Just like with the “sys.dm_os_wait_stats” view, the sys.dm_exec_query_stats view should also be queried 

on a regular basis and store snapshots of the results. This view presents statistics about all the queries 

that are currently in the plan cache. It contains a lot of data, so it’s important to limit the results. For example, 

retrieve the top 100 queries in terms of CPU, the top 100 queries in terms of logical reads and the top 100 

queries in terms of elapsed time. 

d. AlwaysOn Availability Group 

The following query provides information about the availability group, the replicas and the availability 

databases: 

SELECT 
 AvailabilityGroupName = AG.name , 
 ReplicaServerName  = AR.replica_server_name , 
 IsPrimaryReplica  = DRS.is_primary_replica , 
 DatabaseName   = ADC.database_name , 
 SynchronizationState = DRS.synchronization_state_desc , -- Alert if state is not 
"SYNCHRONIZING" or "SYNCHRONIZED" 
 SynchronizationHealth = DRS.synchronization_health_desc , -- Alert 
if health is not "HEALTHY" 
 IsDatabaseSuspended  = DRS.is_suspended , -- Alert if database is 
suspended 
 DatabaseSuspendReason = DRS.suspend_reason_desc , 
 LastSentTime   = DRS.last_sent_time , 
 LastReceivedTime  = DRS.last_received_time , 
 LastRedoneTime   = DRS.last_redone_time , 
 LogSendQueueSize_KB  = DRS.log_send_queue_size , 
 LogSendRate_KB_Sec  = DRS.log_send_rate , 
 LogSendLatency_Sec  = CAST ((CAST (DRS.log_send_queue_size AS 
DECIMAL(19,2)) / CAST (DRS.log_send_rate AS DECIMAL(19,2))) AS DECIMAL(19,2)) , -- 
Alert if latency is greater than 5 seconds for more than 60 seconds 
 RedoQueueSize_KB  = DRS.redo_queue_size , 
 RedoRate_KB_Sec   = DRS.redo_rate , 
 RedoLatency_Sec   = CAST ((CAST (DRS.redo_queue_size AS 
DECIMAL(19,2)) / CAST (DRS.redo_rate AS DECIMAL(19,2))) AS DECIMAL(19,2)) -- Alert 
if latency is greater than 5 seconds for more than 60 seconds 
FROM 
 sys.dm_hadr_database_replica_states AS DRS 
INNER JOIN 
 sys.availability_databases_cluster AS ADC 
ON 
 DRS.group_id = ADC.group_id 

https://msdn.microsoft.com/en-us/library/ms179984.aspx
https://msdn.microsoft.com/en-us/library/ms188743.aspx
https://msdn.microsoft.com/en-us/library/ms189741.aspx
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AND 
 DRS.group_database_id = ADC.group_database_id 
INNER JOIN 
 sys.availability_groups AS AG 
ON 
 DRS.group_id = AG.group_id 
INNER JOIN 
 sys.availability_replicas AS AR 
ON 
 DRS.group_id = AR.group_id 
AND 
 DRS.replica_id = AR.replica_id 
ORDER BY 
 AvailabilityGroupName ASC , 
 IsPrimaryReplica  DESC , 
 ReplicaServerName  ASC , 
 DatabaseName   ASC; 

It should be executed on a regular basis on both servers and send notifications accordingly. 

Since the current configuration is asynchronous, there is no need to send notifications in case of a failover 

event, since such events will be done manually anyway. 

8. Recommendations 

Following is a list of recommendations based on the findings described above. 

Each recommendation is categorized as either low, medium or high impact. A high impact recommendation will 

most probably have a high impact on the system, and thus it’s worth applying. A low impact recommendation will 

probably have a low to no recognizable impact on the system, but it’s still recommended as a best practice or for 

future growth. 

The recommendations are ordered according to the impact in descending order. 

a. Install the Latest Build for SQL Server 2012 (High) 

It is a best practice to always install the latest build of SQL Server in order to apply all fixes provided by 

Microsoft, and in some cases, also in order to leverage new features. But in this case, installing at least 

cumulative update 4 for SQL Server 2012 SP1 or installing SP2 is critical, because it fixes a bug that exists 

in SQL Server 2012 SP1 and affects memory utilization. 

This webpage describes all the different builds for each version of SQL Server. The latest service pack for 

SQL Server 2012 is service pack 3, and the latest cumulative update is CU 7. It is recommended to install 

service pack 3 for SQL Server 2012 on both servers. 

b. Enable the “Remote Admin Connection” Instance Configuration (High) 

Run the following code on both servers in order to enable remote connections with the Dedicated 

Administrator Connection (DAC): 

EXECUTE sys.sp_configure 
 @configname  = 'Remote Admin Connection' , 
 @configvalue = 1; 
GO 
 
 

https://support.microsoft.com/en-us/help/2845380/fix-you-may-experience-performance-issues-in-sql-server-2012
https://sqlserverbuilds.blogspot.co.il/
https://www.microsoft.com/en-us/download/details.aspx?id=49996
https://www.microsoft.com/en-us/download/details.aspx?id=50733


 

__________________________________________________________________________________  

info@madeiradata.com I www.madeiradata.com  

RECONFIGURE; 
GO 

c. Optimize the “dbo.Splunk_EnvInfo” View (High) 

This view is responsible for most of the resource consumption in PRODSQL-B in terms of CPU, reads and 

waits. The view retrieves many columns from many tables, and the query that uses it simply retrieves 

everything (“SELECT *”). 

First, we should understand the purpose of the query and verify that indeed all these columns are required. 

Second, we should analyze and try to optimize the view itself, by either rewriting code, adding or modifying 

indexes, indexing the view, or by other means. The view is quite complicated, and requires some tuning 

effort, but from a first glance, it seems that there is room for improvement. 

d. Create a Database Consistency Job on Both Servers (Medium) 

Sometimes a corruption in one or more data pages can happen at the storage layer. This corruption will 

not be noticed until such a page is accessed and read from disk. But this might be too late. For example, if 

we keep backup files for the last two weeks, and a corrupted page is accessed only after 3 weeks, then all 

the existing backup files already contains the corrupted page, and we don’t have a clean version of the 

page anywhere, which we can restore from. 

This is why it is important to run database consistency checks on a regular basis using the DBCC 

CHECKDB command. This command scans all the data pages in the database and reports any issues 

encountered. 

Create a job with the following T-SQL step: 

EXECUTE master.dbo.sp_msforeachdb 
 N'DBCC CHECKDB ([?]) WITH NO_INFOMSGS , ALL_ERRORMSGS'; 

If there are any errors, the job will fail, and should send a notification to the relevant people. 

It is important to run this job on both servers, since corruption can occur at the storage layer of the 

secondary as well, and by the time the secondary needs to become the primary replica, it might be too late. 

e. Analyze Ad-Hoc Queries and Parameterize Them Where Possible (Medium) 

Ad-hoc queries use constant values instead of parameters. If the same ad-hoc query is executed many 

times with different constant values, then each execution will generate a separate execution plan, which 

will be stored in the plan cache. This creates a lot of overhead of CPU and memory resources. 

The following query identifies the queries, which are executed with many different values, but share the 

same query template: 

WITH 
 QueryStats_Numbered 
( 
  DatabaseName , 
  BatchText , 
  BatchPlan , 
  PlanGenerationNumber , 
  LastCompilationTime , 
  LastExecutionTime , 
  ExecutionCount , 
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  ExecutionsPerSecond , 
  SecondsBetweenExecutions , 
  QueryHashRowNumber , 
  QueryHashCount 
) 
AS 
( 
 SELECT 
  DatabaseName    = DB_NAME (BatchPlans.dbid) , 
  BatchText     = BatchTexts.text , 
  BatchPlan     = BatchPlans.query_plan , 
  PlanGenerationNumber  = QueryStats.plan_generation_num , 
  LastCompilationTime   = QueryStats.creation_time , 
  LastExecutionTime   = QueryStats.last_execution_time , 
  ExecutionCount    = QueryStats.execution_count , 
  ExecutionsPerSecond   = 
   CASE 
    WHEN 
     DATEDIFF (SECOND , QueryStats.creation_time , 
QueryStats.last_execution_time) = 0 
    THEN 
     NULL 
    ELSE 
     CAST ((CAST (QueryStats.execution_count AS 
DECIMAL(19,2)) / CAST (DATEDIFF (SECOND , QueryStats.creation_time , 
QueryStats.last_execution_time) AS DECIMAL(19,2))) AS DECIMAL(19,2)) 
   END , 
  SecondsBetweenExecutions = CAST ((CAST (DATEDIFF (SECOND , 
QueryStats.creation_time , QueryStats.last_execution_time) AS DECIMAL(19,2)) / CAST 
(QueryStats.execution_count AS DECIMAL(19,2))) AS DECIMAL(19,2)) , 
  QueryHashRowNumber   = ROW_NUMBER () OVER (PARTITION BY 
QueryStats.query_hash ORDER BY (SELECT NULL) ASC) , 
  QueryHashCount    = COUNT (*) OVER (PARTITION BY 
QueryStats.query_hash) 
 FROM 
  sys.dm_exec_query_stats AS QueryStats 
 CROSS APPLY 
  sys.dm_exec_sql_text (QueryStats.sql_handle) AS BatchTexts 
 CROSS APPLY 
  sys.dm_exec_query_plan (QueryStats.plan_handle) AS BatchPlans 
) 
SELECT 
 DatabaseName , 
 BatchText , 
 BatchPlan , 
 PlanGenerationNumber , 
 LastCompilationTime , 
 LastExecutionTime , 
 ExecutionCount , 
 ExecutionsPerSecond , 
 SecondsBetweenExecutions , 
 QueryHashCount 
FROM 
 QueryStats_Numbered 
WHERE 
 QueryHashRowNumber = 1 
ORDER BY 
 QueryHashCount DESC; 
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Run this query on each one of the servers, and evaluate the top queries. These queries are candidates for 

parameterization, and by parameterizing them, performance will most likely improve. 

f. Increase the “Cost Threshold for Parallelism” Instance Configuration (Medium) 

This instance configuration affects the cost in which the optimizer considers a parallel plan. If the cost of 

the serial plan is higher than this threshold, the optimizer will try to generate a parallel plan. It is usually 

recommended to increase this value from its default value (5), but it depends on the environment and the 

workload. 

So the recommendation is to increase the value to some arbitrary value (let’s say – 50), and monitor 

performance before and after the change. If performance improves, then it’s great, and we can try again 

with an even higher number. If performance gets worse, then we should try again with a lower value. 

Here is the code to modify this configuration: 

EXECUTE sys.sp_configure 
 @configname  = 'Cost Threshold for Parallelism' , 
 @configvalue = 50; 
GO 
 
 
RECONFIGURE; 
GO 

g. Change the “Max Degree of Parallelism” Instance Configuration to 4 (Medium) 

Just like “Cost Threshold for Parallelism”, modifying this instance configuration can affect performance in 

both ways, and the right value depends on the environment and the workload. So in this case it’s also 

important to monitor performance before and after the change, and adjust accordingly. The best practice 

to start with is the number of logical processors per socket. In this case it’s 4. 

Here is the code: 

EXECUTE sys.sp_configure 
 @configname  = 'Max Degree of Parallelism' , 
 @configvalue = 4; 
GO 
 
 
RECONFIGURE; 
GO 

h. Partition the Tables in the DB_Logs Database (Medium) 

The following tables in the DB_Logs database act as log tables, in which only recent data is kept: 

• dbo.Table1 

• dbo.Table2 

• dbo.Table3 

The “clean log db” job runs every day at 03:30, and deletes old rows from these tables. It disables all 

constraints, then deletes the rows in chunks, and then enables the constraints again. This process 

consumes a lot of resources, creates a lot of overhead, and takes time to complete. 
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These tables should be partitioned with daily partitions, and the job should be rewritten to delete old 

partitions using partition operations (SWITCH, SPLIT and MERGE). This will also facilitate index rebuilds 

operations, because only indexes of recent partitions, for which data has changed, should be rebuilt. 

i. Analyze and Remove Unused Indexes (Medium) 

There seem to be many unused indexes in both databases. An unused (non-clustered) index is one that is 

rarely, or even never, read, compared to the number of times it is modified. Such indexes should be 

evaluated and considered to be removed, since they incur a lot of overhead without providing any benefit. 

The following query calculates the ratio of reads vs. writes for all indexes in the current database: 

SELECT 
 SchemaName  = Schemas.name , 
 TableName  = Tables.name , 
 IndexName  = Indexes.name , 
 IndexId   = Indexes.index_id , 
 NumberOfRows = SUM (Partitions.rows) , 
 NumberOfReads = ISNULL (IndexUsageStats.user_seeks , 0) + ISNULL 
(IndexUsageStats.user_scans , 0) , 
 NumberOfWrites = ISNULL (IndexUsageStats.user_updates , 0) , 
 ReadWriteRatio = 
  CASE 
   WHEN IndexUsageStats.user_updates > 0 
    THEN CAST ((CAST ((ISNULL (IndexUsageStats.user_seeks , 0) 
+ ISNULL (IndexUsageStats.user_scans , 0)) AS DECIMAL(19,4)) / CAST (ISNULL 
(IndexUsageStats.user_updates , 0) AS DECIMAL(19,4))) AS DECIMAL(19,4)) 
   ELSE 
    CAST (0 AS DECIMAL(19,4)) 
  END 
FROM 
 sys.schemas AS Schemas 
INNER JOIN 
 sys.tables AS Tables 
ON 
 Schemas.schema_id = Tables.schema_id 
INNER JOIN 
 sys.indexes AS Indexes 
ON 
 Tables.object_id = Indexes.object_id 
LEFT OUTER JOIN 
 sys.dm_db_index_usage_stats AS IndexUsageStats 
ON 
 Indexes.object_id = IndexUsageStats.object_id 
AND 
 Indexes.index_id = IndexUsageStats.index_id 
AND 
 IndexUsageStats.database_id = DB_ID () 
INNER JOIN 
 sys.partitions AS Partitions 
ON 
 Indexes.object_id = Partitions.object_id 
AND 
 Indexes.index_id = Partitions.index_id 
WHERE  
 Indexes.type = 2 -- Non-Clustered 
AND 
 Indexes.is_unique = 0 
AND 
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 Indexes.is_hypothetical = 0 
GROUP BY 
 Indexes.object_id , 
 Indexes.index_id , 
 Schemas.name , 
 Tables.name , 
 Indexes.name , 
 IndexUsageStats.user_seeks , 
 IndexUsageStats.user_scans , 
 IndexUsageStats.user_updates 
HAVING 
 SUM (Partitions.rows) > 10000 
ORDER BY 
 ReadWriteRatio ASC , 
 NumberOfReads ASC; 

Run this query on each database, and analyze the indexes with a ratio close or equal to zero. 

It is important to compare the usage statistics on both servers. Some indexes might not be read on the 

primary replica, but they are read on the secondary replica, and therefore shouldn’t be removed. 

j. Change the Availability Group Topology to be Symmetric (Medium) 

Currently the topology of the availability group is not symmetric. PRODSQL-B doesn’t have the same 

hardware resources as PRODSQL-A, and it also doesn’t have the same configuration and server-level 

objects. For example, all the jobs on this server are disabled, and no backups are taken on this server, 

even when it’s the primary replica. This means that PRODSQL-B is meant to act as the primary replica for 

only a short period of time, as a temporary solution, until PRODSQL-A is brought back online. 

This topology is risky, because if, for some reason, it takes longer than expected to bring PRODSQL-A 

back online, then the system will not function properly in terms of performance, availability, and maybe 

even some functionality. 

A better approach is to use a symmetric topology, in which both servers are identical in terms of hardware, 

software, configurations, disk layout, file system and any server-level objects. In such a topology, each 

server can act either as a primary or secondary replica for as long as needed without compromising 

anything. This allows for better availability and more flexibility. 

k. Change the Availability Group Configuration to Support Automatic Failover (Medium) 

If uptime is important, then it’s also important to configure the replicas to support automatic failover. This 

way, when a failure occurs on the primary replica, a failover will automatically occur, and the secondary 

replica will become the new primary replica and start serving connections right away. This configuration 

shorten downtime, because there is no need to wait for a notification to be sent, to an operator to see it, 

and then to act and perform the failover manually. 

It’s important to first make sure that the topology is symmetric (see previous recommendation), so that 

when an automatic failover occurs, there won’t be any surprises on the new primary replica. 

l. Fix the UPDATE Statement on the “dbo.BackendActions” Table (Medium) 

The following UPDATE statement appears many times in the plan cache on PRODSQL-A with the same 

execution plan: 
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(@1 INT , @2 NUMERIC(5,3) , @3 INT , @4 NUMERIC(19,0)) 
 
UPDATE 
 BackendActions 
SET 
 CompletionCode = @1 , 
 DurationMilliseconds = @2 , 
 NetDurationMilliseconds = @3 , 
 DbDurationMilliseconds = NULL 
WHERE 
 Id = @4; 

The only difference is the data types of the parameters. This happens when the client application doesn’t 

explicitly specify the data types of the parameters, and then the database client guesses the data types 

based on the parameter values that change in each execution. None of the execution plans uses the correct 

data types (which should be all BIGINT). 

The client application should be rewritten to explicitly define the data types of all parameters as BIGINT. 

m. Enable the “Optimize for Ad-hoc Workloads” Instance Configuration (Low) 

When this configuration is enabled, each time a query is sent to SQL Server for the first time, the newly 

generated plan is not stored in the plan cache, but rather a stub plan is stored instead. When the same 

query is sent for the second time, it is compared to the stub, and then a new plan is generated, but this 

time it is also stored in the plan cache. This behavior prevents from queries with single executions to bloat 

the plan cache. 

Here is the code: 

EXECUTE sys.sp_configure 
 @configname  = 'Optimize for Ad Hoc Workloads' , 
 @configvalue = 1; 
GO 
 
 
RECONFIGURE; 
GO 

n. Improve the Index and Statistics Maintenance Job (Low) 

The current index and statistics maintenance job is not efficient. It is recommended to use Ola Hallengren’s 

maintenance solution, which is free and very commonly used. This solution takes into account index 

fragmentation levels, statistics types, partitioning, and so much more. 

o. Choose the Appropriate Fill Factor for Each Index (Low) 

It’s probably not worth the effort to choose a specific fill factor for every index, but as a first step it would be 

a good idea to use a fill factor of 100% for all indexes that use an ever-ascending column (such as an 

IDENTITY column) as the leading index key. 

The best thing to do is to monitor page splits per index, and then adjust the fill factor for each index in order 

to reduce the number of page splits. But since the system doesn’t suffer from too many page splits or any 

other related issues, it’s probably not worth the effort. 

https://ola.hallengren.com/
https://ola.hallengren.com/

