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1. Introduction

In sub-Saharan Africa, where the rural population amounts to 
63 per cent of the whole population (World Bank 2011), 
employment in agriculture accounts for more than half of total 
employment and one-fifth of gross domestic product (GDP) 
(IMF 2012). A productive agriculture sector is crucial for the 
livelihoods of individuals and communities, and for poverty-
reduction efforts in sub-Saharan Africa. 

Climate change poses further threats to 
agricultural productivity. This is a very 

serious threat in Africa, as it is one of the 
regions most vulnerable to climate change 

globally (IFPRI 2011). 

For many years, agricultural productivity has been lagging in 
sub-Saharan Africa and is low compared to regions such as 
South Asia or East Asia and the Pacific (IMF 2012). Reasons 
behind the low productivity levels include limited levels of 
fertiliser use, a decrease in arable land and low levels of use of 
non-arable land (IMF 2012). Climate change poses further 
threats to agricultural productivity. This is a very serious threat 
in Africa, as it is one of the regions most vulnerable to climate 
change globally (IFPRI 2011). 

In order to raise productivity levels, governments have 
employed various strategies; this is illustrated by Burkina Faso 

success in cotton production, which became an important 
factor in doubling the country’s real GDP per capita between 
1995 and 2006 (IMF 2012). Growth in agriculture leads not 
only to GDP growth but also to the alleviation of poverty. It has 
been shown, in many country contexts, that growth in 
agriculture reduces poverty more effectively than growth in 
other sectors (De Janvry & Sadoulet 2010; Bravo-Ortega & 
Lederman 2005; Christiaensen & Demery 2007). It is crucial, 
therefore, for African governments to allocate budgets 
effectively and efficiently in the highest-return agricultural 
projects, which, in turn, will help to stimulate growth and 
decrease poverty.

This paper provides the reader with a methodological 
framework on how to evaluate the effectiveness of agricultural 
programmes. Several evaluation techniques are reviewed and 
examples of impact evaluations of agricultural programmes in 
Africa are provided for each methodology. Details are provided 
as to how the sample selection should be made, how the data 
should be collected and how the findings of the evaluation 
should be disseminated. 

The paper is organised as follows: section 2 starts with a 
discussion of why agricultural projects should be evaluated; in 
section 3, we define and discuss evaluation methodologies; in 
section 4, we provide the reader with a step-by-step guide to 
performing an impact evaluation; section 5 provides informa-
tion on how the institutionalisation of impact evaluations can 
be achieved; and section 6 offers conclusions.
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(along with monitoring) is at the heart of evidence-based 
policy-making. Monitoring is a continuous process whereby 
inputs, activities and outputs are tracked on a daily basis. 
Evaluation, on the other hand, is a periodic review of a planned, 
ongoing or finished programme. The question posed during an 
evaluation can be a descriptive one, a normative one or a cause-
and-effect one. Impact evaluations are a class of evaluation with 
the aim of asking and answering cause-and-effect type of 
questions. Statistical analysis of qualitative or quantitative data, 
using the appropriate methods and answering the question of 
what the impact of a particular programme is on the outcome of 
interest, helps policy-makers by providing evidence-based 
feedback before, during or after the implementation of a specific 
policy. On the basis of such feedback, policy-makers can take 
steps to improve the effectiveness, efficiency and quality of a 
programme at various stages of the implementation process. Ex 
ante evaluations help government agencies, who compete for 
funds to apply their own policies, in persuading their superiors 
about the potential benefits of a proposed programme. The 
estimated impact of the programme is used to calculate its 
expected benefit, and paves the way for a cost-benefit analysis. 
Evaluation of a specific policy can also be used by other policy-
makers interested in introducing a similar programme by telling 
them whether the policy was successful (albeit in a different 
setting) and what changes could or should be made to maximise 
its benefits. 

Box 1:  Technology adoption programme and agricultural 
productivity

Suppose that the government is trying to find ways of 
combating low productivity rates in the agricultural sector. 
One programme designed and implemented with the aim of 
increasing agricultural productivity is the ‘Technology adoption 
programme’. Participants in this programme receive financial 
and technical support and are encouraged to adopt a new 
technology, whereas non-participants continue with the old 
technology. Suppose that this programme was first introduced 
in the year 2000 and was evaluated in 2010. We would 
consider alternative implementation designs for this 
programme and discuss how it should be evaluated using 
different quantitative evaluation techniques.

New Rice for Africa (NERICA) rice varieties were first 
introduced in 1996 in Côte d’Ivoire and have since spread 
rapidly across many sub-Saharan Africa countries. By 2009, 
NERICA varieties had been introduced in more than 30 
countries, and 700 000 acres of land were devoted to NERICA 
varieties in the sub-Saharan Africa region (Chuhan-Pole & 
Angwafo 2011). The aim of the introduction of the new 
varieties was to improve rice productivity, raise incomes and 
reduce food insecurity. 

This programme’s success has been partly 
due to the extensive effort put into the 

evaluation of its impact.

NERICA rice dissemination projects are seen as a success 
story in terms of their positive economic impact. Various 
impact evaluations have been carried out since the introduction 
of the programme, and the effect of the adoption of this new 
variety of rice on poverty, household wealth, productivity and 
economic growth has been documented. Kijima et al. (2006) 
studied the impact of NERICA adoption in Uganda and found 
that the average yield of NERICA was twice as much as the 
average African rice yield. Kijima et al. (2008) show that 
NERICA increased per capita income by US$20 and decreased 
the incidence of poverty by 5 percentage points. NERICA had 
similar positive impacts in Gambia; Dibba (2010) finds that 
adoption of NERICA increased rice farmers’ average monthly 
income by about US$10.2.

This programme’s success has been partly due to the 
extensive effort put into the evaluation of its impact. The 
success of the NERICA Rice Dissemination Project in Mali, for 
instance, led to the adoption of NERICA in another country, 
Benin. Along the way, the programme was redesigned and 
re-evaluated in order to achieve the best outcome possible. 

NERICA is a good example of why and how impact evaluations 
matter for evidence-based policy-making. There is a growing 
global trend towards evidence-based policy-making. Policy-
makers are not interested only in controlling the inputs and 
activities of the programmes but also in whether the 
programmes have achieved their intended goals. Evaluation 

2. Why evaluate agricultural projects?
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activity and much of the output is consumed by the household, 
which makes it difficult to obtain correct measures of 
agricultural output and income. 

Secondly, agricultural projects are likely to create 
externalities, which should be incorporated into the evaluation 
framework. Failing to do so may lead to biased estimates of a 
programme’s impact. Consider Box 1. If the new technology is 
seen as productivity enhancing, non-participants in the 
programme may copy the technology. This is a desirable 
outcome from the perspective of programme implementers, 
as it maximises the programme’s positive impact. However, it 
makes it harder for the evaluator to identify the impact of the 
programme. Due to spill-overs, a simple comparison of 
participants and non-participants would underestimate the 
programme’s impact, as some non-participants would also be 
affected.

This is precisely what happened in the Akwapim South 
district of Ghana. Over time, farming had become more 
export-oriented in this region and farmers adopted various 
technologies to improve their production. Conley and Udry 
(2005) studied how these technologies spread over the region 
through social learning. They used data on the communication 
patterns of farmers to define each farmer’s information 
neighbourhood. They found that technology diffusion 
happened within these neighbourhoods; farmers adopted 
successful neighbours’ practices in relation to many potentially 
confounding factors. 

The spill-over of programme benefits does not necessarily 
flow from a programme’s participants to non-participants. An 
agricultural programme directed towards a certain crop may 
have indirect effects on other crops in the portfolios of the 
farmers concerned. Jayne, Yamano and Nyoro (2003) 
evaluated the impact of interlinked credit arrangements in 
Kenya on fertiliser usage. They concluded that such market 
arrangements not only increased fertiliser usage in the 
production of the targeted crop but also provided spill-over 
benefits for the productivity of farmers’ other activities. Once 
again, this is a desirable outcome from the perspective of the 
programme implementer, as it increases programme impact. 
However, the evaluator needs to make sure the he or she 
correctly identifies the underlying mechanisms through which 
productivity increases. When considered along with the fact 
that preferred performance indicators are production-based 
and that these indicators are usually measured at the 
household level, such indirect effects may be hard to 
disentangle.

2.1  Challenges in evaluating agricultural 
projects

Although crucial, carrying out an impact evaluation is not an 
easy task. Collecting data, finding the right methodology and 
estimating a valid counterfactual can be challenging. In 
addition, the external validity of the results of an impact 
evaluation is often questioned. External validity is the extent to 
which the findings of an impact evaluation are valid in a 
different setting. The fact that a certain programme was 
successful in one region or at some point in time does not 
necessarily mean that it will have similar impacts if applied 
somewhere else or at some other time. In the special case of 
agricultural projects, confounding factors such as weather and 
soil fertility may interfere with a programme’s impact in 
different ways in different regions and, hence, prevent the 
findings of an impact evaluation from being carried forward. 
External validity is of greater concern when the programme is 
implemented in and data are collected from a very small area 
(a village, for example). 

When smallholder farmers are considered, 
agriculture is more of a self-employment 

activity and much of the output is 
consumed by the household, which makes 

it difficult to obtain correct measures of 
agricultural output and income. 

Challenges specific to the evaluation of agricultural 
programmes, besides the ones mentioned above, also exist. 
Firstly, collecting agricultural data may be complicated. 
Determining the unit of analysis and measuring performance 
indicators at this level can be tricky. Production-based 
indicators such as income, output and productivity are 
commonly used as outcome variables when agricultural 
programmes are evaluated. This information is often available 
at the household level. However, multiple crops may be 
produced within a single household, and the decision on how 
much of each crop to produce, for instance, is taken at the 
household level. Collecting data on production-based 
indicators separately for different crops, and identifying the 
impact of a programme that is directed towards, say, corn 
production, requires special attention. This is exacerbated in 
the case of smallholder farmers. When smallholder farmers 
are considered, agriculture is more of a self-employment 
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reason for this may be either of the following: the evaluator 
may want to use different methods to check the robustness of 
the results; or different evaluation methods may complement 
each other by answering questions from different perspectives. 

Each of these methodologies is discussed here, and 
examples are provided of existing studies, with a focus on the 
agriculture sector in African countries. 

3.1  Qualitative versus quantitative 
evaluation methods

Impact evaluations in the field of economics, in general, and of 
agricultural economics, in particular, are dominated by 
quantitative studies. What makes these studies ‘quantitative’ 
can be explained as follows: firstly, data are collected through 
close-ended, well-defined surveys, and are in the form of 
numbers (or can easily be quantified); and, secondly, less 
contextual methods relying on rigorous statistical and 
econometric analysis are deployed. These data and analysis, in 
turn, provide researchers with conclusions that are considered 
relatively generalisable and reliable. 

Qualitative studies, on the other hand, use data that are 
more ‘textual’ and that are derived from interviews, open-
ended surveys, on-site observations, focus groups, and so on. 
Quantitative impact evaluation is often criticised for providing 
‘reduced-form results’, in the sense that data are condensed to 
obtain an overall sense of the big picture. Qualitative impact 
evaluations delve more into mechanisms of impact. They are 
most helpful in understanding the underlying mechanisms 
through which a programme succeeded in achieving or failed 
to achieve the intended outcome.

Qualitative and quantitative impact evaluations both have 
their own strengths and weaknesses. One is not necessarily 
superior to the other, as they look at a problem from different 
perspectives and aim to provide answers to different questions. 
Indeed, Bamberger, Rao and Woolcock (2010) provide various 
arguments for why quantitative impact evaluations should be 
complemented with qualitative techniques. Firstly, they argue, 
quantitative analysis fails to discover what happens during the 
implementation of a programme and, hence, is unable to 
determine whether the failure of a programme is due to ‘design 
failure’ or ‘implementation failure’. Interviews or focus-group 

Impact evaluation techniques are divided into groups 
according to the type of data that is being used, the timing of 
the evaluation and the way participation is assigned to units of 
observation. Studies in the literature are either qualitative or 
quantitative, either ex post or ex ante and either experimental 
or non-experimental. This paper aims to cover all, with a 
special focus on ex post quantitative impact evaluation 
methods. 

Figure 1:  Classification of impact evaluation methods

Qualitative methods

Quantitative ex ante 
methods

Experimental  
methods

Randomised  
controlled trials

Quantitative methods

Quantitative ex post 
methods

Non-experimental 
methods

Difference in 
differences

Micro  
simulation

Instrumental  
variables 

estimation

Propensity score 
matching

Regression 
discontinuity 

design

Several factors determine which exact technique should be 
deployed. A selection is made on the basis of the question that 
is being posed by the evaluator, the timing of the evaluation, 
the design of the programme and data availability. There is an 
increasing trend in the literature towards the combination of 
different methods. Qualitative methods are mixed with 
quantitative methods, or different quantitative ex post 
techniques are used to evaluate the same programme. The 

3. Evaluation methods
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These include randomised controlled trials, difference in 
differences (DID) matching, regression discontinuity design 
and instrumental variables estimation (see section 3.3 for a 
detailed discussion). Ex ante evaluations, on the other hand, 
use structural economic models and simulation techniques. 
These models can be static or dynamic, parametric or 
nonparametric depending on the nature of the programme 
and the question that the evaluator aims to answer. 

Falck-Zepeda, Horna and Smale (2007) used ex ante 
evaluation methods to assess the potential economic and 
distributional impact of the adoption of a new variety of cotton 
in a selection of West African countries. Using an ‘economic 
surplus model’1 and simulating on a set of key parameters, 
they provided forecasts under five hypothetical scenarios.2 
They concluded that the adoption of an insect-resistant cotton 
variety would lead to increases in surplus in West African 
countries by making them more able to compete with the rest 
of the world. 

Macharia, Orr, Simtowe and Asfaw (2012) conducted an ex 
ante evaluation of a similar technology adoption programme 
in Ethiopia. Once again using an economic surplus model, they 
provided estimates of the total and distributional impact of 
improved chickpea varieties on economic surplus. They 
concluded that the impact of the adoption of these improved 
chickpea varieties would be positive and substantial. 

3.3  Quantitative ex post impact 
evaluation methods

The first and foremost aim of any impact evaluation is to 
measure the causal impact of a programme. The causal effect 
of a programme can be measured by the difference between 
the expected value (E) that the outcome variable (Y) takes 
when the programme is implemented (D=1) and the expected 
value that the outcome variable takes when the programme is 
not implemented (D=0). The answer to the question of what 
the impact is of a programme on the outcome variable Y is 
given by the following formula:

 ß = E(Y|D = 1) – E(Y|D = 0)

where ß is the causal impact of the programme. 
This very simple formula lays the basis of the cause-and-

effect relationship that the researcher is trying to build. In 
order to be able to calculate the true value of ß, one needs to 
know the value that Y would take in two different cases: where 
a programme is implemented and where the programme is 
not implemented. 

1 The economic surplus model is a partial equilibrium model that 
consists of a set of equations that depict the cotton market in an 
economy. More details can be found in the Appendix of Falck-Zepeda, 
Horna and Smale (2007).
2 The scenarios were: (1) No adoption of Bt cotton in West Africa, but 
adoption in rest of the world; (2) West Africa adopts available private 
sector Bt cotton varieties; (3) West Africa uses West African varieties 
backcrossed with private sector lines; (4) West Africa uses West African 
varieties backcrossed with private sector lines, premium is negotiated; 
and (5) West Africa uses West African varieties backcrossed with private 
sector lines, but adoption is irregular.

studies with the beneficiaries of the programme, for instance, 
may be able to make that distinction. Secondly, budget and 
time constraints might make it more difficult to collect the 
large-scale data necessary for a proper quantitative evaluation. 
In such cases, collecting qualitative data drawn from small 
focus groups or interviews may be a less costly option. 
Especially when an interim evaluation is desired for a quick 
grasp of how a programme is performing, qualitative impact 
evaluations may be preferred. 

Place et al. (2005) looked at the impact of ‘soil fertility 
replenishment technologies’ on poverty reduction in western 
Kenya. Their research was part of a larger project consisting of 
seven case studies, each of which addressed the effects of a 
particular agricultural research programme. Place et al. (2005) 
provide a good example of an impact evaluation that uses 
quantitative methods along with qualitative methods and 
which defines and tackles the problem from a multidisciplinary 
perspective. Quantitative analysis was carried out using a 
sample of approximately 2 000 households. They did not find 
any significant impact of the programme on household-level 
food insecurity or poverty indicators. Qualitative data collected 
through case studies of 40 households and focus group 
discussions with 16 different groups offered more insight. 
Although the programme was ineffective on the whole, 
households with above average human capital resources or 
more diverse livelihood strategies benefited significantly from 
the soil fertility replenishment technology. The reason why 
other farmers were not able to benefit was that they were too 
poor or too old to undertake the complementary investments. 

Place et al. (2005) show how mixing qualitative methods 
with quantitative ones can be helpful to policy-makers. A 
single quantitative evaluation leads to the conclusion that the 
programme was not effective. However, a qualitative impact 
evaluation tells a different story. Understanding the reason 
why the programme worked for some households but not for 
others can provide policy-makers with an opportunity to 
redesign the programme in such a way that it achieves its 
intended outcome. 

3.2  Quantitative ex ante versus ex post 
evaluation methods

Quantitative impact evaluation techniques are divided into 
two types depending on whether the evaluation is done before 
or after the implementation of a programme. Ex post 
evaluations look retrospectively at the impact of programmes 
that have already been implemented. In the case of ex post 
evaluations, data are available on the participants in the 
programme and possibly also on a group of non-participants. 
Ex ante evaluations, on the other hand, are conducted either 
before the programme exists or has changed in some way. In 
other words, such evaluations aim to provide forecasts of the 
potential impact of a programme that is yet to be implemented 
or regarding alternative applications of an existing programme. 

Ex ante evaluations differ from ex post evaluations not only 
in terms of timing but also in terms of the methodologies 
employed. Ex post evaluations compare treated and untreated 
units using experimental or non-experimental techniques. 
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pre- to the post-implementation period, a simple before-and-
after comparison would attribute the impact of these outside 
factors to the programme and, therefore, would create biased 
estimates.

Assume that our technology adoption programme was 
implemented at T=0 and that for the participants of the 
programme Y=100 at T=0. Assume now that after the 
implementation of the programme, the outcome variable in 
the sample of participants increased to 110. A before-and-
after comparison would attribute the increase in Y (productivity 
of farmers in this example) to the programme itself and would 
conclude that the impact of the programme was a 10-unit 
increase in productivity. This calculation is based on the 
assumption that Y would have remained at 100 had the 
programme not been implemented. In other words, the 
counterfactual is assumed to be at point A in Figure 2. Suppose 
that the weather conditions had been favourable during the 
period of analysis and that this contributed positively to 
productivity. This would imply a counterfactual at point B 
rather than at point A. In other words, productivity would have 
been higher than 100 even if the programme had not been 
implemented. In that case, the actual impact of the programme 
would be less than 10 units and a naive before-and-after 
comparison would overestimate the impact of the programme. 
In the alternative case of the counterfactual being at point C, a 
simple before-and-after comparison would underestimate the 
programme’s impact.

Figure 2:  Before-and-after comparison

110

T=0 T=1
Year

Productivity

Actual outcome

Counterfactual B

Counterfactual A

Counterfactual C

100

There is a similar risk if we simply compare participants with 
non-participants post-implementation: 

 ß participant–nonpart = E(Y T=1|D = 1) – E(Y T=1|D = 0)

The strong and potentially erroneous assumption here is that 
participants and non-participants are in a similar situation 
before the implementation of a programme and would evolve 
in the same way if the programme were not implemented at 
all. This assumption is likely to be challenged by a selection 

Let us return to our example in Box 1. The ideal scenario 
would be to measure the productivity of all farmers had they 
adopted the new technology and had they not. This would 
allow us to eliminate the impact of any outside factors and 
would leave us with the perfect estimate of the programme 
impact. 

However, observing the factual and the counterfactual 
outcomes for the same unit of observation is impossible. We 
observe either the value that Y takes if D=1 or the value that it 
takes if D=0. One is the factual outcome and the other is the 
counterfactual. For the programme participants, we can only 
observe the value that Y takes when D=1. Similarly, for the 
non-participants we only observe the value that Y takes when 
D=0. Referring to our example, we cannot observe what the 
productivity would have been for the group of farmers who 
adopt this technology had they decided not to participate into 
the programme. Likewise, what the level of productivity for the 
group of farmers who decide to stay out of the programme 
would have been had they adopted the new technology is 
unobserved.

Impact evaluation methods are designed so as to tackle this 
problem. The main objective of any impact evaluation 
technique is to estimate the counterfactual, which cannot be 
observed. The first step in an impact evaluation is to divide the 
sample into two groups. The first group is called the treatment 
group and consists of participants in the programme. The 
second group is called the control group and consists of non-
participants in the programme. The key point here is to find a 
way of identifying a treatment group and a control group, 
which would be identical in the absence of the programme. 
This removes the effect of any outside factor, and the difference 
between the control and the treatment groups can be 
attributed safely to the programme itself. Each and every 
impact evaluation technique comes up with a different 
strategy to build suitable control and treatment groups that 
mimic each other and that serve as each other’s counterfactual. 
These strategies vary depending on the design of the 
programme itself and the availability of data; this is discussed 
in more detail in the subsections that follow. 

Two common mistakes committed while estimating the 
counterfactual are to draw a simple before-and-after 
comparison and a treated-versus-non-treated comparison. 
When we make a naïve before-and-after comparison, the 
difference between the value of Y for the participants in the 
programme pre-implementation and the value of Y for the 
participants in the programme post-implementation is the 
estimate of the programme impact: 

 ß before–after = E(Y T=1|D = 1) – E(Y T=0|D = 1)

The underlying assumption is that participants in a programme 
would have remained as they were in their pre-implementation 
situation had they not participated; hence, the change in the 
outcome variable from the pre- to the post-implementation 
period is solely due to the programme. This is a very strong 
assumption and one that usually does not hold. If there are 
outside factors that change the outcome variable from the 
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assigned treatment randomly. Therefore, treatment is 
independent of the characteristics of the individuals. This 
solves the selection problem and removes selection bias. A 
simple comparison of the control and treatment groups post-
implementation is expected to give an unbiased estimate of 
the programme impact. Non-experimental methods, on the 
other hand, use observational data. Based on the design on the 
programme itself and data availability, non-experimental 
methods come up with a different strategy for identifying the 
true programme impact. Although non-experimental methods 
require a more rigorous analysis, they may be preferred over 
experimental methods for various reasons. One reason for 
preferring non-experimental methods is data availability. 
Conducting an experiment and collecting data from primary 
sources can be costly. Non-experimental methods use existing 
data sources and, hence, data collection will be less costly in 
terms of both time and money. In addition, experimental 
methods are often criticised for having less external validity, as 
they are conducted in a small geographical area. Non-
experimental methods usually cover more and, consequently, 
are less subject to this criticism.

Randomised controlled trials 
RCTs are experiments that are specifically designed to 
measure the impact of a certain programme. Selection into the 
control and the treatment groups is determined in three steps 
(see Figure 3). 

Figure 3:  Sample selection in RCTs

Treatment group Control group

Population of eligible units

Evaluation sample

External validity

Internal validity

Source: Gertler et al. (2010)

In the first step, an eligible population is determined. In the 
second step, an evaluation sample is selected from the 
population of eligible units. This second step can be skipped if 
the population of eligible units is not too large and if the budget 
allows for the collection of detailed information on each unit of 
the eligible population. Otherwise, the evaluator needs to 
select a sample of units from the eligible population. Selection 
of the evaluation sample is critical, in the sense that it will 
eventually determine the external validity of the study. If the 
evaluation sample is too small, as compared to the population 
of eligible units, or if it is not representative enough, the 
findings of the evaluation may not be valid outside the 
evaluation sample. On the other hand, if the evaluation sample 
is too large, there will be problems with meeting the budget of 

problem. A selection problem occurs when there are 
confounding factors that determine participation and that are 
also correlated with the outcome variable. In other words, if 
individuals self-select themselves into the programme on the 
basis of certain characteristics and if these characteristics are 
significant in determining the outcome, a simple comparison 
of participants and non-participants creates selection bias. 

Think of our example of technology adoption and agricultural 
productivity. Farmers who are more motivated and more 
experienced are expected to be more likely to adopt the new 
technology. Motivation and experience are the confounding 
factors: they determine the probability of farmers adopting the 
new technology (programme participation) and they have a 
direct impact on agricultural productivity. If we do not control 
for such factors and do a simple comparison of participants 
and non-participants post-implementation, we would 
attribute the impact on productivity of being more motivated 
and more experienced to the adoption of the new technology. 
This would create biased estimates of the programme’s 
impact.3

Assume that we are able to identify a control group that has 
the following properties: it is identical to the treatment group 
in the absence of the programme; it reacts to the intervention 
in the same way as the treatment group; and during the period 
of analysis it is not exposed to interventions to which the 
treatment group is not equally exposed. This is an ideal case, 
where a simple comparison of the control and the treatment 
groups will give an unbiased estimate of programme impact. 
Average treatment effect (ATE) is the difference between the 
mean outcomes of the control and the treatment groups. 
There are two types of treatment effect estimates, which 
depend on whether all the individuals who were offered the 
programme are actually treated (i.e. they actually enrol in the 
programme). If the control group consists of units of 
observation that were not offered the programme and the 
treatment group consists of units of observation that were 
offered the programme, regardless of whether they actually 
enrolled in the programme or not, the difference between the 
two groups is called the intention to treat (ITT) estimate. In 
the alternative case of defining the control and the treatment 
groups as those that are actually enrolled in the programme 
and those that are not, the estimate of the programme impact 
is called the treatment on the treated (TOT) estimate.4

Quantitative evaluation methods are divided broadly into 
experimental and non-experimental methods. Experimental 
methods use data collected through randomised controlled 
trials (RCTs) specifically designed to measure the impact of 
the programme of interest. This method of evaluation is 
referred to as the gold standard of evaluation. Individuals are 

3 In this case, an upward bias is expected. A selection problem 
suggests that programme participants will be more motivated and more 
experienced than non-participants. They would be expected to have 
higher productivity even if they did not participate in this programme. If 
we do not control for such confounding factors, we will be attributing the 
positive impact of these factors to programme participation. This would 
cause an upward bias, where the estimated programme impact will be 
larger than the true impact.
4 TOT is also called average treatment on the treated (ATT).
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They designed an RCT where the sample was divided into 
three. Randomisation was done at the level of the ‘Self Help 
Group’ (SHG), a registered farmers’ group. Thirty-six SHGs 
were selected for the sample. All farmers in the first 12 SHGs 
were offered support services and credit; this was the first 
treatment group. Farmers in the second group of 12 SHGs 
were offered support services only; this was the second 
treatment group. Finally, the control group consisted of the 
final group of 12 SHGs, which were not offered any service or 
credit. Although selection of the SHGs was random, this did 
not guarantee that the farmers in the two treatment groups 
and the control group were similar to each other. If farmers 
were selected for the SHGs on the basis of certain 
characteristics, this might have caused unbalancedness. In 
order to verify that this was not the case, the authors 
conducted a set of balancedness tests comparing the control 
and the treatment groups in terms of various dimensions. 
After confirming that the randomisation led to comparable 
control and treatment groups, Ashraf et al. (2008) conclude 
that providing support to farmers increases the likelihood of 
the adoption and marketing of an export crop.

Duflo, Kremer and Robinson (2008) assess whether 
fertiliser usage increases profits and, if so, under what 
conditions the benefit of fertiliser usage is maximised. Six field 
trials were conducted in a relatively poor district of western 
Kenya. Farmers were randomly selected and divided into plots. 
One plot was randomly selected to receive calcium ammonium 
nitrate fertiliser, whereas another was given the full package 
recommended by the Ministry of Agriculture. A third plot 
served as the control group. During the implementation of the 
intervention, farmers were assisted in different ways as to how 
they should use the fertiliser and the new hybrid seeds. The 
study concludes that although fertiliser use can be very 
profitable, there is substantial scope for learning, and small 
(and inexperienced) farmers should be supported in different 
ways for these profits to be realised. This paper provides a 
good example of an RCT where there is more than one 
treatment group and the intervention is not a one-shot type 
intervention but a series of interventions over a longer period 
of time. This allowed the researchers to answer many 
questions at once and also to understand the reason why 
some farmers benefit more or less than others from fertiliser 
use. The bottom line was that fertiliser usage should be 
complemented by technical support, and the way the 
experiment was designed allowed the researchers to reach 
this conclusion.

Gine and Yang (2009) conducted a randomised field 
experiment with a sample of 800 farmers in Malawi. They 
studied whether the provision of insurance with credit 
increases the likelihood of a farmer adopting a new technology. 
The sample was divided into two: half of the sample was 
offered credit to purchase high-yielding hybrid maize and the 
other half was required to purchase insurance if they decided 
to take up the credit. Surprisingly, the technology adoption 
rate in the treatment group (the group of farmers who were 
required to buy insurance) turned out to be lower than in the 
control group. This is a good example of a case where an RCT 

the project. It is important to find the right size for the 
evaluation sample, one that guarantees external validity and 
keeps the project within budget. Finally, in the third step, each 
unit in the evaluation sample is randomly assigned to the 
control and the treatment groups. In this step, each unit in the 
evaluation sample has an equal chance of being selected into 
the programme. A lottery is often conducted to ensure 
randomness. The degree to which units of observation are 
randomly selected into the programme eventually determines 
the internal validity of the study.

Another critical decision is the selection of the level at 
which the randomisation will take place. Suppose that we 
decided to conduct an RCT to measure the impact of our 
technology adoption programme on productivity. We may 
select cities, districts, villages or farmers as the units of 
randomisation. If we decide to randomise at the village level, 
this would require us to randomly select some villages into the 
programme and exclude others from the programme. As a 
second strategy, we may decide to randomise at the household 
level. In this case, there will be treated and untreated 
households within the same village. Randomising at a higher 
level has the advantage of collecting data more easily as 
participants are less geographically scattered. This helps in 
avoiding the conflict that may arise within a closed community, 
especially when participation is considered beneficial. On the 
other hand, data would have to be collected on a larger number 
of villages to make sure that there are sufficient units in the 
control and treatment groups. 

As long as the number of units in the evaluation sample is 
large enough, there is a high probability that the participants 
and non-participants of the programme will have similar 
characteristics. Since allocation of treatment is random, there 
is no reason the groups should be different from one another 
in observable and unobservable characteristics. In other 
words, an RCT has a high potential of producing a control and 
a treatment group that are good counterfactuals for each 
other. In this sense, RCTs are said to meet the gold standard of 
evaluation: they produce a good estimate of the counterfactual 
and remove any bias due to a selection problem. 

Although in theory RCTs are expected to produce good 
estimates of the counterfactual, in practice this should be 
tested. Data on certain characteristics of the units of 
observation and the outcome variables are collected before 
the implementation of the programme for both the control and 
the treatment groups. These data are called baseline data. In 
order to empirically verify that the gold standard is met, 
baseline ‘balancedness’ tests are conducted. If the RCT is 
successful in building suitable control and treatment groups, 
there should be no statistically significant difference in these 
observable characteristics between the control and the 
treatment groups. If this is the case, any difference in the 
outcome variable that emerges between the control and the 
treatment groups after the implementation of the programme 
will be an unbiased estimate of programme impact. 

Ashraf, Gine and Karlan (2008) consider whether support 
to farmers in the form of credit and know-how increases the 
likelihood of farmers adopting and marketing an export crop. 



10   Agriculture Dialogue: Keynote Paper

the restriction that the treatment group would follow a trend 
parallel to the control group in the absence of the programme. 
This makes the counterfactual level of productivity 103 units. 
The DID estimate of the programme’s impact is a 7-unit 
increase, which is the difference between the actual outcome 
(110 units) and the counterfactual outcome (103 units).

DID allows for control and treatment groups to differ from 
each other before the implementation of the programme. 
Therefore, it is less restrictive than a simple participant-
nonparticipant comparison. The underlying assumption here 
is that the difference between the control and the treatment 
groups would have remained the same had the programme 
not been implemented. In other words, the control and 
treatment groups are assumed to follow parallel trends in the 
absence of the programme. If this parallel trends assumption 
holds, any change in the difference between the control and 
the treatment groups from the pre- to the post-intervention 
period is due the implementation of the programme that is 
being evaluated. In other words, programme impact can be 
formulated as follows:

DID Estimate =  
PostIntervention Difference – PreIntervention Difference

 ß DID = E[(Y T=1
treatment–Y T=1

control) – (Y T=0
treatment–Y T=0

control)]

where Y T=t
treatment is the value that Y takes at time t for the 

observations in the treatment group and Y T=t
control  is the value that 

Y takes at time t for the observations in the control group. The 
first term in parentheses is the difference between the control 
and treatment groups post-intervention, whereas the second 
term is the difference pre-intervention. The estimate of the 
programme’s impact is the difference between the two 
differences.

Using our example (see Figure 4), the DID estimate can be 
calculated using the above formula as follows:

DID Estimate = (125 – 100) – (100 – 90)

DID Estimate = 25 – 10 = 15 units

The identification of programme impact relies on the 
assumption of parallel trends. In some cases, this may be 
violated. If the control and the treatment groups have 
unparalleled trends even before the implementation of the 
programme, then the change in the difference between the 
control and the treatment groups cannot be solely due to the 
programme. In other words, if this assumption is being violated 
and if this is not taken into account, the DID is likely to produce 
biased estimates of the impact. 

The parallel trends assumption can be tested. One test is 
to calculate the growth rate of the outcome variable for the 
control and treatment groups pre-intervention and to test 
whether these two rates are significantly different from each 
other. If they are not, the assumption of parallel trends holds. 
Otherwise, the assumption is violated and the DID is likely to 
produce biased estimates. This can be illustrated visually by 

did not necessarily need to randomly select individuals into 
the control and the treatment groups. The requirement 
contract that insurance be purchased made the credit more 
expensive for farmers and lowered the take-up rate in the 
treatment group. Moreover, take-up of credit in the treatment 
group turned out to be correlated with some farmer 
characteristics such as income, education and wealth, which 
potentially proxy for farmer’s income. On the other hand, there 
was no such association with the take-up rate in the control 
group. This led to systematic differences between the control 
and the treatment groups on confounding factors. Not 
controlling for such factors resulted in a biased estimate of the 
programme’s impact.

Difference in differences
DID is a popular evaluation technique that is applied to 
observational data. It is a quantitative non-experimental 
evaluation method, which combines the before-after and 
participant-nonparticipant comparison techniques in a novel 
way. The idea is as follows: if we have data for the control and 
the treatment groups for both the pre- and post-
implementation periods, we can do double-differencing to 
arrive at an unbiased estimate of programme impact. Firstly, 
we get the difference between the control and the treatment 
groups before the implementation of the programme; 
secondly, we get the difference between the same control and 
treatment groups after the implementation of the programme; 
and finally, the difference between the two differences gives us 
an estimate of the impact of the programme. 

Figure 4:  Estimating the counterfactual using the DID 
approach
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Returning to our technology adoption programme example 
(see Figure 2), let us now assume that before the 
implementation of this programme, the farmers in the 
treatment group were more productive than the farmers in the 
control group. After the implementation of the programme, 
productivity in the treatment group increased from 100 to 110 
units. In order to obtain the valid counterfactual, we impose 
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only correlation between the instrument and the outcome 
variable should be due to and through the variable measuring 
participation. If the IV meets these two requirements, it will 
be a valid instrument. 

Testing whether the first requirement is met is rather 
straightforward. One needs to check the correlation between 
the instrument and the dummy variable measuring 
participation and, if it is sufficiently high, then the first 
condition is satisfied. It is relatively more difficult to check the 
second condition. There is no statistic that will directly answer 
the question of whether it is met or not. The evaluator will 
need to argue intuitively to prove that there is no direct 
relationship between the instrument and the outcome variable 
and that the only effect of the instrument on the outcome 
variable is through the programme participation dummy.

Figure 5: Finding a valid instrument

Instrument (Z) Outcome (Y)
Programme 

participation (D)

Confounding 
factors (X)

The relationships between the participation dummy, outcome 
variable, confounding factors and a valid IV are summarised in 
Figure 5. The relationship between the dummy variable 
measuring participation and the outcome variable is the one 
we are interested in. However, confounding factors that affect 
both participation and outcome make it difficult for us to 
identify the causal impact of D on Y. If we can find a variable, 
Z, that is correlated with D and if the only correlations between 
Z and Y are through X, we have a valid instrument. In other 
words, the instrument should be correlated with the 
participation variable, and the only correlation between the 
instrument and the outcome variable should be through 
participation (i.e. the instrument should not impact directly on 
the outcome). 

Given a valid instrument, it remains to follow the two-step 
procedure of IVE. In the first step, D is regressed on Z. 
Estimated coefficients from this regression are used to 
calculate predicted values of D. These predicted values will be 
free of endogeneity; any variation in the predicted values of D 
will be due to the variation in Z. Variation in D due to other 
confounding factors will be removed. In the second step of the 
estimation, Y is regressed on the predicted D rather than the 
actual D. The programme impact estimated at this second 
step will be free of selection bias. 

IVE has the advantage of being an unbiased estimator when 
a valid instrument is found. The strength of this method is due 
to the fact that with a valid instrument, IVE can control and 
correct for unobserved as well as observed differences 
between the control and the treatment groups. However, the 
issue of finding such an instrument is a substantial one. 

drawing a time plot of the outcome variable pre-intervention 
separately for the control and the treatment groups.

Deininger, Ali and Alemu (2009) report on the impact of a 
low-cost land-registration programme in Ethiopia on land-
related investment. They use data from four rounds of a 
panel survey of rural households conducted in 1999, 2001, 
2004 and 2007. The fact that the programme was introduced 
at different times in different districts made it possible for the 
researchers to adopt a DID approach. More specifically, the 
programme was implemented in February 2003–2004 in the 
treatment villages, compared to May 2005–September 
2006 in the control villages. The main outcome variable was 
land-related investment. Deninger et al. (2009) also look at 
the impact of the programme on participation in the land-
rental market and expectations of conflict in the next five 
years. They conclude that certification had a positive 
economic impact and improved tenure security and the 
supply of land to the rental market. In addition, the cost-
benefit analysis suggests that the programme had significant 
positive net benefits. 

The fact that the programme was 
introduced at different times in different 

districts made it possible for the 
researchers to adopt a DID approach.

Dillon (2008) reports on an impact evaluation conducted by 
the International Food Policy Research Institute (IFPRI) to 
assess the effect of access to irrigation on poverty, production 
and nutrient intakes. Data came from two household surveys 
conducted in 1997–1998 and in 2006. Nonrandomised 
programme placement in villages and adoption decisions by 
households within these villages could potentially have led to 
biased estimations of the coefficients. A DID approach was 
adopted to overcome this issue, and robustness checks were 
conducted by combining this approach with matching 
techniques. Regardless of the estimation method used, 
significant positive increases in total household consumption, 
agricultural production and caloric and protein intakes were 
estimated for households with access to irrigation. 

Instrumental variables estimation
As discussed, above, an important challenge faced while doing 
an evaluation is to find a way of solving the selection problem. 
More specifically, if there are some unit characteristics that 
determine participation and are also correlated with the 
outcome variable, a simple comparison of the control and the 
treatment groups will produce biased estimates of programme 
impact. Such confounding factors need to be taken into 
account during identification. 

IVE solves this identification issue by introducing a third 
variable, which is called the instrumental variable (IV). For 
the IVE to produce unbiased coefficients, the selected 
instrument has to satisfy two properties: it needs to be 
correlated with the variables measuring participation; and the 
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PSM builds upon this idea in a three-step approach. In the 
first step, a probit regression is done where the dependent 
variable is a dummy variable measuring participation and 
this dummy variable is regressed on the set of pre-
intervention characteristics. This first step produces an 
estimated coefficient for each and every characteristic. In the 
second step, the probability of being a participant is 
estimated for each and every unit of observation in both the 
control and the treatment groups. In the third and the final 
step, observations in the control and the treatment groups 
are matched on the basis of these estimated probabilities. As 
a result, control and treatment groups consist of units that 
are similar to each other and, hence, are good estimates of 
the counterfactual. 

The exact matching procedure deployed in the third step 
discussed above can take many forms. How the distance 
between observations is defined and how many observations 
from the control group are matched with a single observation 
in the treatment group will determine which exact 
observations will be in the matched sample and the weights 
given. Matching methods used in the literature include one-
to-one matching, nearest neighbour matching, kernel 
matching, radius matching, local linear regression matching, 
spline matching and mahalanobis matching. Results may be 
sensitive to which matching technique is used, so it may be a 
good idea to conduct robustness checks by trying different 
techniques.

PSM has the advantage of being computationally 
straightforward. The procedure is well defined. If data are 
collected on a sufficient number of characteristics, the chances 
are high that the control and treatment groups will be good 
estimates of the counterfactual. However, this method has 
two weaknesses. Firstly, it relies on the assumption that any 
difference between the control and treatment groups is due to 
observable characteristics. This is a strong assumption. There 
may be differences in unobservable characteristics between 
the control and treatment groups and these characteristics 
may well be correlated with participation and outcome. 

Ricker-Gilbert and Jayne (2010) consider the contemp-
oraneous and dynamic impacts of fertiliser subsidies on 
household well-being using data from Malawi. Non-random 
distribution of targeted distribution subsidies may potentially 
lead to selection bias in a simple regression of measures of 
well-being on fertiliser usage. In order to overcome this, the 
authors applied IVE. Their instrument was a variable measuring 
whether or not a member of parliament resided in the 
community. In order to convince the reader that this is a valid 
instrument, they assert, firstly, that the variable is a measure 
of socio-political capital, which could influence how much 
subsidised fertiliser a household receives and, secondly, that 
one would not expect to see a direct effect of a member of 
parliament residing in the community on the well-being of 
households through channels other than access to the 
fertiliser. This second assertion is questionable and harder to 
test, which may cast doubt on the findings in this paper. One 
objection could be that if a member of the parliament resides 
in a certain community, he or she may put more effort into 
building better infrastructure in the area and, hence, may 
change the well-being of households through other channels. 
Putting this aside, the authors conclude that fertiliser usage 
has a significantly positive impact on household well-being.

Propensity score matching 
PSM is another attempt to build comparable control and 
treatment groups. The idea is to match units of observation 
from the control and the treatment groups on the basis of a set 
of pre-intervention characteristics. The ideal scenario would 
be to find an exact match in the control group for each and 
every observation in the treatment group (see Figure 6). This 
would ensure that the control and the treatment groups are 
identical before the programme is implemented and any 
difference after implementation could safely be attributed to 
the programme. However, this is not feasible. While trying to 
find an exact match for each and every observation in the 
treatment group, many would remain off-support and the 
sample size would be reduced significantly.

Figure 6: Exact matching and on- and off-support observations

Off supportOff support

Treatment group Control group



 Tools to assess value for money in agriculture   13

3

Figure 7:  Estimating programme impact using an RDD 
approach
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RDD may be fuzzy or sharp. In the case of sharp RDD, the rule 
is strictly applied in the selection of units for participation. In 
the case of fuzzy RDD, some units may get treatment although 
they do not qualify in terms of the criteria and the threshold, 
while other units may not receive treatment despite qualifying 
for participation. The application of the method differs slightly 
depending on whether RDD is fuzzy or sharp, but the key idea 
of exploiting the cut-off remains the same. 

RDD has its own strengths and weaknesses. The good thing 
about this methodology is that an explicitly defined rule is 
employed. In other words, the evaluator is given a variable that 
potentially can act as a valid instrument. However, how close 
the units that are kept in the sample should be to the cut-off 
point is unclear. Robustness checks should be carried out by 
changing the bandwidth. Secondly, being close to the cut-off 
point may not always guarantee that the units in the control 
and the treatment groups are similar in terms of other relevant 
characteristics. If the eligibility criteria do not include all of 
these other relevant characteristics, the similarity of two 
observations in terms of the eligibility criteria does not 
necessarily mean that they will be similar in terms of the other 
characteristics as well. If that is the case and if these 
characteristics are significant determinants of the outcome 
variable, selection bias will not be completely alleviated. 
Finally, dropping observations from both the control and the 
treatment groups may reduce the strength of the results, 
especially when the sample is already small.

Casaburi, Glennerster and Suri (2012) assess the impact of 
a rural road infrastructure improvement programme in Sierra 
Leone on transport costs and crop prices. The specific design 
of the programme allowed the researchers to implement RDD 
to estimate the impact. Roads were ranked according to an 
index that was a weighted average of a set of components. 
Roads with the highest score were given priority for 
rehabilitation, and a maximum of 150 km of roads were 
rehabilitated in each district. In this way, the strict eligibility 
criteria for the programme were used as the identification 
strategy. Thirty out of 47 roads were selected in four districts. 
The authors conclude that improved roads reduced local crop 
prices through the reduction in transport costs.

Therefore, selection bias due to ‘unobservables’ is not 
alleviated with PSM. Secondly, this method is relatively data 
intensive. In order to make sure that the control and treatment 
groups are well matched, at least in terms of observables, data 
should be collected on a large number of variables, and this 
can be challenging.

Bernard, Taffesse and Gabre-Madhin (2008) deploy PSM 
techniques to study the impact of co-operatives on the 
behaviour and welfare of their members in Ethiopia. Theirs is a 
two-step matching procedure, whereby they first match areas 
with a co-operative with comparable areas without a 
co-operative on the basis of marketing-relevant characteristics. 
In the second step, co-operative member households are 
matched with similar households in areas without a 
co-operative. The second step of matching is done using a 
propensity score, which is a function of household 
characteristics that may affect the probability of a household 
participating in a co-operative. This two-step matching 
procedure reduces the size of the sample leading to worries 
regarding the precision of the estimates. The authors check 
the robustness of their results using a larger sample. Overall, 
they reach the conclusion that being a member of a 
co-operative has varied effects on the behaviour and welfare 
of their members, and larger farmers seem to benefit more 
from such membership. This paper is a good example of 
selection from several sources.

Regression discontinuity design 
Some programmes are designed in a way that sets out an 
explicit rule for participation. Predetermined criteria, along 
with a threshold value, are used for selecting units into the 
control or treatment groups. The rationale behind RDD is that 
units to the right and to the left of the cut-off point are similar 
to each other, except for the fact that some are treated and 
some are not. This allows us to use the criteria and the 
threshold imposed by the administrative agent as an 
instrument for participation. Units in the treatment group and 
control group that are far away from the cut-off point are 
dropped from the sample, and the evaluator is left with smaller 
but more comparable control and treatment groups. The jump 
in the outcome variable around the cut-off point is an unbiased 
estimate of the programme’s impact. 

Figure 7 illustrates identification of the programme impact 
with RDD. Returning again to our technology adoption 
programme example, assume that an index is built on the 
basis of a set of area-level characteristics. Villages are given 
scores between 0 and 20, and those with scores higher than 
10 become eligible for the programme. Villages just above 
and just below the threshold can be deemed the same. As 
seen in Figure 7, there is a linear and an increasing relationship 
between the index score and the level of productivity. 
However, this linear relationship has a discontinuity around 
the threshold value. The jump in productivity around the 
threshold is the programme impact, as the village that is just 
right of the threshold is very similar to the village that is just 
left of the threshold, except for the fact that one is eligible for 
the programme and the other is not.
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4.1  Determining evaluation questions 
and selecting performance indicators

The first step in designing an impact evaluation is to build the 
results chain and select the performance indicators. A results 
chain starts with the inputs that are necessary for 
implementation of the programme (see Figure 8). These 
inputs are utilised via activities to produce the goods and 
services that are distributed by the programme implementer. 
All of these inputs, activities and outputs are aimed at reaching 
intended outcomes. Intermediate outcomes are those that are 
expected to be realised in the short run and over which the 
implementing agency has less control. They may or may not 
be the objective of the programme, but through the realisation 
of intermediate outcomes, final outcomes are achieved and 
the programme serves its ultimate purpose. 

Building the results chain is a good starting point for 
selecting the performance indicators. When the performance 
indicators are being selected, the evaluator should be 
interested in the intermediate outcomes as well as the final 
outcomes. Finding an answer to the question of whether the 
final outcomes have been achieved is the priority of an impact 
evaluation. It is equally important, however, to understand 
which intermediate outcomes contributed to the success or 
failure of the programme. Especially when the final outcomes 
are expected to be realised in the long run, measuring the 

Writing an impact evaluation plan can be a good starting point 
for any impact evaluation and has the potential to save time 
and money. The impact evaluation plan should start with a 
description of the programme, which details its objectives and 
its design. The objectives of the programme will help the 
evaluator with building the results chain and selecting the 
performance indicators, whereas the design of the programme 
will determine which evaluation method(s) should be 
deployed in order to achieve a correct estimate of the 
programme impact. The impact evaluation plan should then 
continue with detailing how the sample will be selected, what 
kind of data will be needed, and how and when the data will be 
collected. Finally, the expected outputs of the impact 
evaluation should be summarised, and the overall budget of 
the programme should be detailed.

Building the results chain is a good starting 
point for selecting the performance 

indicators. 

In this section, we discuss the elements of an impact evaluation 
plan and provide the reader with a step-by-step guide to 
conducting impact evaluations.

4. How to evaluate agricultural projects? 

Figure 8: Building the results chain
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an interim evaluation just when the intermediate outcomes 
are realised and a final evaluation after the final outcomes are 
actually observed. The interim evaluation will give early 
feedback and will allow the implementer to redesign the 
programme before it is too late. The final evaluation, on the 
other hand, will tell whether or not the programme achieved 
its ultimate purpose. 

4.2  Choosing the methodology
The second step in designing an evaluation is choosing the 
methodology. The design of the programme itself will lead us 
to the right design for the evaluation. Is the participation 
assigned randomly? Are there significant differences between 
eligibility and actual treatment? Are there criteria and 
thresholds that determine participation? Are there 
confounding factors that affect both participation and the 
outcome variable? At which level is participation or actual 
treatment assigned? Are the outcome variables quantifiable? 
These are all questions that need to be answered in order to 
decide which of the evaluation methods discussed above 
should be deployed. 

Table 1 lists the five quantitative impact evaluation methods 
discussed in section 3 above, along with the key assumptions 
under which each method is appropriate and its strengths and 
limitations. Careful examination of the design of the 
programme tells us which of the key assumptions is most 
likely to be met and, hence, leads us to the appropriate 
evaluation design.

impact of the programme on the intermediate performance 
indicators becomes crucial. This allows the evaluator to give 
early feedback to the implementers, enabling them to redesign 
the programme where necessary. 

In the field of agriculture, different performance indicators 
are selected depending on the type of intervention. The 
World Bank (2011) recently conducted a review of impact 
evaluations in agriculture and came up with a list of the most 
commonly used performance indicators in the field. The 
most common performance indicator in existing evaluations 
is yield, defined as production or labour per total area of 
cultivated land – 39 per cent of studies reviewed in this 
report use yield as a performance indicator. The second most 
used indicator was income, defined as earnings from all 
activities (24 per cent). Nine per cent of the reviewed studies 
used production and 8 per cent used profit as their 
performance indicators. 

An important decision that needs to be taken is when to 
evaluate a certain project. Elements in the results chain can 
offer an indication of the appropriate time/s. While building 
the results chain, the evaluator should start thinking about 
how long the implementation phase will be and how long it 
will take to produce the outputs and observe the intermediate 
and final outcomes. An evaluation done too early may 
conclude that the programme is ineffective although it is not. 
Similarly, an evaluation done too late may attribute the impact 
of outside factors to the programme, producing biased 
estimates. If the budget permits, it might be a good idea to do 

Table 1: Impact evaluation methods and key assumptions

Methodology Key assumption(s) Strengths Limitations

Randomised 
controlled trials

Subjects cannot manipulate assignment 
into the programme 

Subjects in the control group must be 
credibly excluded from receiving benefits 
from the intervention or programme

Clear comparison group, which allows for 
credible identification of the impact

Not all policies are suitable for RCT

Local effects measured by RCTs might be 
different from systematic effects when a 
programme is scaled up

External validity

Difference in 
differences

Trend of the treated group must be 
identical to trend of control group in the 
absence of the intervention

DDs control for factors (observed and 
unobserved) that do not vary over time

Cost-effective impact evaluation method

DD estimates are invalid if changes over 
time occurred to one group but not the 
other, or if the two groups had different 
trends before the intervention

Instrumental 
variables 
estimation

Instrument must be strongly associated 
with participation of the policy and must 
not be associated with the outcomes 
evaluated

IV estimates control for unobserved 
information that may influence self-
selection into the programme

If not planned ahead, IV evaluations are 
difficult to do

IV results estimate only local effects

Propensity score 
matching

After controlling for observed differences, 
outcomes of treated group are identical to 
outcomes of control group in the absence 
of the intervention

PSM allows identification of a control 
group when the eligibility criteria depend 
on multiple variables

PSM is data intensive 

PSM estimator does not control for 
unobserved differences

PSM should be used only in cases where 
the evaluator has a clear and detailed 
understanding of the eligibility criteria of 
an intervention 

Regression 
discontinuity 
design

In the absence of the intervention, the cut-
off variable should be associated with the 
outcome variable in a continuous manner

Baseline data not needed

Solid RD estimates are comparable to RCT 
estimates

RD effects will be biased if the cut-off was 
assigned to maximise the impact of the 
intervention

Sufficient observations surrounding the 
cut-off are needed 

RD results estimate only local effects

Source: World Bank (2012)
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denominator is a measure of how precise the ß̂ is. As the 
estimate gets more accurate and/or precise, the t-statistic 
increases. 

The t-statistic is used to answer the question of whether the 
programme has an impact. This hypothesis can be formulated 
as follows:

 H
O
 : ß = 0

 H
A
 : ß  0

Thus, we test the null hypothesis (H
O
) that the programme has 

no impact against the alternative hypothesis (H
A
) that it does 

have an impact. If the calculated t-statistic is large enough, the 
null hypothesis is rejected and we conclude that the 
programme has a significant impact. Alternatively, we fail to 
reject the null hypothesis that the programme has no impact. 

The question here is how large the t-statistic should be for 
us to be able to reject the null hypothesis. The calculated 
t-statistic is compared with a t-critical, which is a function of 
the sample size (N) and confidence level (α): 

 |t – stat| > |t – crit(N, α)|  Reject H
O

 |t – stat| < |t – crit(N, α)|  Fail to Reject H
O

When testing the impact of a programme, two types of error 
can be made. The first is called a Type I error and occurs when 
we reject the null hypothesis and conclude that the programme 
has an impact when in fact it does not (see Table 3). 

Table 3: Type I and Type II errors

ß=0 ß 0

Fail to reject the null hypothesis Correct Type II error

Reject the null hypothesis Type I error Correct

The second, a Type II error, occurs when we fail to reject the 
null hypothesis and conclude that the programme does not 
have an impact when in fact it does. The probability of a Type I 
error occurring can be determined by setting the value of α. 
This is equal to one minus the confidence level. If α is set at 95 
per cent, for instance, there is a 5 per cent probability that a 
Type I error will occur. The probability of a Type II error 
occurring, on the other hand, is determined by the statistical 
power of the evaluation. The statistical power of a test is equal 

With reference to our technology adoption programme 
example, by considering alternative designs for the 
programme, Table 2 summarises which impact evaluation 
technique should be deployed in each case.

4.3  Choosing the sample and testing the 
hypothesis5

The third step in designing an impact evaluation is choosing the 
sample and testing the hypothesis. If there were no budget and 
time constraints, the ideal scenario would be to collect data on 
the whole population rather than a sample of it. However, if the 
population is too large this is not feasible. A careful sampling 
should be done to obtain an accurate and precise estimate of 
the true programme impact. Let us assume that the true value 
of the programme impact is ß. The selected sample will give us 
an estimate of the ß coefficient – let us call this ß̂. The accuracy 
of ß̂ is determined by how close the estimate is to the true value 
of the coefficient. As the sample becomes more and more 
representative, so the estimate becomes more accurate. The 
precision of ß̂, on the other hand, is determined by how similar 
the estimates are if we do repeated sampling. As each sample 
gets larger, the estimate becomes more precise. In other words, 
we are more likely to get a similar estimate if we select a different 
sample of the same size. 

One statistic that summarises the accuracy and the 
precision of an estimate is the t-statistic. Let us assume that 
we repeatedly get samples of the size N and calculate ß̂ for 
each and every sample. Each sample will give us a different 
estimate of the true coefficient and these estimates will have a 
distribution with a mean and a variance. The t-statistic is a 
function of the mean and the variance and the true value of the 
coefficient, and can be formulated as follows:

t = 
E(ß̂) – ß

Var(ß̂)

where E(ß̂) is the mean of the ß̂ and Var(ß̂) is the variance of ß̂. 
The expression in the numerator is a measure of how close the 
mean value of the estimate is to the true value of the coefficient 
and, hence, is a proxy for accuracy. The expression in the 

5 This section contains material that requires some intermediate 
knowledge of statistics. The sections that follow do not build upon this 
section. Readers who are not familiar with the terminology and who find it 
difficult to comprehend may skip this section and continue to Section 4.4.

Table 2: Picking the right methodology

Intervention type Suitable evaluation approach

A lottery was done and farmers were randomly selected into the programme Randomised controlled trial

Farmers in 14 districts were selected into the programme and the rest were left out Difference in differences

Farmers from villages where a parliament member lives were selected into the programme Instrumental variables estimation

Farmers were evaluated on a set of certain characteristics and were selected into the programme as a result of 
this evaluation

Propensity score matching

Farmers were evaluated and ranked according to certain eligibility criteria and those above the threshold were 
selected into the programme

Regression discontinuity design
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data should be collected at the household level. One variable 
that measures farmers’ productivity is output per hectare of 
land. This information may come from existing sources, such 
as household surveys, or one may need to design 
questionnaires that ask for details of the output and land 
owned by each household. Data should be collected on other 
control characteristics at the household level, such as farmers’ 
experience, wealth and resources, and at the community level, 
such as soil fertility and availability of water resources. Once 
again, this information may come from existing household- 
and community-level surveys or may be collected by the 
evaluator only on the evaluation sample. 

 4.5  Producing findings and writing an 
evaluation report

Two types of evaluation report are generally produced within 
an impact assessment project. The first is the baseline report, 
which is produced earlier in the evaluation timeline. This 
report aims to give an overview of the evaluation plan and also 
to provide some summary statistics using baseline data. It 
starts with a description of the programme. The proposed 
evaluation design and data collection techniques are 
discussed, and some comprehensive descriptive statistics are 
provided for the reader. Summary statistics using the baseline 
data should show that the control and treatment groups are 
valid counterfactuals for each other (balancedness tests). If 
not, the reader should be convinced that even though there are 
differences between the control and treatment groups pre-
intervention, these will be overcome by the proposed method 
of evaluation. The baseline report is useful in the sense that it 
provides a framework for the evaluation team and also acts as 
an early warning if the programme and/or evaluation need to 
be redesigned.

The second type of evaluation report is the final evaluation 
report. This is the most important written output of an 
evaluation project and needs to be compiled with extreme 
care. It is as important to communicate the results of an 
impact evaluation effectively as it is to identify the true 
programme impact. In addition to what is found in the 
baseline report, the final report should include more detailed 
information on the estimation methodology and a new 
section on results. The final evaluation report should provide 
convincing evidence that the estimated programme impact 
is an unbiased estimate of the true impact. For this, 
balancedness tests using baseline data should be reported 
on and the main results should be supported with additional 
robustness checks. 

In addition to the comprehensive evaluation report, one- 
or two-page policy briefs may be produced to give a quick 
snapshot of the evaluation. These can be especially useful in 
communicating the results to the general public in an 
efficient way.

to one minus the probability of committing a Type II error. The 
evaluation is said to have a high power if it is less likely that a 
Type II error will be committed. Power calculations are crucial 
in determining how large the sample should be. As the sample 
gets larger, so the evaluation becomes more powerful and the 
less likely the conclusion that the programme does not have 
any impact when in fact it does. 

4.4  Collecting data
Once it is decided which performance indicators will be used 
and how large the sample should be to ensure accuracy and 
precision, the next step is to collect data. 

In order to build a valid counterfactual, data should be 
collected both before and after the implementation of a 
programme. Data collected before the implementation are 
called baseline data. Baseline data are crucial for determining 
whether the control and treatment groups were similar prior 
to intervention. Data collected after the implementation are 
called post-intervention data and, along with the baseline 
data, are used to measure programme impact. Further rounds 
of data collection can be helpful, especially in distinguishing 
between the short- and long run impact of a programme.

Some data will come from existing 
sources and some will have to be collected 

by the researcher through interviews, 
questionnaires and so on.

Another important decision is to determine the variables on 
which data will be collected. The intermediate and final 
outcomes are determined in the first step using the results 
chain. In addition to this, it must be decided which control 
characteristics and exogenous factors will be incorporated in 
the estimation. Depending on data availability, the aim should 
be to collect as much information as possible on characteristics 
and exogenous factors that are relevant to the programme 
that is being evaluated. 

The next thing to do is to search for data sources. Some data 
will come from existing sources and some will have to be 
collected by the researcher through interviews, questionnaires 
and so on. The more that existing sources of data are utilised, 
the less costly data collection will be. The evaluator needs to 
find a good balance between using existing data sources and 
new data so as to minimise the cost and maximise the amount 
of information included in the dataset. 

Collecting data for the evaluation of agricultural programmes 
should incorporate the steps noted above. Let us again 
consider our technology adoption programme example. As 
mentioned above, the long-run performance indicator is the 
productivity of farmers. If the unit of observation is farmers, 
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5. Institutionalising impact evaluation 

This section of the paper discusses how the transition from 
individual impact evaluations to a systematic approach should 
be managed at the government level. Examples are given of 
countries that have been successful in institutionalising impact 
evaluation along with monitoring of development programmes.

The independence, openness and 
accountability of the impact evaluations are 
extremely important. Independence should 

be guaranteed and protected by law.

The World Bank (2009) defines a framework for building an 
institutional setting for impact evaluations. The whole process 
should be country-led; in other words, it should be managed by 
a central government or a major sectoral agency. There should 
be strong acceptance by all stakeholders, including policy-
makers, politicians, agencies and budget planners, and the 
system needs to be depoliticised so that it is not affected by 
changes in the administration or the government. Strong 
legislation and administrative directives lead to the robust 
operation of the system. Stakeholders should be provided with 
clear guidelines on procedures and methodologies. More 
specifically, how programmes are to be selected for evaluation, 
what processes should be followed in commissioning, 
conducting and disseminating evaluations and how use is to be 
made of the findings of the evaluations should be clearly 
defined and communicated to all the stakeholders. Impact 
evaluations should be well integrated with monitoring and 
evaluation systems and with budget and development planning 
activities. The independence, openness and accountability of 
the impact evaluations are extremely important. Independence 
should be guaranteed and protected by law, and the government 
should be open to evaluation findings and willing to accept and 
publish unfavourable findings. Data should be made available 
to the general public for further analysis. This institutional 
set-up should also play a leading role in capacity development. 
There should be a supply of technical expertise to collect, 
analyse and conduct impact evaluations and also to create a 
strong demand for impact evaluations. 

Although this serves as a guide to setting up the institutional 
framework for conducting impact evaluations, there is no 
single best way to do it. The institutional setting should be 
compatible with political and public administration systems, 
and should be consistent with national impact evaluation 
capacity.

The World Bank (2009) defines three pathways towards a 
government-led, standardised impact evaluation system. The 
first pathway starts with ad hoc evaluation studies, often 
funded by strong donors. Through time, government 
involvement increases and this leads to a systematisation of 
evaluation selection and design procedures. This is the route 
followed by the Ministry of Planning in Colombia. Responsible 
for the National System for Evaluation of Public Sector 
Management (SINERGIA), the Ministry of Planning took a 
leading role in the selection of the programmes to be evaluated, 
which previously had been determined by the interests of 
international funding agencies. A World Bank loan has 
supported the strengthening of the system. 

The second pathway starts in particular sectors and evolves 
towards a systematic, whole-of-government impact evaluation 
system through the involvement of academia, civil society and 
the central government. In Mexico, for example, continuous 
and rigorous evaluations of Conditional Cash Transfer (CCT) 
programmes led to the construction of a National Evaluation 
System (SEDESOL). 

The third option is to start impact evaluations at the whole-
of-government level. This begins with the setting up of a 
government-level monitoring and evaluation system and 
continues with defining government-wide performance 
indicators and standardising procedures for the design, 
implementation and dissemination of impact evaluations. 
Chile is a good example of setting up a national evaluation 
system. In 1994, the first steps were taken by developing 
performance indicators and by 2001 rigorous impact 
evaluations were being conducted within the Ministry of 
Finance. Rapid ex post evaluations are conducted and 
completed within six months to provide quick feedback to 
policy-makers. More comprehensive evaluations, which are 
expected to be completed within 18 months and are more 
costly, are also commissioned.





 Tools to assess value for money in agriculture   21

6

6. Conclusion

This paper has outlined the main quantitative impact 
evaluation methodologies that can be applied to agricultural 
projects. It has considered ex ante and ex post quantitative 
methodologies and has also discussed the use of qualitative 
methods in evaluations. Each technique has been illustrated 
with examples from actual impact evaluations in the 
agricultural sector of various African countries. 

During the first day of the Agriculture Dialogue Programme, 
we will discuss the importance of evaluating agricultural 
projects and the challenges associated with these evaluations. 
We will go over the main quantitative ex post impact evaluation 
techniques including: 

•	 randomised control trials (RCTs); 
•	 difference in differences (DID);
•	 instrumental variables estimation (IVE); 
•	 propensity score matching (PSM); and
•	 regression discontinuity design (RDD). 

We will also discuss qualitative versus quantitative methods 
of evaluation, and consider cases where ex ante quantitative 
evaluations are used in micro simulations. 

On the second day of the programme, we will have technical 
sessions on how to evaluate agricultural projects, looking at 
how to build a results chain, select performance indicators and 
formulate and test hypotheses. We will also have a session on 
sampling, collecting data, producing findings and writing the 
evaluation report, as well as the institutional set-up necessary 
for creating the right bureaucratic environment for carrying 
out impact evaluations.

The second day of the programme will include interactive 
country case study sessions on impact evaluations carried out 
in Malawi and Mali. For Malawi, we will go over the Farm Input 
Subsidy Programme, and discuss the choice of evaluation 
methodology, the data available, and the evaluation findings. 
For Mali, we will review two programmes that have been 
evaluated – the West African Cotton Improvement Programme 
and the National Rural Infrastructure Programme. Finally, at 
the end of the second day, you will have the chance to think 
through an agricultural programme evaluation of your 
choosing, and we will interactively discuss what data and 
methodologies might be appropriate to use in your programme 
setting. The programme will conclude with an open discussion 
on the case studies of programmes you have selected. 
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Glossary 

Attribution: The extent to which the observed change in 
outcome is the result of the intervention, having allowed for all 
other factors which may also affect the outcome(s) of interest. 

Average treatment effect: The average value of the impact on 
the beneficiary group (or treatment group). See also intention 
to treat and treatment of the treated. 

Balanced panel: Each unit of observation in the sample 
appears every year in the period covered by the panel. 

Baseline survey and baseline data: A survey to collect data 
prior to the start of the intervention. Baseline data are 
necessary to conduct double difference analysis, and should 
be collected from both treatment and comparison groups. 

Before versus after: The comparison in the outcome for the 
treatment group after the intervention to its baseline value.

Beneficiary or beneficiaries: Beneficiaries are the individuals, 
firms, facilities and villages or similar that are exposed to an 
intervention with beneficial intentions. 

Bias: The extent to which the estimate of impact differs from 
the true value as a result of problems in the evaluation or 
sample design (i.e. not due to sampling error). 

Comparison group: A group of individuals whose 
characteristics are similar to those of the treatment groups (or 
participants) but who do not receive the intervention. Under 
trial conditions in which the evaluator can ensure that no 
confounding factors affect the comparison group, it is called a 
control group. 

Confidence level: The level of certainty that the true value of 
impact (or any other statistical estimate) will be included 
within a specified range. 

Confounding factors: Factors (variables) other than the 
programme, which affect the outcome of interest. 

Control group: A special case of the comparison group, in 
which the evaluator can control the environment and so limit 
confounding factors. 

Counterfactual: The state of the world in the absence of the 
intervention. For most impact evaluations the counterfactual 

is the value of the outcome for the treatment group in the 
absence of the intervention. However, studies should also pay 
attention to unintended outcomes, including effects on non-
beneficiaries. 

Dependent variable: A variable believed to be predicted by or 
caused by one or more other variables (independent variables). 
The term is commonly used in regression analysis. 

Dummy variable: A variable with only two possible values, for 
example, ‘sex’ (male=0, female=1). The dependent variable in 
the probit participation equation estimated for propensity 
score matching is a dichotomous variable for which 
participate=1, didn’t participate=0. 

Difference-in-difference: The difference in the change in the 
outcome observed in the treatment group compared to the 
change observed in the comparison group; or, equivalently, the 
change in the difference in the outcome between treatment 
and comparison. Double differencing removes selection bias 
resulting from time-invariant unobservables. 

Eligible population: Those who meet the criteria to be 
beneficiaries of the intervention. The population may be 
individuals, facilities (e.g. schools or clinics), firms or whatever. 

Ex ante evaluation design: An impact evaluation design 
prepared before the intervention takes place. Ex ante designs 
are stronger than ex post evaluation designs because of the 
possibility of considering random assignment, and the 
collection of baseline data from both treatment and 
comparison groups. Also called prospective evaluation. 

Ex post evaluation design: An impact evaluation design 
prepared once the intervention has started, and possibly been 
completed. Unless there was random assignment then a 
quasi-experimental design has to be used. 

External validity: The extent to which the results of the impact 
evaluation apply to another time or place. 

Hypothesis: A specific statement regarding the relationship 
between two variables. In an impact evaluation the hypothesis 
typically relates to the expected impact of the intervention on 
the outcome. 
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characteristics must not be affected by the intervention. PSM 
hence allows matching on multiple characteristics, by 
summarising these characteristics in a single figure (the 
propensity score). 

Random assignment: An intervention design in which 
members of the eligible population are assigned at random to 
either the treatment group or the control group (i.e. random 
assignment). That is, whether someone is in the treatment or 
control group is solely a matter of chance, and not a function 
of any of their characteristics (either observed or unobserved). 

Randomised controlled trial (RCT): An impact evaluation 
design in which random assignment has been used to allocate 
the intervention amongst members of the eligible population. 
Since there should be no correlation between participant 
characteristics and the outcome, and differences in outcome 
between the treatment and control can be fully attributed to 
the intervention, i.e. there is no selection bias. However, RCTs 
may be subject to several types of bias and so need to follow 
strict protocols. Also called experimental design. 

Regression analysis: A statistical method, which determines 
the association between the dependent variable and one or 
more independent variables. 

Regression discontinuity design (RDD): An impact evaluation 
design in which the treatment and comparison groups are 
identified as being those just either side of some threshold 
value of a variable. This variable may be a score or observed 
characteristic (e.g. age or land holding) used by programme 
staff in determining the eligible population, or it may be a 
variable found to distinguish participants from non-
participants through data analysis. RDD is an example of a 
quasi-experimental design. 

Robustness: The ability of an economic model to remain valid 
under different assumptions, parameters and initial conditions.

Sample: A subset of the population being studied. The sample 
is drawn randomly from the sampling frame. In a simple 
random sample all elements in the frame have an equal 
probability of being selected, but usually more complex 
sampling designs are used, requiring the use of sample weights 
in analysis. 

Secondary data: Data that have been collected for another 
purpose, but may be re-analysed in a subsequent study. 

Selection bias: Potential biases introduced into a study by the 
selection of different types of people into treatment and 
comparison groups. As a result, the outcome differences may 
potentially be explained as a result of pre-existing differences 
between the groups, rather than the treatment itself. 

Spill-over effects: When the intervention has an impact 
(either positive or negative) on units not in the treatment 
group. Ignoring spill-over effects results in a biased impact 
estimate. If there are spill-over effects then the group of 
beneficiaries is larger than the group of participants. When the 
spill-over affects members of the comparison group, this is a 
special case of contagion. 

Impact: How an intervention alters the state of the world. 
Impact evaluations typically focus on the effect of the 
intervention on the outcome for the beneficiary population. 

Impact evaluation: A study of the attribution of changes in the 
outcome to the intervention. Impact evaluations have either 
an experimental or quasi-experimental design. 

Independent variable: A variable believed to cause changes in 
the dependent variable, usually applied in regression analysis. 

Intention to treat estimate: The average treatment effect 
calculated across the whole treatment group, regardless of 
whether they actually participated in the intervention or not. 
Compare to treatment of the treated. 

Internal validity: The validity of the evaluation design, i.e. 
whether it adequately handles issues such as sample selection 
(to minimise selection bias), spill-overs, contagion, and impact 
heterogeneity. 

Intervention: The project, programme or policy, which is the 
subject of the impact evaluation. 

Matching: A method utilised to create comparison groups, in 
which groups or individuals are matched to those in the 
treatment group based on characteristics felt to be relevant to 
the outcome(s) of the intervention. 

Mixed methods: The use of both quantitative and qualitative 
methods in an impact evaluation design. Sometimes called 
Q-squared or Q2. 

N: Number of cases. Uppercase ‘N’ refers to the number of 
cases in the population. Lower case ‘n’ refers to the number of 
cases in the sample. 

Outcome(s): A variable, or variables, which measure the 
impact of the intervention. 

Panel data and panel survey: Data collected through 
consecutive surveys in which observations are collected on 
the same sample of respondents in each round. Panel data 
may suffer from attrition, which can result in bias. 

Participant: An individual, facility, firm, village or whatever 
receiving the intervention. Also known as the treatment group. 

Power: The ability of a study to detect an impact. Conducting a 
power calculation is a crucial step in impact evaluation design.

Power calculation: A calculation of the sample required for the 
impact evaluation, which depends on the minimum effect size 
and required level of confidence. 

Primary data: Data collected by the researcher specifically for 
the research project. 

Propensity score matching (PSM): A quasi-experimental 
design for estimating the impact of an intervention. The 
outcomes for the treatment group are compared to those for a 
comparison group, where the latter is constructed through 
matching based on propensity scores. The propensity score is 
the probability of participating in the intervention, as given by 
a probit regression on observed characteristics. These 
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Survey: The collection of information using (1) a predefined 
sampling strategy, and (2) a survey instrument. A survey may 
collect data from individuals, households or other units such 
as firms or schools. 

Treatment group: The group of people, firms, facilities or 
whatever who receive the intervention. Also called participants. 

Treatment of the treated: The treatment of the treated 
estimate is the impact (average treatment effect) only on 
those who actually received the intervention. 

Unit of analysis/observation: The class of elemental units that 
constitute the population and the units selected for 
measurement; also, the class of elemental units to which the 
measurements are generalised. 

Unobservables: Characteristics, which cannot be observed or 
measured. The presence of unobservables can cause selection 
bias in quasi-experimental designs, if these unobservables are 
correlated with both participation in the programme and the 
outcome(s) of interest.

 
Source: 3ie (2012) 3ie impact evaluation glossary. International Initiative for Impact Evaluation, 
New Delhi, India. Available at: http://www.3ieimpact.org/media/filer/2012/07/11/impact_
evaluation_glossary_-_july_2012_3.pdf [accessed 24 March 2014]. 
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