
Virtually Damaging our Roads 
 
Dr Stephen Remde, Director of Innovation and Research, on how we are using artificial 
intelligence to make our roads safer.  
 
Demis Hassabis, the former chess-prodigy and CEO of the Google-owned DeepMind has an 
ambitious mission for Artificial Intelligence (AI): To use it to solve everything in our lives.  
 
At Gaist, we too are passionate about the transformative power of AI. Our focus though is on 
the application of this technology to a more tangible and immediate challenge – our pothole 
blighted roads.  
 
Our work to build the deepest and most sophisticated understanding possible of the road 
network – how they deteriorate, at what rate, where cracks are most likely to form etc – 
centres on the capture and analysis of vast volumes of data. To date, we have amassed a 
bank of over 1 billion images of roads and extracted detailed information about the visible 
defects. 
 
Interrogating that data is a painstaking and laborious task. To help us in this challenge, we 
are currently evaluating the latest deep learning research and developing the tools to 
automate some parts of our processes. Doing this will not only accelerate the work but also 
free up hours of our staff time to focus on tasks where the value of a ‘human’ is essential. 
 
The data collected by Gaist via our fleets of vans which spend up to eight hours a day every 
day of the year trawling the road network is what we call ‘realistic’ in that, it contains the good 
(well lit, in-focus and clear), the bad (poor light and motion blurred) and the ugly (hard to make 
out, very dark or over exposed images). Often in academic datasets, we only see the good.  
 
To effectively learn by example, machine-learning - a form of AI which involves pouring data 
into a computer and training software to find patterns in it - requires large amounts of 
‘expertly made’ data. This is data which has been made by an expert and which we can be 
sure is of high quality and an accurate example of what we are trying to learn. 
 
But what happens when we don’t have sufficient data in the detail needed to teach these 
algorithms? Quite simply, we made it up by inserting cracks into the road - but only 
virtually…  
 



 
 
 
 Gaist and the data-crunching challenge 
 
The challenge for the expert (and multi award winning) team at Gaist is this: Our objective is 
to extract 35 different road defects and train a machine to identify them. These defects help 
our team of engineers understand how the road is deteriorating and what is the best treatment 
for sections of road. To do this we need to present a machine with at least 1,000 (bare 
minimum) of each type. That’s 35,000 examples we need to find and manually draw a line 
around.  
 
But that is not the whole picture: The machine also needs to recognise these defects on 
different surfaces and in different environments: So, if we say 10 different surface types then 
that’s suddenly 350,000 images. And what about normal/overcast/bright sunshine/low light 
and sun glare situations - 350,000 x 5 = 1,750,000 examples. And so on. 
 
In the real world there are many issues associated with data capture (the aforementioned ‘bad’ 
and ‘ugly’). Most of these are overcome by an experienced and trained human eye, but when 
we are teaching a machine to do the same, we must show it many more examples than we 
would for a human.  
 
For a human inspector, we can show them a picture of a crack with the sun at an interesting 
angle and tell them to “watch out for this when you notice the sun is low in the sky”. That is 
usually enough. For a machine, it’s a whole different story. 
 
For each different “thing” we are trying to recognise, we need a precise definition of what that 
thing is. To do this, we have experts find images of these things and carefully draw around 
them (a process known as annotation). Not only is it time consuming to do this task but finding 
that many examples in the first instance may be impossible. 
 
 



 
 
Above is an example of some of the images our team have annotated. These will have taken 
anywhere from 30 seconds to 3 minutes depend on the complexity - and these are extremely 
simple compared to annotating road defects. 
 
Dealing with a lack of data 
 
So, what do we do? Well, there are two main techniques for dealing with lack of data: 
Augmented data and Synthetic data. Augmented data is where we take the data we do have 
and alter it to make more examples - for example, mirroring an image, skewing it or enlarging 
it slightly. The more interesting one is synthetic data - which is “made up” data. 
 
Our task originally is to take an image and annotate the areas we are interested in: 

Turning this image in to these annotations 

 
But, if we can create the full colour image from an annotation we created, we don’t need to 
label the image. This can be fairly simple. Below we split the images randomly to create a mix 
of materials through the image and “paste” in the texture from some of our already labelled 
images. This allows us to create examples of surface boundaries we have not regularly seen 
in our library of data, and in areas of the image that they are not usually seen - for example, a 
verge in the middle of a single carriageway! 
 



Artificial annotated data Synthetic image 
 
We can also get more creative and try and generate images that actually look like the defect 
or object we are trying to identify. So, for example, we could take an image of a perfectly good 
road and add cracks. Since we added the cracks we would know exactly where they are! 
 

Artificially generated crack Synthetic image Machine learning prediction 

 
And this works surprisingly well. Most of the defects we are trying to identify are natural looking 
in nature and so we can use algorithms based on natural processes to generate synthetic 
images. The example above uses a space colonization algorithm: we pick random “leaf” points 
and then the branches are guided by an average of the previous closest points.  
 
We can generate thousands of images within minutes, but we must be careful to remember 
the source of this data. The way we generated these cracks is artificial and we still need real 
world examples to learn from. The algorithms can, however, be used to pre-filter images with 
cracks in them for manual annotation and replaced with good quality data when it becomes 
available. 
 
AI and the road ahead 
 



At Gaist, we have over 1 billion street level images to play with. Today, these are already 
providing enormous value to our customers who range from local authorities to utility 
companies and contractors.  
 
Our data and expert analysis provides them with critical intelligence which enables them to 
take better informed decisions, more efficiently conduct their day-to-day operations and 
longer-term projects and to prioritise and manage their spending with confidence. 
 
But the developments in machine learning are opening-up whole new frontiers which will allow 
us to extract even more value for the organisations we work with - a prospect which is hugely 
exciting. 
 
For more information on our work in this area, please contact Stephen at 
stephen.remde@gaist.co.uk, 01535 280066.  
 
Visit our website: www.gaist.co.uk and follow us @gaistsolutions 

http://www.gaist.co.uk/

