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Abstract— In the Multi-Agent Path Finding problem
(MAPF), we are given a map and a set of agents with distinct
source and goal locations. The task is to compute a path for
each agent from its initial location to its goal location without
conflicting with other agents.

MAPF solvers can be divided into classes based on their
purpose. One of these classes is the class of online MAPF
algorithms, in which the search for paths is interleaved with the
actual physical moves of the agents. A prominent algorithm in
this class is the Windowed Hierarchical Cooperative A* algorithm
(WHCA*) where paths are planned for each agent individually
and cooperation is obtained using a reservation table.

A number of extensions for WHCA* already exist. In this
paper we propose a general approach for the baseline WHCA*
algorithm which is orthogonal to all other existing extensions.
We improve WHCA* by introducing the Conflict Oriented
(CO) principle for focusing the agent coordination around con-
flicts. In addition, we provide a conflict-oriented prioritization
mechanism that intelligently chooses which agent should act
next. Experimental results demonstrate the advantage of our
approach over WHCA*.

I. INTRODUCTION

Recently, there has been a growing interest in the multi-
agent path finding (MAPF) problem. MAPF consists of a
graph and a number of agents. For each agent, a unique start
and goal states are given, and the task is to find paths for
all agents from their start states to their goal states, under
the constraint that agents must not collide. Usually, the aim
is to minimize a cumulative cost function such as the sum
of the time steps for all agents to reach their goals. MAPF
has many practical applications in robotics, video games, and
other domains [1], [2], [3], [4].

In this work we assume a centralized setting with a single
CPU that controls cooperative agents. The case where agents
are non-cooperative was discussed in [5].

A. Classes of MAPF

MAPF solvers can be divided into classes. Offline solvers
first perform all computations in a single continuous interval
and return a plan - a set of paths for the agents to follow. The
agents begin to follow the plan only after the computation is
over and no additional computation is performed. Therefore,
the plan cannot contain parts where agents collide. Some
offline solvers aim to find the optimal solutions according
to some predefined cost function. In the past, variants of
the A* algorithm were used on the state-space induced by
placing agents into locations [6]. Recently more advanced
algorithms were developed either for the A* framework [7],
or by using unique search trees and novel search algorithms
[8], [9]. As optimal solvers they do not scale up. Other offline

algorithms sacrifice optimality or completeness in order to
reduce computation. For example, the HCA* algorithm [1]
calculates paths for each agent individually. Once a path
for an agent is found, that path is written (reserved) into
a global spatio-temporal reservation table where subsequent
agents cannot conflict with the reserved paths. The concept
of using such a reservation table to coordinate agents was
also used in [2] to enable multiple vehicles to move on a
shared crossroad.

In this paper we focus on online solvers for MAPF that
interleave computation and physical moves. They sacrifice
optimality and may not be complete, but as any online
algorithm, they respond quickly (sometimes in realtime) and
agents do not spend a lot of time calculating paths. Some
online algorithms are constructive or rule-based algorithms.
These algorithms provide special rules or macros for the
agents which prevent them from colliding and finally getting
them to their goal locations. Usually, the solution quality is
very far from optimal and many times no bounds on optimal-
ity are given. A prominent example of such algorithms is the
Push and Swap algorithm [10]. Other rule-based algorithms
were suggested ([11], [12]).

A straightforward approach for an online search solver for
MAPF is to use the concept of Local-Repair A* (LRA*) [13].
Here, paths are planned for each agent while ignoring other
agents. Then, agents start moving. When a conflict is about
to occur it is locally resolved. For example, by constructing
detours (repairs) for some of the agents.

A prominent online search MAPF solver is the Windowed
Hierarchical Cooperative A* (WHCA*) algorithm [1] which
is an online variant of HCA*. WHCA* only reserves paths of
length W (window size parameter). The agents then follow
the partially-reserved paths and a new cycle begins from the
agents’ current locations. In each cycle a different ordering
of agents is used to allow a balanced distribution of the
reservation table between the agents. A number of variants
and enhancements of WHCA* were introduced. They all
combine reservation tables with online moves. Other works
use map abstractions in order to compute less conflicted
paths [14], [15], [16]. However, these algorithms still need
some form of coordination. Usually, this coordination is
achieved using the WHCA* window principle. For example,
Jansen et al. [15] uses a shared data structure called direction
maps to achieve better coordination between the agents. Al-
though this method encourages cooperative behavior, agents
can still collide. Another map abstraction method is used in
the Flow Annotation Replanning (FAR) algorithm [16]. The



ideas presented in this paper are orthogonal to all of these
variants. Therefore, for simplicity, we describe and compare
our approach to the baseline WHCA* variant as was first
presented by [1].

B. Contribution of the paper

WHCA* does not consider the locations and times where
conflicts are likely to occur and uses a fixed size reservation
window. This can lead to inefficient behavior on some cases.
In this paper we aim to remedy these drawbacks. We make
the following two contributions.

First we introduce the notion of Conflict Oriented reser-
vation and the resulting Conflict Oriented-WHCA* algorithm
(CO-WHCA*). CO-WHCA* focuses the reservation win-
dows on areas and time-steps where conflicts between agents
occur. Additionally, with this new approach, reservations are
made most of the time only by a single agent. This reduces
the number of reservations and avoids many expensive inte-
grations in the search process. CO-WHCA* uses a parameter
to determine the start of the reservation window and the point
up to which agents should move, given a conflict which is
about to occur. In the extreme case, where this parameter
is set to 0, CO-WHCA* boils down to an offline algorithm
that can be called CO-HCA*. CO-HCA* improves HCA*
on the same issues. Although not discussed in this paper, a
non-parametric approach is also possible where the length
and position of the reservation window is determined by a
heuristic function. We leave this direction for future research.

Our second contribution is a mechanism called Conflict
Oriented prioritization where we prioritize agents on the
reservation table based on the likelihood of the agents to
make efficient detours.

We provide experimental results that show that CO-
WHCA* achieves considerably better execution times than
WHCA* while keeping the solution quality and the suc-
cess rates. We also demonstrate the advantage of using
our conflict-oriented prioritization to achieve better solution
qualities on expanse of execution time.

II. DEFINITIONS AND TERMINOLOGY

The input to MAPF is a graph, G(V,E) and a set of agents
labeled a1 . . . ak. Each agent ai has a start position si ∈ V
and goal position gi ∈ V . Time is discretized into time steps.
At each time step an agent can either move to a neighboring
location or wait in its current location. Both actions cost
1. The task is to find a collision free path for each agent
while minimizing a global cost function. We allow agents to
move simultaneously but restrict moving on the same edge
in opposite directions. The cost function we use is the sum
of time steps [17], [8], [9] which is the sum of time steps
required to reach the goal location for all agents. We use
the term path in the context of a single agent. We define a
space-time point, or in short st-point as a pair (v, t) where
v is a vertex of the graph and t is a time point. A path
pi = 〈(si = v0, 0), (v1, 1) . . . (gi = vg, g)〉 for agent ai is
a sequence of st-points that brings the agent from the start
to the goal where agent ai is located at location vt at time

step t. We use the term plan to denote a set of paths for the
given set of agents. Formally, a conflict is defined as a tuple
(A, v, t) where A is a set of agents that use the (v, t) st-
point. A valid plan is a plan that its paths have no conflicts.

III. ONLINE MAPF ALGORITHMS

Unlike offline algorithms that find an entire valid-plan
before agents start to navigate, online algorithms work in
cycles which interleave a planning phase and a moving
phase. In the planning phase, partial paths are computed. In
the moving phase agents physically move along these paths.
Online algorithms may be required in realtime environments
when moving must be done on a regular, time limited
intervals.

The local repair A* (LRA*) [13] is a general online search
approach, originally designed for a single agent that has only
partial knowledge on the environment (i.e., some edges or
vertices might turn out to be missing or blocked when the
agent physically arrives at these locations). To find a path,
LRA* uses an optimistic view of the environment where
unknown parts of the environment are assumed traversable
(commonly known as the Free Space Assumption [18]).
The agent starts to follow a path which might contain un-
traversable or missing edges. In this case the moving phase
halts and a new planning phase starts from the current
location, with the new knowledge.

Silver [1] reports that a basic variant of LRA* was the
main common approach for many years in industrial appli-
cations for online MAPF solvers. In the planning phase, all
agents compute an “optimistic” path to their goals, ignoring
the existence of other agents. Agents then start moving.
When two or more agents are about to move to the same
location, thus causing a conflict, one of the agents is allowed
to use the conflicted location while the others are forced to
replan, thus, locally resolving the conflict. The basic imple-
mentation of LRA* for MAPF suffers from infinite-loops and
cycles on narrow or bottleneck environments [1]. To address
this, Sliver suggested the HCA* algorithm (offline) and the
WHCA* algorithm (online) which are covered next.

Algorithm 1: WHCA* pseudo-code
1 Input: MAPF,W ,K
2 reset T
3 while some agents are not at their goal do
4 for each agent ai do
5 findPath(ai, T )
6 Reserve first W steps

7 for each agent ai in parallel do
8 Move ai K time steps

9 reset T

A. HCA* and WHCA*

HCA* is a suboptimal and incomplete offline algorithm.
HCA* calculates individual paths for each agent according
to some predefined order. After each path calculation, the
algorithm reserves the entire series of st-points of that path in
the reservation table. When searching for a path for any given



agent, st-points already reserved by previous agents cannot
be used, and this assures that no conflicts will occur. Agent
prioritization in HCA* is determined arbitrarily. However,
this order is known to be very sensitive. It is very easy to
think of an example with two agents where a given order
will find a solution but reversing the order will prevent the
algorithm from finding a solution.

The prioritization issue was partially mitigated by
the Windowed Hierarchical Cooperative A* algorithm
(WHCA*) [1]. WHCA* is an online variant of HCA* where
plan - move cycles are activated. WHCA* uses two parame-
ters, W for the planning phase and K for the moving phase.
In the planning phase, agents are ordered arbitrarily and each
agent in turn searches for a path to its goal. However, unlike
HCA*, in WHCA* the agents only make reservations for the
next W time steps. Therefore, the paths that are generated
are only guaranteed to be conflict-free for the next W steps.
In the moving phase, each agent follows its reserved path
up to time step K (another parameter, the length of the
moving phase). Since the paths calculated are only conflict-
free up to W time steps, the equation K ≤W must always
hold. After these K steps are taken, the reservation table is
erased (even for time steps t where k < t ≤ W ) and a new
cycle begins at time step k from the current location of the
agents. The pseudo code of WHCA* is given in algorithm 1.
First, a reservation table T is initialized to empty (line 1).
Then, paths up to length W are computed and stored in the
reservation table for each of the agents. In the moving phase,
agents move K steps each in parallel.

WHCA* has several important advantages over HCA*.
First, Silver suggested that in each cycle, a different priori-
tization order will be used. In particular, Silver suggested to
iterate through the agents in a round-robin fashion. Second,
agents only reserve W steps. Compared to HCA*, this saves
memory of the reservation table. Additionally, the planning
time is reduced as less st-points are reserved. In practice, W
and K should be determined carefully. A window which is
too large, demands more time and space in the reservation
table. Using large W or small K is more likely to result in
futile planning since the plan might not be relevant on later
stages. On the other hand, a window which is too small can
lead to many computation phases and cycles due to short
sighted decisions. Likewise, the value of the K parameter
also impacts the algorithm behavior. Silver only used one
value for K: K = W/2.

Silver observed that WHCA* outperforms HCA* in the
distance traveled by the agents. In addition, neither HCA*
nor WHCA* guarantee completeness. Silver showed that the
success rate (i.e., the proportion of instances where a solution
was found and the agents arrived at their goals) of WHCA*
was larger than that of HCA*. This advantage is attributed to
the balanced prioritization and the fact that none of the agents
had better privileges on the reservation table. Moreover, both
HCA* and WHCA* outperform LRA* in their success rates,
solution quality and the number of search - move cycles.

WHCA* does not consider conflicts that occur between
agents and thus has a number of drawbacks. First, for each

Algorithm 2: CO-WHCA* : MAPF
1 reset T
2 while some agents are not at their goal do
3 for each agent ai do
4 planPath(ai, T )

5 c = 〈A, v, t〉 ← findFirstConflict
6 ac ← conflictOwner(c)
7 wstart ← movePosition(c)
8 wend ← reservePosition(c)
9 reserve wstart . . . wend st-points of ac in T

10 for each agent ai in parallel do
11 Move ai to wstart

agent, WHCA* (and HCA*) reserves W st-points for the
next W time steps, regardless of whether any of the st-
points is required by another agent. One might consider an
example where the individual optimal paths of all agents have
no conflicts. In this case, reserving any of the st-points is
useless. Furthermore, assume that the first conflict between
two agents occurs at time step W +1. These two agents will
calculate their full paths (that conflicts at time point W +1)
but reserve only the first W st-points. These two agents then
move along these W st-points unaware of the conflict. Only
when a new cycle begins, the conflict at time step W + 1
will be detected. Agents might find it hard to overcome a
conflict so close to their physical position.

IV. THE CONFLICT-ORIENTED WHCA*

Our new algorithm, Conflict Oriented WHCA* (CO-
WHCA*) aims to address these drawbacks by combining
ideas from both WHCA* and local-repair A*. Similar to
WHCA*, CO-WHCA* uses a reservation table with a limited
length. CO-WHCA* is flexible about the window position
and places it only around conflicts that were found in the
planning phase. As LRA*, CO-WHCA* is flexible in its
switching between the moving phase and the planning phase.

Algorithm 2 describes CO-WHCA*. Similar to WHCA*,
initially (line 1), a reservation table is set to empty. Then,
plan-move cycles are repeated until a solution is found.

In CO-WHCA*, the location of the window where paths
are reserved is flexible. Unlike WHCA*, where the reserva-
tions are erased between cycles, in CO-WHCA*, reservations
that were made in planning phase of cycle i are kept for the
planning phase of cycle i + 1 if the moving phase of cycle
i stopped before the relevant time steps. Such reserved st-
points are denoted as leftovers. The planning phase of CO-
WHCA* consists of 3 steps: (1) A path is found for each
agent individually (line 4) from its current location to its
goal. This path does not conflict with the st-points that are
leftovers from previous cycles in reservation table. Naturally,
in the first cycle, there are no leftovers. (2) These paths are
simulated until the earliest conflict c = {A, v, t} (i.e., a set of
agents A are using the (v, t) st-point) is found (line 5). This
conflict is, of course, beyond the time steps of any leftovers
from previous cycles. (3) Finally, a reservation mechanism
similar to the one used by WHCA* is used. However, in
CO-WHCA* we use additional information (lines 6-8) in



order to position the reservation window around the conflict
c (line 9). This is described next.

Given a conflict c, one of the agents is chosen as the
conflict-owner of c, denoted as ac (line 6). Only ac is allowed
to use the conflicting st-points in its path. We set two time
points, wstart and wend (lines 7-8). These two time points
constitute the reservation window around conflict c. We then
reserve the st-points in the path that was calculated by ac
between wstart and wend (Line 9).

In our implementation, the methods movePosition(c) and
reservePosition(c) that decide on wstart and wend use a
predetermined fixed length W for the reservation window.
We position the reservation window such that the conflict
time is located in the center of the reservation window.
Thus, for a conflict c = 〈A, v, t〉 and a reservation window
size W , movePosition(c) set wstart to be t − w/2 and
reservePosition(c) sets wend to be t+w/2. Although we
do not cover any of them in this work, we can think of several
extensions to the above implementations. For example, a
non-parametric approach that decides on wstart and wend

using heuristics.
In the moving phase of CO-WHCA* (Line 10), all agents

move up to the last step before to wstart. That is, agents
move exactly to the last time step that was not reserved in
the preceding planning phase. Then, a new plan-move cycle
begins when the agents are located at their new locations.
In the next plan phase all agents search for paths from
their current location to their goal, considering the modified
reservation table. That is, the reservation around the conflict
is passed as a leftover for the next planning phase.

Agents are now located rather close, but a little before
the conflict (W/2 steps away). Thus, those who cannot step
into the conflict will have enough time to find a meaningful
detour. This is the main advantage of CO-WHCA* over
WHCA*, as in WHCA*, agents might start to plan right
before the conflict.

On cases where more than one conflict occurs at time point
t, we repeat lines (6–9) for each of the conflicts (omitted
from Algorithm 2 for clarity). Thus, the algorithm proceeds
to the move phase only when all conflicts up to time t had
been assigned reservation windows.

A. Running example

To demonstrate CO-WHCA*, consider Figure 1. Initially,
agents A and B (agents’ locations are marked with white
circles), each need to cross the entire grid to get to their
goals while agent C is one step away from its goal and the
reservation table is empty. The first plan-move cycle begins
and each of the agents find a path to their goal (Figure 1(a)).
By simulating the paths, the first conflict is found between
the paths of agents A and B at time point t (marked with a
red X). In this example, agent B is chosen arbitrarily as the
conflict master. We assume a fixed window size of size W
and that the reservation window should be positioned evenly
around the conflict. Thus, we select wstart and wend such
that W st-points around the conflict are reserved by agent
B (Figure 1(b)). Next, the move phase begins (Figure 1(c))

and the agents proceed to their locations at wstart. A new
plan phase begins at step (d). Since agent B reserved the
interval adjacent to conflict c, agent A plans a detour - a
path that conflicts with agent C. Now, C gets to reserve the
interval (Step (e)) and the next move phase advances agent
A near the location of c (Figure 1(f)). Next, a new plan is
found and all agents. Agent C again reserves the interval
around the conflict and agent A plans an alternative path to
its destination. This time, none of the agents have conflicts.

The space requirements of the reservation table used in
WHCA* and HCA* depends on the number of agents (W ·
|A| in WHCA*) since all agents reserve st-points at each
phase. In CO-WHCA* , the reservation table is usually a
vector of size W since most of the time, only one agent uses
the reservation table for a limited duration. One exception to
this is when multiple conflicts occur at the same time.
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Fig. 1: Running example of CO-WHCA* algorithm.

B. Offline version

CO-WHCA* can also be easily modified to be an offline
MAPF solver. To do so, we set wstart = 0. That is, all the
moving phases are trivial and agents do not move until all the
planning phases complete. Therefore, at each phase a conflict
is identified and one of the conflicting agents is set to be the
conflict-master. This is repeated until no more conflicts are
found and each agent has a full path to its goal. Then, a single
moving-phase is activated and agents move to their goals.
This variant of CO-WHCA* is denoted by CO-WHCA*(0)
or simply CO-HCA*. When using CO-HCA* in the example
of Figure 1, after the first conflict is found between A and
B, the agents start their second round of planning from their
initial locations. Then the conflict between A and C is found
and resolved. Only then, the agents start to move.

Algorithm 3: selectwd: A,v,t
1 for each agent ai ∈ A do
2 reset Ttmp

3 reserve st-points for agent ai

4 for each agent aj ∈ A do
5 findPath(aj , Ttmp)
6 Estimation[ai]+ = cost of path for agent aj

7 return argmina∈A Estimation[a]
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Fig. 2: WHCA* prioritization sensitivity
V. CONFLICT-ORIENTED PRIORITIZATION

The order by which the agents get to use the reservation
table is known to be important for all algorithms that use
a reservation table. HCA* uses a random prioritization of
agents that may lead to inefficiency. Consider the example
in Figure 2. Agent A needs to cross the map to its goal while
agent B needs to stay at its starting position. If each agent
moves according to its best path, a conflict occurs at time step
3 in the goal location of agent B. Assume a fixed window
size 8. By giving agent A the highest priority, it reserves the
path in the corridor up to time step 8 forcing agent B to
circle around the wall back to its home location. However, it
is much more efficient to give agent B the highest priority.
In this case, B reserves its current location for the first time
steps, forcing agent A to take the bypass around the wall.
Thus, achieving a better total cost.

Several suggestions have been previously proposed for
agent prioritization [19], [20], [21]. Van der berg et al. [20]
considers continuous environments for multi-robot naviga-
tion and suggests to prioritize by decreasing order of the
shortest path length for each agent. Note that in our example
of Figure 2 it is best to give the agent with the shorter path
a higher priority. This is a counter example to the heuristics
used in [20]. In this example, HCA*, WHCA* and CO-
WHCA* will all fail to achieve the optimal solution unless
agent B gets the highest priority. Therefore, although the
windowed reservation of WHCA* makes the prioritization
less critical, it still plays a major role in the success of the
algorithm, especially as the number of agents grows.

A. The winner determination prioritization scheme

We propose a general prioritization scheme for CO-
WHCA* . We call this scheme the winner-determination of
a conflict. The number of possible agent-prioritizations for
a MAPF instance is k! where k is the number of agents.
However, when agent-prioritization is limited to a single
conflict c = {v, t, A}, there are |A|! possible prioritizations,
where |A| is usually a small number. Moreover, since in CO-
WHCA* only a single agent is set to be the conflict master,
we only need to choose one agent out of A.

Our scheme estimates all possible orders and selects the
best one as described in Algorithm 3. We iterate over all
agents ai ∈ A and make each of them in turn the conflict
master. We reserve ai’s relevant st-points in a temporary
reservation table Ttmp (line 3). Then, each of the other
agents in A finds a path that does not conflict with the
temporary reservation table (line 5). We ignore all future
conflicts and sum the costs for the entire group of agents A.
This summation is used as heuristics and we choose the agent
that resulted in the minimal sum of costs. The variant of CO-
WHCA* that uses our winner-determination conflict master

Fig. 3: Evaluation of our methods on different number of agents.

#agents HCA HCApr CO-HCA* CO-HCA*P
cost time cost time cost time cost time

10 467 2.6 475 1.3 470 0.13 464 0.33
20 959 12.7 1,004 7.6 985 2.7 946 7.4
30 1,489 34.6 1,556 29.4 1,480 10.5 1,416 27.5
40 1,933 54.5 2,054 33.8 1,923 23.4 1,891 61.8
50 2,514 92.1 2,670 69.9 2,421 64.9 2,222 93.2
60 3,100 97.8 3,246 128.8 2,948 87.1 2,919 134.2

TABLE I: Costs and execution times (seconds) for offline versions

selection is denoted as CO-WHCA*P (P for prioritized) and
replaces the arbitrary selection of agent that appeared at
line 6, with the procedure selectwd(A) (Algorithm 3).

VI. EMPIRICAL RESULTS

We compared our new algorithms to WHCA* and HCA*.
We used 50 instances of 32x32 four-connected grids and
20 maps from the game Dragon Age Origin [22]. The
number of agents varies from 10 to 70. 20% of the cells in
each instance are randomly selected as un-traversable. Our
selection method of start and goal states was biased towards
generating instances where many conflicts occur. For each
traversable cell l we calculate a density coefficient which is
the number of cells located in proximity r from l that are
used as sources or destinations for other agents or that are
un-traversable. When randomizing source or destination we
give higher probability to cells with high density coefficient.

Fig. 4: Offline CO-WHCA* success rates
A. Offline versions

In Table I we compare our offline methods to the basic
HCA* algorithm and to HCA*pr. HCA*pr prioritizes agents
according to the length of their shortest-path [20]. Figure 4
demonstrates the percentage of instances that each of the
algorithms was able to solve (success rate). For HCA*,
unsolvable instances are such that the algorithm fails to find
a path for some of the agents. For CO-WHCA* and CO-
WHCA*P we limit the number of cycles to 100, after which



we consider the instance unsolvable. Both CO-HCA* and
CO-HCA*P achieve better success rates than basic HCA*
with randomized prioritization. HCA∗pr, however, is able
to solve more instances than our algorithms, especially with
a large number of agents. But on the other hand, its solution
costs are worse. Our algorithms also have advantage in
execution times. Especially when there are small number
of agents. CO-HCA*P execution time increases when the
number of agents is large and therefore many calculations
of agent prioritization are needed. However, usually CO-
HCA*P achieves better solution costs than CO-HCA*. Thus
there is a time-quality tradeoff. As the number of agents and
conflicts increases, CO-HCA*P might be impractical.
B. Online versions

We used several window sizes for WHCA* (8,16,32).
We set wstart and wend at a distance of W/2 from the
conflict time. Figure 3 show the success rates, solution costs
and running times. Both CO-WHCA* and CO-WHCA*P
outperform WHCA* in their success rate. CO-WHCA*
achieves a dramatic improvement over WHCA* in execution
time without sacrificing the solution qualities. CO-WHCA*P
usually achieves better solution qualities than CO-WHCA*
but requires longer calculation of many incremental searches.

Both of our algorithms achieve better results than
WHCA*. Nevertheless, these two algorithms have an internal
time-quality tradeoff. We suggest to use our CO-WHCA*P
algorithm if time permits. Otherwise, we suggest to use
CO-WHCA*. In our implementation we recalculated the
alternative paths from scratch. However, a more efficient
calculation could be made by using suitable algorithms
such as D∗Lite [23]. Note that in our experiments, most
algorithms scaled to at most 70 agents. Thus, we report our
findings only up to 70 agents.

CO-WHCA* CO-WHCA*P WHCA*
Success rate 1 1 0.85

Solution cost 767 744 785
Execution time 31 2,854 1,082

TABLE II: Results for Dragon Age Origin

Table II shows the results from the game Dragon Age
Origin (map den520d) over 20 instances and 10 agents.
CO-WHCA* outperformed WHCA* in all three aspects
making it the algorithm of choice for this domain. However,
CO-WHCA*P required a considerable amount of time and
achieved only a slight improvement in solution quality.

VII. CONCLUSION AND FUTURE WORK

In this work we investigated two techniques that improve
over the WHCA* algorithm, both as an online and as an
offline algorithm. The first technique focuses the reservations
on areas around a potential conflict and allows only a single
agent to use the reservation table. The second technique
determines efficient prioritization of agents, given a detected
conflict. Experimental results shown in this paper demon-
strate that both these techniques are helpful. We showed that
both our algorithms can achieve better results than WHCA*
on a random 32x32 domain and a considerable advantage on
the Dragon Age Origin maps. Also, although CO-WHCA*P

achieves better solution quality, it should be carefully used
since it is time demanding.

Future work will proceed in the following directions.
Integrate the conflict-oriented principle with existing on-
line algorithms such as the FAR algorithm [16]. Propose
other winner-determination methods. For example, based
on abstractions and shared data-structures such as direction
maps [15]. Develop a non-parametric approach that automat-
ically determines the start and end of the reservation window.
These could be determined by heuristics.
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