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Introduction 

This document is a brief introduction to the deep Q learning (DQN) and some of its most 

important improvements. It also covers topics including learning from examples, multi-agent 

environment and using DQN to solve natural language processing problems. The last part of this 

document introduces the possible applications of DQN and its variants in trading. 

 

Deep reinforcement learning and DQN 

 

Markov Decision Process (MDP) 

Markov decision process is a stochastic control process and it is usually represented by 5-tuple 

< 𝑆, 𝐴, 𝑃𝑎 , 𝑅𝑎, 𝛾 > (Markov decision process, n.d.): 

 𝑆 is the state set 

 𝐴 is the action set 

 𝑃𝑎(𝑠, 𝑎, 𝑠′) = Pr(𝑠𝑡+1 = 𝑠′|𝑠𝑡 = 𝑠, 𝑎𝑡 = 𝑎) is the transition probability (given current 

state and action, what’s the probability distribution of the next state) 

 𝑅𝑎(𝑠, 𝑎, 𝑠′) is the immediate reward 

 𝛾 ∈ [0,1] is the discount factor 

 

Optimization problems can be formulated by MDPs, thus can be solved using dynamic 

programming or reinforcement learning methods. 

 

Reinforcement Learning (RL) 

Reinforcement learning uses an agent to interact with the environment and take actions in 

different states to maximize cumulative reward (Silver). 

The key components of reinforcement learning include agent, action, discount factor, 

environment, state, reward, policy, value, Q-value or action-value and trajectory (A Beginner's 

Guide to Deep Reinforcement Learning, n.d.). 
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 Agent: The agent in reinforcement learning interact with the environment and take 

actions. For example, in stock market, an agent can be seen as a trader making decisions 

in different situations. 

 Action(𝑨): An action is what an agent can do in the environment. For example, in the 

stock market, actions can be buying, selling or holding a stock. Usually, the action set is 

finite and discrete, we can also setup continuous actions in Q learning by modifying the 

model or use some policy gradient methods. 

 Discount factor (𝜸): Discount factor acts on the rewards of different time. If the discount 

factor is large, the agent will consider more of the future rewards. Otherwise, if the 

discount factor is small, the agent will focus more on the immediate rewards. 

 Environment: The environment takes the agent’s actions as input and agent’s states and 

rewards as output. 

 State (𝑺): State is the current situation the agent is facing. State can be fully observable 

or partially observable. For example, the current state of the stock market can be partially 

observed by the price, volume etc.  

 Reward (𝑹): A reward is given by the environment to the agent in each step. A carefully 

set reward will guide the agent in the exploration and make the policy converge to the 

optimal. 

 Policy (𝛑): Policy is what the agent’s action should be given its current state. Policy is a 

distribution over different actions and the agent can choose its strategy based on the 

distribution. 

 Value (𝑽): Value function 𝑉(𝑠) is the discounted expected future reward in a certain 

state. It can also be defined as the discounted expected future reward in a certain state 

by taking a specific policy 𝑉𝜋. 

 Q-value or action-value (𝑸): Action value function 𝑄(𝑠, 𝑎) is the discounted expected 

future reward in a certain state and take a certain action. It can also be defined as the 

discounted expected future reward in a certain state and action by taking a specific policy 

𝑄𝜋(𝑠, 𝑎). 

 Trajectory: A trajectory is a series of actions and states taken by the agent in a time period. 
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The goal of the reinforcement learning can be defined as: 

∑ 𝛾𝑡𝑅(𝑠𝑡, 𝑎𝑡)

𝑡=∞

𝑡=0

 

which is the discounted accumulated future rewards. 

 

Q Learning 

Q learning is a value-based off-policy TD control algorithm to solve the reinforcement learning 

problems (Watkins, 1989). Q learning can be defined by: 

𝑄(𝑆𝑡, 𝐴𝑡) ← 𝑄(𝑆𝑡, 𝐴𝑡) + 𝛼 [𝑅𝑡+1 + 𝛾 max
𝑎

𝑄(𝑆𝑡+1, 𝑎) − 𝑄(𝑆𝑡, 𝐴𝑡)] 

by updating the 𝑄 value iteratively, the 𝑄 value can converge to the optimal 𝑞∗, which can be 

used to choose the optimal policy for the agent (Barto, Reinforcement Learning: An Introduction). 

After we get the optimal 𝑞∗, the agent can simply choose the action with the highest 𝑄 value in 

a certain state. Usually, in order to encourage exploration, 𝜖-greedy method is used. The agent 

takes the action with the highest 𝑄 value with probability 1 − 𝜖 and takes actions randomly with 

probability 𝜖. 

 

Deep Q Learning (DQN) 

The action value function 𝑄(𝑠, 𝑎) has two parameters 𝑠 and 𝑎, so traditionally we can use a two-

dimensional matrix to represent it. However, using a matrix means the state and action are all 

finite and cannot be very large. In real-world problems, the state space is usually high-

dimensional. For example, in Atari games the states are the images in each game frame.  

 

One way to address this problem is to use a function to approximate 𝑄  values with a set of 

parameters, then we can rewrite 𝑄(𝑠, 𝑎)  to 𝑄(𝑠, 𝑎; 𝜃)  (Barto, Introduction to reinforcement 

learning, 1998). In order to generalize the function approximator without feature engineering, 

we can use a deep neural network to represent 𝑄 values, this is the so-called DQN method (Mnih, 

2015). 
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The loss function for DQN is: 

𝐿𝑖(𝜃𝑖) = 𝐸𝑠,𝑎,𝑟,𝑠′ [(𝑦𝑖
𝐷𝑄𝑁 − 𝑄(𝑠, 𝑎; 𝜃𝑖))

2

] 

with 𝑦𝑖
𝐷𝑄𝑁 = (𝑟𝑖 + 𝛾 max

𝑎′
𝑄(𝑠′, 𝑎′; 𝜃−)), 𝜃− is target network, 𝜃𝑖  is online network 

 

However, reinforcement learning is unstable when using a nonlinear function approximator (e.g. 

deep neural network) to represent 𝑄 function.  

 

This instability has several causes (Tsitsiklis, 1997):  

 The correlations of the sequence of observations 

 Small updates to Q may significantly change the policy and change the data distribution 

 The correlations between 𝑄 values and the target values 𝑟 + 𝛾 max
𝑎′

𝑄∗(𝑠′, 𝑎′) 

 

There are two modifications to the learning process which solves the problem and provides 

more stable results (Mnih, 2015): 

 Experience replay: This concept is inspired by biology. When people are making decisions, 

they will refer to their memory and use past experience to choose the best action. 

Experience replay stores the past experience (MDP tuples) of an agent and choose some 

of the experience from the memory to train the model. Experience replay can randomize 

over the data, remove the correlations of the sequence of observations and smooth over 

the changes in the data distribution, thus solving the first two problems. 
 

 Target network: Usually, a target network is a copy of the online network but updated 

only periodically. An online network is the original network that is updated every step. 

Using a target network can reduce the correlations between 𝑄  values and the target 

values 𝑟 + 𝛾 max
𝑎′

𝑄∗(𝑠′, 𝑎′), thus solving the third problem. 

 



                               Introduction to Deep Q-Learning  

 7 

Extensions to DQN 

Double Q-learning 

Standard DQN suffers from substantial overestimation problems in some of the Atari games 

(Hasselt, 2015). Double DQN can reduce the overestimation problem and lead to better 

performance in several games. 

The main idea of double DQN is to reduce overestimation by decoupling the max operation in 

the action selection from action evaluation in the target. 

Standard DQN target: 

𝑌𝑡
𝑄 = 𝑅𝑡+1 + 𝛾𝑄(𝑆𝑡+1, 𝑎𝑟𝑔𝑚𝑎𝑥𝑎𝑄(𝑆𝑡+1, 𝑎; 𝜃𝑡); 𝜃𝑡) 

The max operator in standard DQN uses the same network parameter 𝜃𝑡 both to select and to 

evaluate an action, thus making it more likely to select overestimated values. 

Double DQN target: 

𝑌𝑡
𝐷𝑜𝑢𝑏𝑙𝑒𝑄 = 𝑅𝑡+1 + 𝛾𝑄(𝑆𝑡+1, 𝑎𝑟𝑔𝑚𝑎𝑥𝑎𝑄(𝑆𝑡+1, 𝑎; 𝜃𝑡); 𝜃𝑡

′) 

The max operator in standard DQN uses different network parameter 𝜃𝑡 and 𝜃𝑡
′ to select and to 

evaluate an action, thus solving the overestimation problem. 

 

Prioritized replay 

Standard DQN samples minibatches from the experience replay memory uniformly regardless of 

their significance. Prioritized experience replay assigns different priorities to different transitions 

and replay important transitions more frequently, and therefore learn more efficiently (Schaul, 

2016). 

The ideal criterion to prioritize replay should be how much the RL agent can learn from this period 

of replay memory, this can be approximated by the magnitude of a transition’s TD error 𝛿, which 

indicates how far the value is from its target estimate. 

 

Stochastic Prioritization 

Stochastic prioritization makes sure that every transition has a probability to be chosen no matter 

how small its TD-error is: 
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𝑃(𝑖) =
𝑝𝑖

𝛼

∑ 𝑝𝑘
𝛼

𝑘
 

Where 𝑝𝑖 = |𝛿𝑖| + 𝜖  (proportional), where 𝜖  is a small positive constant that prevents the 

denominator from being zero; or 𝑝𝑖 =
1

𝑟𝑎𝑛𝑘(𝑖)
 (rank-based). 

Annealing the Bias 

Prioritized experience replay changes the sample distribution from the true experience 

distribution, so we need importance-sampling to correct this bias: 

𝑤𝑖 = (
1

𝑁
∗

1

𝑃(𝑖)
)
𝛽

 

 

Dueling networks 

Dueling network splits the 𝑄 value estimation into two streams: one for the state value function 

and the other for state-dependent action advantage function. This network structure can 

generalize learning across actions without imposing any change to the RL algorithm (ZiyuWang, 

2016). 

 
Figure 1. A popular single stream Q-network (top) and the dueling Q-

network (bottom). The dueling network has two streams to separately 

estimate (scalar) state-value and the advantages for each action; the 

green output module combines them. Both networks output Q-values 

for each action. (ZiyuWang, 2016) 

 
Figure 2. See, attend and drive: Value and advantage saliency 

maps (red-tinted overlay) on the game Enduro, for a trained 

dueling architecture. The value stream learns to pay attention to 

the road. The advantage stream pays attention when there are 

cars immediately in front, to avoid collisions. (ZiyuWang, 2016) 
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The insight of dueling network is that for many states, it is unnecessary to estimate the value of 

each action choice. For example, in the car driving game above, the agent should focus on the 

road regardless of action, while when there’s car nearby, additional focus should be put on the 

car to make certain action. 

 

The dueling network can be formulated as: 

𝑄(𝑠, 𝑎; 𝜃, 𝛼, 𝛽) = 𝑉(𝑠; 𝜃, 𝛽) + 𝐴(𝑠, 𝑎; 𝜃, 𝛼) 

However, this equation is unidentifiable in the sense that given 𝑄 we cannot recover 𝑉 and 𝐴 

uniquely. For example, we can add a constant to 𝑉 and subtract the same constant from 𝐴 but 

the 𝑄 will remain the same. To address this issue of identifiability, we can force the advantage 

function estimator to have zero advantage at the chosen action: 

𝑄(𝑠, 𝑎; 𝜃, 𝛼, 𝛽) = 𝑉(𝑠; 𝜃, 𝛽) + (𝐴(𝑠, 𝑎; 𝜃, 𝛼) − max
𝑎′∈|𝐴|

𝐴(𝑠, 𝑎′; 𝜃, 𝛼)) 

Or we can replace the max with average: 

𝑄(𝑠, 𝑎; 𝜃, 𝛼, 𝛽) = 𝑉(𝑠; 𝜃, 𝛽) + (𝐴(𝑠, 𝑎; 𝜃, 𝛼) −
1

|𝐴|
∑𝐴(𝑠, 𝑎′; 𝜃, 𝛼)

𝑎′

) 

 

Multi-step learning 

Standard DQN only use one-step reward. Alternatively, we can use multi-step reward to get a 

longer-term forward view and can also lead to faster learning (Barto, Introduction to 

reinforcement learning, 1998). 

𝑅𝑡
(𝑛)

= ∑ 𝛾𝑡
(𝑘)

𝑅𝑡+𝑘+1

𝑛−1

𝑘=0

 

The loss is: 

𝐿(𝜃) = (𝑅𝑡
(𝑛)

+ 𝛾𝑡
(𝑛)

max
𝑎′

𝑞�̅�(𝑆𝑡+𝑛, 𝑎′) − 𝑞𝜃(𝑆𝑡, 𝐴𝑡))
2

 

 

Distributional RL 

Standard 𝑄 function considers the expected value of the discounted future reward: 𝑄∗(𝑠, 𝑎) =

max
𝜋

𝐸[∑ 𝛾𝑘𝑟𝑡+𝑘
∞
𝑘=0 |𝑠𝑡 = 𝑠, 𝑎𝑡 = 𝑎, 𝜋]. However, if we can model the distribution of the future 
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reward instead of only the expected value, we can get better approximation for 𝑄 value and lead 

to more stable learning (Bellemare, 2017). 

 

For example, (Yu, n.d.) in the bimodal distribution below, if we only use the expected value of 

commute time, we will fail to get a good representation of the result. 

 

Bellman equation of a random transition (𝑥, 𝑎) → (𝑋′, 𝐴′): 

Standard 𝑄 learning: 𝑄(𝑥, 𝑎) = 𝐸𝑅(𝑥, 𝑎) + 𝛾𝐸𝑄(𝑋′, 𝐴′) 

Distributional 𝑄 learning: 𝑍(𝑥, 𝑎) = 𝑅(𝑥, 𝑎) + 𝛾𝑍(𝑋′, 𝐴′), where 𝑍 is the value distribution 

 

We can model the distribution of 𝑍  with discrete support 𝑧 . 𝑧  is a vector with 𝑁𝑎𝑡𝑜𝑚𝑠 : 𝑧𝑖 =

𝑣min + (𝑖 − 1)
𝑣max−𝑣min

𝑁𝑎𝑡𝑜𝑚𝑠−1
  for 𝑖 ∈ {1,… ,𝑁𝑎𝑡𝑜𝑚𝑠}. The approximating distribution 𝑑𝑡  at time 𝑡 is 

defined on this support, with the probability mass 𝑝𝜃
𝑖 (𝑆𝑡, 𝐴𝑡) on each atom 𝑖. We can define 𝑑𝑡 =

(𝑧, 𝑝𝜃(𝑆𝑡, 𝐴𝑡)) and update 𝜃 to make the probability mass match the true values (Hessel, 2017). 

 

Training process (Hessel, 2017): 

 Construct a new support for the target distribution: 𝑑𝑡
′ = (𝑅𝑡+1 + 𝛾𝑡+1𝑧,  𝑝�̅�(𝑆𝑡+1, 𝑎𝑡+1

∗̅̅ ̅̅ ̅̅ )) 

 Minimizing the Kullbeck-Leibler divergence: 𝐷𝐾𝐿(ΦZ𝑑𝑡
′||𝑑𝑡), where Φ𝑍 is a 𝐿2-projection 

of the target distribution onto the fixed support 𝑧, and 𝑎𝑡+1
∗̅̅ ̅̅ ̅̅ = 𝑎𝑟𝑔𝑚𝑎𝑥𝑎𝑞�̅�(𝑆𝑡+1, 𝑎) is 

the greedy action with respect to the mean action values 𝑞�̅�(𝑆𝑡+1, 𝑎) = 𝑧𝑇𝑝𝜃(𝑆𝑡+1, 𝑎) in 

state 𝑆𝑡+1. 

 DQN with 𝑁𝑎𝑡𝑜𝑚𝑠 ∗ 𝑁𝑎𝑐𝑡𝑖𝑜𝑛𝑠  outputs and a softmax is applied independently for each 

action dimension of the output to normalize the distribution for each action. 

 

Noisy Nets 

In some of the Atari games like Montezuma’s Revenge (you have to get the key first, then open 

the door, which is more complicated), using 𝜖-greedy will not provide enough exploration. 
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Noisy Nets add a noisy stream to the deterministic fully connected layer (Fortunato, 2018): 

𝑦 = (𝑏 + 𝑊𝑥) + (𝑏𝑛𝑜𝑖𝑠𝑦 ⊙ 𝜖𝑏 + (𝑊𝑛𝑜𝑖𝑠𝑦 ⊙ 𝜖𝑤)𝑥), where 𝜖𝑏 and 𝜖𝑤 are random variables, 

and ⊙ denotes the element-wise product.  

 

Adding a noisy stream will encourage exploration of the agent. Throughout the training process, 

the network will adjust to gradually neglect the noisy stream and result in more deterministic 

policy. 

 

Dynamic Frame Skip 

Video games usually shows many frames per second. If we make different decisions every frame, 

the game play will be slow and great computation power is needed. So, in practice, we usually 

use frame skipping in decision making and we take the same action for several frames 

consecutively. The current architectures like Deep Q Network consists of a framework with a 

static frame skip rate, where the action output from the network is repeated for a fixed number 

of frames regardless of the current state. One modification is to use a Dynamic Frame skip Deep 

Q-Network (DFDQN) which makes the frame skip rate a dynamic learnable parameter 

(Lakshminarayanan, 2016). 

 

Dynamic Frame Skip: 

Low frame skip rate 

 Pros: The decision-making frequency of the agent is high. This leads to policies which 

change rapidly in space and time.  

 Cons: Slower game play since the DQN has to make a decision more often and each such 

decision involves running convolutional neural networks which are computationally 

intensive. 

High frame skip rate 

 Pros: A reduction in decision making frequency gives the agent the advantage of not 

having to learn control policies in the intermediate states given that a persistent action 

from the current state can lead the agent to an advantageous next state. Such skills would 
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be useful for the agent in games where good policies require some level of temporal 

abstraction. 

 Cons: Causes infrequent decisions, which reduces the time to train on an episode at the 

cost of losing fine-grained control. 

 

Model setup: 

Agent can choose two different skip rates 𝑟1 and 𝑟2 

Let 𝒜 = {𝑎1, ⋯ , 𝑎|𝒜|} denote the set of all legal actions 

Introduce |𝒜| new actions {𝑎|𝒜|+1, ⋯ , 𝑎2|𝒜|}, 𝑎𝑘 results in the same basis action as 𝑎𝑘%|𝒜| 

If k < |𝒜|, 𝑎𝑘 repeat 𝑟1 times, otherwise 𝑎𝑘 repeat 𝑟2 times. 

𝑟1 and 𝑟2 are hyper-parameters in this model and must be chosen before the learning begins.  

 
Figure 3. DFDQN Architecture (Lakshminarayanan, 2016) 

Learnable frame skip parameter model: 

Actor Critic setup 

𝑁𝑐: The set of action probabilities {𝜋1, ⋯ , 𝜋|𝒜|} where 𝜋𝑘 is the probability of choosing action 

𝑎𝑘 ∈ 𝒜 = {𝑎1, ⋯ , 𝑎|𝒜|} 

𝑁𝑝: Frame skip parameter 𝑟 (can be constrained in an interval) 

𝑁𝑐𝑟: Estimate of the Value Function of the current state 𝑣 
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Figure 4. Proposed Architecture (Lakshminarayanan, 2016) 

 

Recurrent RL 

Problem: 

The states of the environment are usually only partially observable, we can only observe part of 

the current state or some statistics representing current state. Deep Reinforcement Learning 

controllers have limited memory (e.g. by adding 4 frames together) and rely on being able to 

perceive the complete game screen at each decision point, so if the state is only partially 

observable, the result of reinforcement learning will not perform well. 

 

Solution: 

Add recurrence to a DQN: replace the first post-convolutional fully-connected layer with a 

recurrent LSTM (Hausknecht, 2017). This will add previous memory to the DQN and solve the 

partially observable state problem. 

 

Recurrent Neural Networks (Olah, n.d.) 

Recurrent neural network has previous time output as current time input, so the information will 

persist throughout the time. 

 
Figure 5. An unrolled recurrent neural network. (Olah, n.d.) 
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LSTM Networks (Olah, n.d.) 

Long Short Term Memory networks (LSTM) avoid the long-term dependency problem and is 

widely used. 

 
Figure 6. The repeating module in an LSTM contains four interacting layers. (Olah, n.d.) 

 

Partially Observable Markov Decision Process (POMDP) can be defined as: (𝑆, 𝐴, 𝑃, 𝑅, Ω, 𝑂) , 

where 𝑆, 𝐴, 𝑃, 𝑅 are the states, actions, transitions, and rewards as before; the agent now only 

receives an observation 𝑜 ∈ Ω which is generated from the probability distribution 𝑜 ∈ O(s).  

Estimating a Q-value from an POMDP observation can be arbitrarily bad since 𝑄(𝑜, 𝑎|𝜃) ≠

𝑄(𝑠, 𝑎|𝜃). 

 

Bootstrapped Sequential Updates: Episodes are selected randomly from the replay memory and 

updates proceed forward until end of the episode.  

Bootstrapped Random Updates: Episodes are selected randomly from the replay memory and 

updates begin at random points in the episode and proceed for several timesteps (e.g. one mini-

batch to update the network).  
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DRQN Architecture: 

 
Figure 7. DRQN convolves three times over a single-channel image of the game screen. The resulting activations are processed through time by 

an LSTM layer. The last two timesteps are shown here. LSTM outputs become Q-Values after passing through a fully-connected layer. 

Convolutional filters are depicted by rectangular sub-boxes with pointed tops. (Hausknecht, 2017) 

 

Supervised Recurrent + RL 

 Reinforced learning (RL) models can be trained to maximize long-term rewards.  

 Supervised learning (SL) models can be optimized to predict observations and immediate 

rewards, thus having the potential to better represent and infer hidden states.  

 

With such complementary strengths, it is beneficial to take a hybrid approach, which uses SL 

for hidden-state representation learning and RL for policy learning (Li, 2015).  

 

Figure 8. Supervised RNN + Reinforced DQN: 𝑜𝑡 is the observation, ℎ�̃� is the hidden state for RNN, 𝑜𝑡+1
′  is the predicted observation for time 𝑡 +

1, 𝑅𝑡 is the predicted reward, 𝑄(𝑠, 𝑎)𝑡 is the predicted 𝑄-value at time 𝑡. The blue parts correspond to an unfolded RNN for SL, and the red 

parts for DQN. In this hybrid model: the input of DQN is the hidden layers of the supervised RNN model. (Li, 2015) 

 



                               Introduction to Deep Q-Learning  

 16 

We train the hybrid model jointly. First, we train the recurrent part to learn the immediate 

rewards and next observations output. Then, the learned hidden states are used as input to the 

DQN, which learns the 𝑄 values. These two training steps are interleaved in each SGD iteration. 

 

Deep Attention Recurrent Q-Network 

The main advantage of utilizing attention mechanisms is that DRQN acquires the ability to select 

and then focus on relatively small informative regions of an input image, thus helping to reduce 

the total number of parameters in the deep neural network and computational operations 

needed for training and testing it.  

 

In addition to computational speedups, attention-based models can also add some degree of 

interpretability to the Deep Q-Learning process by providing researchers with an opportunity to 

visualize “where” and “what” the agent’s attention is focusing on (Sorokin, 2015). 

 
Figure 9. The Deep Attention Recurrent Q-Network (Sorokin, 2015) 

 

The DARQN architecture consists of three types of networks: convolutional (CNN), attention, 

and recurrent.  

 CNN receives current game state 𝑠𝑡  and produces 𝐷  feature maps, each having a 

dimension of 𝑚 ∗ 𝑚.  

 The attention network transforms these maps into a set of vectors 𝑣𝑡 = {𝑣𝑡
1, … , 𝑣𝑡

𝐿},  𝑣𝑡
𝑖 ∈

𝑅𝐷 ,  𝐿 = 𝑚 ∗ 𝑚 and outputs their linear combination 𝑧𝑡 ∈ 𝑅𝐷 called a context vector.  

 The recurrent network takes as input the context vector, along with the previous hidden 

state ℎ𝑡−1 and memory state 𝑐𝑡−1, and produces hidden state ℎ𝑡 that is used by (i) a linear 
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layer for evaluating 𝑄-value of each action at that the agent can take being in state 𝑠𝑡, (ii) 

the attention network for generating a context vector at the next time step 𝑡 + 1. 

 

Soft attention 

The “soft” attention mechanism assumes that the context vector 𝑧𝑡  can be represented as a 

weighted sum of all vectors 𝑣𝑡
𝑖, each of which corresponds to the features extracted by CNN at 

different image regions.  

Weights in this sum are chosen in proportion to the vectors relative importance assessed by the 

attention network 𝑔. The g network contains two fully connected layers followed by a softmax 

activation. Its output may be written as: 

𝑔(𝑣𝑡
𝑖 , ℎ𝑡−1) = exp (𝐿𝑖𝑛𝑒𝑎𝑟 (𝑇𝑎𝑛ℎ(𝐿𝑖𝑛𝑒𝑎𝑟(𝑣𝑡

𝑖) + 𝑊ℎ𝑡−1))) /𝑍 

𝑧𝑡 = ∑𝑔(𝑣𝑡
𝑖 , ℎ𝑡−1)𝑣𝑡

𝑖

𝐿

𝑖=1

 

Loss function: 

𝐽𝑡(𝜃𝑡) = 𝐸𝑠𝑡,𝑎𝑡~𝜌,𝑟𝑡 [(𝐸𝑠𝑡+1~𝜖[𝑌𝑡|𝑆𝑡, 𝑎𝑡] − 𝑄(𝑠𝑡, 𝑎𝑡; 𝜃𝑡))
2

] 

𝑌𝑡 = 𝑟𝑡 + 𝛾 max
𝑎𝑡+1

𝑄(𝑠𝑡+1, 𝑎𝑡+1; 𝜃𝑡−1) 

𝜃𝑡+1 = 𝜃𝑡 + 𝛼(𝑌𝑡 −  𝑄(𝑠𝑡, 𝑎𝑡; 𝜃𝑡))∇𝜃𝑡
𝑄(𝑠𝑡, 𝑎𝑡; 𝜃𝑡) 

 

Hard attention 

Sampling only one attention location from 𝐿 available at each time step 𝑡 in accordance with 

some stochastic attention policy 𝜋𝑔.  

 

Hierarchical Model 

Hierarchical reinforcement learning is able to tackle tasks having hierarchical structures and solve 

partially observable problems. The top policy determines the subgoal to be achieved, while the 

lower-level policy performs primitive actions to achieve the selected subgoal (Tuyen, 2018) 

(Tenenbaum, 2016). 
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Model structure: 

 
Figure 10. The Deep Attention Recurrent Q-Network (Tuyen, 2018) 

At step t, the meta-controller takes an observation 𝑜𝑡 from the environment (framework 1) or 

the last hidden state of subcontroller generated by the previous sequence of observations 

(framework 2). 

For framework 1, we use the networks demonstrated in Fig. 11a for both the meta-controller and 

sub-controller. 
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Figure 11. Network models (Tuyen, 2018) 

For framework 2, we use the network in Fig. 11a for the sub-controller and use the network in 

Fig. 11b to the metacontroller. 

 

Learning Model 

Double DQN 

𝑄𝑀(𝑜�̂�, 𝑔𝑡) = 𝑄𝑀(𝑜�̂�, 𝑔𝑡) + 𝛼(𝑟𝑒𝑥 + 𝛾𝑘 max
𝑔𝑡+𝑘

𝑄𝑀(𝑜𝑡+�̂�, 𝑔𝑡+𝑘) − 𝑄𝑀(𝑜�̂�, 𝑔𝑡)) 

𝑄𝑆({𝑜𝑡, 𝑔𝑡}, 𝑎𝑡)

= 𝑄𝑆({𝑜𝑡, 𝑔𝑡}, 𝑎𝑡) + 𝛼(𝑟𝑖𝑛 + 𝛾𝑘 max
𝑎𝑡+1

𝑄𝑆({𝑜𝑡+1, 𝑔𝑡}, 𝑎𝑡+1)

− 𝑄𝑆({𝑜𝑡, 𝑔𝑡}, 𝑎𝑡)) 

where �̂� can be a direct observation or an internal hidden state generated by the sub-

controller. 

 

Loss function 

𝐿𝑀 = 𝐸(𝑜,𝑔,𝑜′,𝑔′,𝑟𝑒𝑥)~𝑀𝑀[𝑦𝑖
𝑀 − 𝑄𝑀(𝑜, 𝑔|𝜃𝑀)] 

𝑦𝑖
𝑀 = 𝑟𝑒𝑥 + 𝛾𝑄𝑀′

(𝑜′, 𝑎𝑟𝑔𝑚𝑎𝑥𝑔′𝑄𝑀(𝑜′, 𝑔′|𝜃𝑀)|𝜃𝑀′
) 
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𝐿𝑆 = 𝐸(𝑜,𝑔,𝑎,𝑟𝑖𝑛)~𝑀𝑆[𝑦𝑖
𝑆 − 𝑄𝑆({𝑜, 𝑔}, 𝑎|𝜃𝑆)] 

𝑦𝑖
𝑆 = 𝑟𝑖𝑛 + 𝛾𝑄𝑆′

({𝑜′, 𝑔}, 𝑎𝑟𝑔𝑚𝑎𝑥𝑎′𝑄𝑆({𝑜′, 𝑔}, 𝑎|𝜃𝑆)|𝜃𝑆′
) 

 

Minibatch sampling strategy 

For each episode, we begin at a random transition and select a sequence of 𝑛  transitions. 

However, using the first observations in a sequence of transitions to update the 𝑄 value function 

might be inaccurate. Thus, the solution is to use the last observations to update DRQN. E.g. use 

the last 
𝑛

2
 transitions to update the Q-value. 

 

Discount Factor Learning Rates 

Discount factor controls how far forward the agent will look into the future. At the beginning 

period of training, the policy is far from being optimal, so we prefer immediate reward than 

future reward, thus using small discount factor. As the training proceeds, the policy will become 

better, so we’d like to consider accumulated reward, thus using large discount factor. As a result, 

an increasing discount factor has the potential to improve the quality of the learning process 

(François-Lavet, 2016).  e.g. The discount factor is increased at every epoch (250 000 steps) with 

the following formula: 𝛾𝑘+1 = 1 − 0.98(1 − 𝛾𝑘) 

 

However, instabilities will be severe when the discount factor is high. So, we use a more 

aggressive learning rate in the neural network when working at a low discount factor because 

potential errors would have less impact at this stage. The learning rate is then reduced along with 

the increasing discount factor so as to end up with a stable neural Q-learning function. e.g. We 

start with a learning rate of 0.005 (twice as big as the original benchmark) and we use the 

following simple rule at every epoch: 𝛼𝑘+1 = 0.98𝛼𝑘 

 

Bootstrapped DQN 

The bootstrap principle is to approximate a population distribution by a sample distribution. The 

main idea of bootstrapped DQN is to encourage deep exploration by creating a new Deep Q-
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Learning architecture that supports selecting actions from randomized 𝑄 functions that are 

trained on bootstrapped data (Osband, 2016).  

 

 
Figure 12. Shared network architecture of bootstrapped DQN (Osband, 2016) 

 

Bootstrapped DQN approximates a distribution over 𝑄 values via bootstrap. At the beginning of 

each episode, bootstrapped DQN randomly selects a single 𝑄  value function and the agent 

follows this policy throughout this episode. 

 

Build up 𝐾 ∈ 𝑁 bootstrapped estimates of the 𝑄 value function in parallel. Each one of these 

value function heads 𝑄𝑘(𝑠, 𝑎; 𝜃) is trained against its own target network 𝑄𝑘(𝑠, 𝑎; 𝜃−). In order 

to keep track of which data belongs to which bootstrap head we store flags 𝑤1, … , 𝑤𝐾 ∈ {0,  1} 

indicating which heads are privy to which data.  

 

The gradients of the 𝑘th value function 𝑄𝑘 for the 𝑡th tuple in the replay buffer 𝐵, 𝑔𝑡
𝑘 is: 

𝑔𝑡
𝑘 = 𝑚𝑡

𝑘 (𝑦𝑡
𝑄 − 𝑄𝑘(𝑠𝑡, 𝑎𝑡; 𝜃)) ∇𝜃𝑄𝑘(𝑠𝑡, 𝑎𝑡; 𝜃) 

 

Off-policy 

Off-policy reinforcement learning gathers information from (partially) random moves, while 

evaluate states as if a greedy policy was used (use different methods between sampling and 

execution). 

 

(Munos, 2016) Introduced Retrace(λ) for off-policy reinforcement learning with three desired 

properties:  

(1) It has low variance;  
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(2) It safely uses samples collected from any behavior policy, whatever its degree of “off-

policyness”; 

(3) It is efficient as it makes the best use of samples collected from near on-policy behavior 

policies.  

 

The general operator that we consider for comparing several return-based off-policy 

algorithms: 

𝑅𝑄(𝑥, 𝑎) = 𝑄(𝑥, 𝑎) + 𝐸𝜇 [∑𝛾𝑡 (∏𝑐𝑠

𝑡

𝑠=1

) (𝑟𝑡 + 𝛾𝐸𝜋𝑄(𝑥𝑡+1,∙) − 𝑄(𝑥𝑡, 𝑎𝑡))

𝑡≥0

] 

Where 𝐸𝜋𝑄(𝑥,∙) = ∑ 𝜋(𝑎|𝑥)𝑄(𝑥, 𝑎)𝑎  

 

The table below compares different choices of 𝑐𝑠: 

 
Table 1. Properties of several algorithms defined in terms of the general operator. †Guaranteed convergence of the expected operator 𝑅. 

(Munos, 2016) 

 

Massively Parallel Methods 

The training of DQN takes a lot of computational power. We can use a parallel architecture to 

speed up the training process. This architecture includes four components: parallel actors that 

generate new behavior; parallel learners that are trained from stored experience; a distributed 

neural network to represent the value function or behavior policy; and a distributed store of 

experience (Nair, 2015).  

Distributed Architecture (Nair, 2015): 

Actors 
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The Gorila architecture contains 𝑁𝑎𝑐𝑡  different actor processes, applied to 𝑁𝑎𝑐𝑡  corresponding 

instants of the same environment.  

Each actor 𝑖 generates its own trajectories of experience within the environment, and as a result 

each actor may visit different parts of the state space.  

Each actor contains a replica of the Q-network, which is used to determine behavior. The 

parameters of the Q-network are synchronized periodically from the parameter server. 

 

Experience replay memory 

The experience tuples generated by the actors are stored in a replay memory D. We consider two 

forms of experience replay memory.  

First, a local replay memory stores each actor’s experience locally on that actor’s machine.  

Second, a global replay memory aggregates the experience into a distributed database. In this 

approach the overall memory capacity is independent of 𝑁𝑎𝑐𝑡 and may be scaled as desired, at 

the cost of additional communication overhead. 

 

Learners 

Gorila contains 𝑁𝑙𝑒𝑎𝑟𝑛 learner processes. Each learner contains a replica of the Q-network and its 

job is to compute desired changes to the parameters of the Q-network. 

For each learner update k, a minibatch of experience tuples is sampled from either a local or 

global experience replay memory D. The learner applies an off-policy RL algorithm such as DQN 

to this minibatch of experience, in order to generate a gradient vector. The gradients are 

communicated to the parameter server; and the parameters of the Q-network are updated 

periodically from the parameter server. 

 

Parameter server 

The Gorila architecture uses a central parameter server to maintain a distributed representation 

of the Q-network 𝑄(𝑠, 𝑎; 𝜃+).  

The parameter vector 𝜃+  is split disjoint across 𝑁𝑝𝑎𝑟𝑎𝑚  different machines. Each machine is 

responsible for applying gradient updates to a subset of the parameters.  

The parameter server receives gradients from the learners and applies these gradients to modify 

the parameter vector𝜃+, using an asynchronous stochastic gradient descent algorithm. 
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Figure 13. Planning-based NN models. Left: a general policy representation that adds value function features from a planner to a reactive 

policy. Right: VI module - a CNN representation of VI algorithm. (Tamar, 2017) 

Structural Modifications 

Value Iteration Networks 

Value iteration network (VIN) is a fully differentiable neural network with a ‘planning module’. 

This planning module is a convolutional neural network which represents the value iteration 

process. Iterate the value iteration module for several recurrences, and the agent can look far 

into the future and plan for the best policy (Tamar, 2017). 

 

Value Iteration 

The value function (𝑉) can be defined as: 

𝑉𝜋(𝑠) = 𝐸𝜋 [∑𝛾𝑡𝑟(𝑠𝑡, 𝑎𝑡)|𝑠0 = 𝑠

∞

𝑡=0

] 

The optimal value function is: 

𝑉∗ = max
𝜋

𝑉𝜋(𝑠) 

A policy 𝜋∗ is said to be optimal if 𝑉𝜋∗
(𝑠) = 𝑉∗(𝑠),  ∀𝑠 

Here are the connections between value function and action value function: 

𝑉𝑛+1(𝑠) = max
𝑎

𝑄𝑛(𝑠, 𝑎) 

𝑄𝑛(𝑠, 𝑎) = 𝑅(𝑠, 𝑎) + 𝛾 ∑𝑃(𝑠′|𝑠, 𝑎)𝑉𝑛(𝑠′)

𝑠′

  

It is well known that the value function 𝑉𝑛 in value iteration converges as 𝑛 → ∞ to 𝑉∗, from 

which an optimal policy may be derived as 𝜋∗(𝑠) =  𝑎𝑟𝑔𝑚𝑎𝑥𝑎𝑄∞(𝑠, 𝑎). 

 

Model structure 
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 Input image -> CNN -> reward map R 

 Transitions P: 3*3 convolution kernels in the VI block 

 Attention: choose the Q value of current state s 

 Policy: fully connected softmax output layer 

 

Each iteration of VI may be seen as passing the previous value function 𝑉𝑛 and reward function 

𝑅 through a convolution layer and max-pooling layer.  

Each channel in the convolution layer corresponds to the Q-function for a specific action, and 

convolution kernel weights correspond to the discounted transition probabilities.  

Thus, by recurrently applying a convolution layer K times, K iterations of VI are effectively 

performed. 

 

Continuous DQN 

The deep neural network of standard DQN outputs a vector representing the 𝑄 value of a certain 

state by taking different actions. As a result, the total number of actions can only be a limited 

number. In some real-world applications, we may need continuous control (e.g. control the 

direction of the car; buy or sell arbitrary shares of stocks). This method allows DQN to have 

continuous control by using normalized advantage functions (Gu, 2016). 

 

Continuous Q-Learning with Normalized Advantage Functions 

Normalized advantage functions are used to represent 𝑄  function 𝑄(𝑥𝑡, 𝑢𝑡) in DQN so that 

𝑎𝑟𝑔𝑚𝑎𝑥𝑢𝑄(𝑥𝑡, 𝑢𝑡) can be easily calculated during the Q-learning update. We could use a neural 

network that separately outputs a value function term 𝑉(𝑥)  and an advantage term 

𝐴(𝑥𝑡, 𝑢𝑡),which is a quadratic function of nonlinear features of the state: 

𝑄(𝑥, 𝑢|𝜃𝑄) = 𝐴(𝑥, 𝑢|𝜃𝐴) + 𝑉(𝑥|𝜃𝑉) 

𝐴(𝑥, 𝑢|𝜃𝐴) = −
1

2
(𝑢 − 𝜇(𝑥|𝜃𝜇))

𝑇
𝑃(𝑥|𝜃𝑃)(𝑢 − 𝜇(𝑥|𝜃𝜇)) 

Where 𝑃(𝑥|𝜃𝑃) is a state-dependent, positive-definite square matrix, which is parametrized by 

𝑃(𝑥|𝜃𝑃) = 𝐿(𝑥|𝜃𝑃)𝐿(𝑥|𝜃𝑃)𝑇  , where 𝐿(𝑥|𝜃𝑃) is a lower-triangular matrix whose entries come 

from a linear output layer of the neural network, with the diagonal terms exponentiated. 
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Because the 𝑄 function is quadratic in 𝑢, the action that maximizes the 𝑄 function can always be 

given by 𝜇(𝑥|𝜃𝜇) which is simpler than DDPG.  

 

 
Figure 14. NAF training process (NAF, n.d.) 

 

Genetic Algorithms 

Deep neural networks are usually trained by gradient-based learning algorithms 

(backpropagation).  
 

Genetic algorithm (GA) is a gradient-free, population-based algorithm inspired by Charles 

Darwin’s theory of natural evolution. This algorithm reflects the process of natural selection 

where the fittest individuals are selected for reproduction in order to produce offspring of the 

next generation (Mallawaarachchi, n.d.). GA can also be used to train the parameters of deep 

artificial neural networks. This algorithm is faster than widely used gradient descend methods 

and performs well in the result (Such, 2018).   

 

Genetic Algorithm 

A genetic algorithm evolves a population 𝑃 of 𝑁 individuals (with neural network parameter 𝜃).  

 At every generation, each 𝜃𝑖  is evaluated, producing a fitness score (reward) 𝐹(𝜃𝑖).  

 Select the top T individuals become the parents of the next generation.  

 Produce the next generation. Repeat 𝑁 − 1  times: A parent is selected uniformly at 

random with replacement and is mutated by applying additive Gaussian noise to the 
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parameter vector: 𝜃′ = 𝜃 + 𝜎𝜖 where 𝜖~𝑁(0, 𝐼). We can also combine parameters from 

multiple parents to produce an offspring. 

 The 𝑁𝑡ℎ  individual is an unmodified copy of the best individual from the previous 

generation (elitism).  

 The new population is then evaluated, and the process repeats for G generations or 

until some other stopping criterion is met. 

 

Deep GA Compact Encoding Method 

Large parameter vectors can be stored compactly by representing each parameter vector as an 

initialization seed plus the list of random seeds that produce the series of mutations that 

produced each 𝜃, from which each 𝜃 can be reconstructed.  

𝜃𝑛 = 𝜓(𝜃𝑛−1, 𝜏𝑛) = 𝜃𝑛−1 + 𝜎𝜖(𝜏𝑛) 

where 𝜖(𝜏𝑛)~𝑁(0, 𝐼) is a deterministic Gaussian pseudo-random number generator. 

 
Figure 15. Deep GA Compact Encoding Method (Such, 2018) 

 

Policy Distillation 

Distillation can transfer the knowledge of a teacher model T to a student model S (Rusu, 2016). 

Typically, there are three different policy distillation methods; each one corresponds to a 

different loss function. In the training process, teacher T is used to generate dataset 𝐷𝑇 =

{(𝑠𝑖, 𝑞𝑖)}𝑖=0
𝑁 , where 𝑠𝑖 is state observation and 𝑞𝑖 is unnormalized 𝑄 value. 
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 The first method uses only the highest valued action from the teacher, 𝑎𝑖,𝑏𝑒𝑠𝑡 =

𝑎𝑟𝑔𝑚𝑎𝑥(𝑞𝑖), and the student model is trained with a negative log likelihood loss (NLL) to 

predict the same action: 

𝐿𝑁𝐿𝐿(𝐷
𝑇 , 𝜃𝑆) = −∑𝑙𝑜𝑔𝑃(𝑎𝑖 = 𝑎𝑖,𝑏𝑒𝑠𝑡|𝑥𝑖, 𝜃𝑆)

|𝐷|

𝑖=1

 

 

 The second method uses a mean-squared-error loss (MSE). The advantage of this 

objective is that it preserves the full set of action-values in the resulting student model. 

In this loss, 𝑞𝑇 and 𝑞𝑆 are the vectors of Q-values from the teacher and student networks 

respectively. 

𝐿𝑀𝑆𝐸(𝐷𝑇 , 𝜃𝑆) = ∑||𝑞𝑖
𝑇 − 𝑞𝑖

𝑆||
2

2
|𝐷|

𝑖=1

 

  

 The third method uses the Kullback-Leibler divergence (KL) with temperature 𝜏: 

𝐿𝐾𝐿(𝐷
𝑇 , 𝜃𝑆) = ∑𝑠𝑜𝑓𝑡𝑚𝑎𝑥 (

𝑞𝑖
𝑇

𝜏
) ln(𝑠𝑜𝑓𝑡𝑚𝑎𝑥(

|𝐷|

𝑖=1

𝑞𝑖
𝑇/𝜏)/𝑠𝑜𝑓𝑡𝑚𝑎𝑥(𝑞𝑖

𝑆))  

 

Feature Augmentation 

In certain games which we can get game feature information (e.g. whether there is an enemy or 

not), we could use the feature information to co-train a DQN with game features. Co-training 

significantly improves the training speed and performance of the model (Lample, 2017). 

 

At training time, the loss function of the network is a combination of the normal DRQN lost and 

the cross-entropy loss. Jointly training the DRQN model and the game feature detection allows 

the kernels of the convolutional layers to capture the relevant information about the game. 
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Figure 16. An illustration of the architecture of our model. The input image is given to two convolutional layers. The output of the convolutional 

layers is split into two streams. The first one (bottom) flattens the output (layer 3’) and feeds it to a LSTM, as in the DRQN model. The second 

one (top) projects it to an extra hidden layer (layer 4), then to a final layer representing each game feature. During the training, the game 

features and the Q-learning objectives are trained jointly. (Lample, 2017) 

 

We could also use the game feature to split the task into different phases, and train different 

neural networks to better fit these phases. For example, in FPS games, we can split the task into 

two phases: navigation (exploring the map to collect items and find enemies) and action (fighting 

enemies when they are observed) and uses separate networks for each phase of the game. Action 

phase has many possible actions while the navigation phase only requires three actions (move 

forward, turn left and turn right), which dramatically reduces the number of state-action pairs 

required to learn the 𝑄 function, and makes the training much faster.  

 

Sequential updates in DRQN 

A sequence of n observations 𝑜1,  𝑜2,  … ,  𝑜𝑛 is randomly sampled from the replay memory, but 

instead of updating all action-states in the sequence, we only consider the ones that are provided 

with enough history. 

 

World Model 

The world model is inspired by our own cognitive system. It contains three major parts. The first 

one is a vision model (V) which encodes the high-dimensional picture into a low-dimensional 

representative code. The second one is memory RNN (M) which uses recurrent network’s 

memory feature to make better predictions using history information. The third one is controller 
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(C) which decides what actions to take based only on the representations created by its vision 

and memory components (Ha D. , 2018). 

 

 
Figure 17. Our agent consists of three components that work closely together: Vision (V), Memory (M), and Controller (C) (Ha D. , 2018) 

 

VAE (V) Model 

The role of the V model is to learn an abstract, compressed representation of each observed 

input frame. 

 

MDN-RNN (M) Model 

The role of the M model is to predict the future which is a probability density function p(z). We 

can approximate p(z) as a mixture of Gaussian distribution and train the RNN to output the 

probability distribution (a set of means and variances) of the next latent vector 𝑧𝑡+1 given the 

current and past information made available to it (Graves, 2013) (Ha D. , 2017). 

 

Controller (C) Model 

The Controller (C) model determines the action to take in order to maximize the expected 

cumulative reward of the agent during a rollout of the environment. 

C could be a simple single layer linear model that maps 𝑧𝑡 and ℎ𝑡 directly to action 𝑎𝑡 at each 

time step: 𝑎𝑡 = 𝑊𝑐[𝑧𝑡 ℎ𝑡] + 𝑏𝑐 
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Energy-Based Policies 

In standard RL, the optimal policy is deterministic: 𝜋𝑠𝑡𝑑
∗ (𝑎|𝑠) = 𝑎𝑟𝑔𝑚𝑎𝑥𝑎𝑄(𝑠, 𝑎). However, 𝜋𝑠𝑡𝑑

∗  

finds the best single path, which may lead to several problems. For example, it is not robust to 

the changing environment. It motivates us to choose the policy that not only maximize reward, 

but also explore possibilities (maximize entropy of actions) (Haarnoja, 2017). 

 

Maximum Entropy RL 

Maximum entropy policy: 

𝜋𝑀𝑎𝑥𝐸𝑛𝑡 = 𝑎𝑟𝑔𝑚𝑎𝑥𝜋 ∑𝐸(𝑠𝑡,𝑎𝑡)~𝜌𝜋
[𝑟(𝑠𝑡, 𝑎𝑡) + 𝛼𝐻(∙ |𝑠𝑡)]

𝑡

 

We could assume that policy follows an energy-based model (EBM) 

𝜋(𝑎𝑡|𝑠𝑡) ∝ exp(−𝜖(𝑠𝑡, 𝑎𝑡)) 

where 𝜖(𝑠𝑡, 𝑎𝑡) = −
1

𝛼
𝑄𝑠𝑜𝑓𝑡(𝑠𝑡, 𝑎𝑡) 

 
Figure 18. Left: Deterministic; Right: Stochastic (JiQiZhiXin, n.d.) 

 

Soft Q-learning 

As the analogy of standard RL, define 

𝑄𝑠𝑜𝑓𝑡
∗ (𝑠𝑡, 𝑎𝑡) = 𝑟𝑡 + 𝐸(𝑠𝑡+1,…,)~𝜌𝜋

[∑ 𝛾𝑙 (𝑟𝑡+𝑙 + 𝛼𝐻(𝜋𝑀𝑎𝑥𝐸𝑛𝑡
∗ (∙ |𝑠𝑡+𝑙)))

∞

𝑙=1

] 

𝑉𝑠𝑜𝑓𝑡
∗ (𝑠𝑡) = 𝛼 log∫ exp (

1

𝛼
𝑄𝑠𝑜𝑓𝑡

∗ (𝑠𝑡, 𝑎
′)) 𝑑𝑎′

𝐴

 

Theorem 1. The optimal MaxEnt policy is 

𝜋𝑀𝑎𝑥𝐸𝑛𝑡
∗ (𝑎𝑡|𝑠𝑡) = exp (

1

𝛼
𝑄𝑠𝑜𝑓𝑡

∗ (𝑠𝑡, 𝑎𝑡) − 𝑉𝑠𝑜𝑓𝑡
∗ (𝑠𝑡)) 

Theorem 2. The soft Q-function satisfies the soft Bellman equation 
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𝑄𝑠𝑜𝑓𝑡
∗ (𝑠𝑡, 𝑎𝑡) = 𝑟𝑡 + 𝛾𝐸𝑠𝑡+1~𝜌𝑠

[𝑉𝑠𝑜𝑓𝑡
∗ (𝑠𝑡+1)] 

Thus, we can find MaxEnt policy by soft Q-learning. As Q-iteration, we can obtain 𝑄𝑠𝑜𝑓𝑡
∗  and 

𝑉𝑠𝑜𝑓𝑡
∗  by soft Q-iteration. 

Theorem 3. With mild condition, the iteration converges to 𝑄𝑠𝑜𝑓𝑡
∗  and 𝑉𝑠𝑜𝑓𝑡

∗  

𝑄𝑠𝑜𝑓𝑡(𝑠𝑡, 𝑎𝑡) ← 𝑟𝑡 + 𝛾𝐸𝑠𝑡+1~𝜌𝑠
[𝑉𝑠𝑜𝑓𝑡(𝑠𝑡+1)],  ∀𝑠𝑡, 𝑎𝑡 

𝑉𝑠𝑜𝑓𝑡(𝑠𝑡) ← 𝛼 log∫ exp(
1

𝛼
𝑄𝑠𝑜𝑓𝑡(𝑠𝑡, 𝑎

′))𝑑𝑎′
𝐴

,  ∀𝑠𝑡 

 

However, there are some challenges for this algorithm: 

1. Computing soft value function 𝑉𝑠𝑜𝑓𝑡(𝑠𝑡) is intractable 

Solution:  

Similar to DQN, use parametrized model 𝑄𝑠𝑜𝑓𝑡
𝜃 : 

𝐽𝑄(𝜃) = 𝐸𝑠𝑡~𝑞𝑠𝑡 ,𝑎𝑡~𝑞𝑎𝑡
[
1

2
(�̂�𝑠𝑜𝑓𝑡

�̅� (𝑠𝑡, 𝑎𝑡) − 𝑄𝑠𝑜𝑓𝑡
𝜃 (𝑠𝑡, 𝑎𝑡))

2

]   (11) 

where �̂�𝑠𝑜𝑓𝑡
𝜃 = 𝑟𝑡 + 𝛾𝐸𝑠𝑡+1~𝜌𝑠

[𝑉𝑠𝑜𝑓𝑡
𝜃 (𝑠𝑡+1)] and �̅� is parameter of target network and 

𝑉𝑠𝑜𝑓𝑡
𝜃 (𝑠𝑡+1) = 𝛼𝑙𝑜𝑔𝐸𝑞

𝑎′

[
 
 
 
 exp (

1
𝛼 𝑄𝑠𝑜𝑓𝑡

𝜃 (𝑠𝑡+1, 𝑎
′))

𝑞𝑎′(𝑎′)

]
 
 
 
 

  (10) 

We can use arbitrary 𝑞𝑠𝑡
, 𝑞𝑎𝑡

, but typical choice is samples from current policy. 

2. Sampling from policy function 𝜋𝑀𝑎𝑥𝐸𝑛𝑡(𝑎𝑡|𝑠𝑡) is intractable  

 

Solution: 

Since MCMC is not tractable for online, we use sampling network 𝑓𝜙(𝜉; 𝑠𝑡)~𝜋𝜙(∙ |𝑠𝑡) 

that maps random noise to policy EBM. 𝜋𝜙(∙ |𝑠𝑡) can be views as a critic for actor-critic 

algorithm. 

Find 𝜙 that minimize: 

𝐽𝜋(𝜙; 𝑠𝑡) = 𝐷𝐾𝐿 (𝜋𝜙(∙ |𝑠𝑡)||𝜋
𝜃(∙ |𝑠𝑡))

= 𝐷𝐾𝐿 (𝜋𝜙(∙ |𝑠𝑡)|| exp (
1

𝛼
𝑄𝑠𝑜𝑓𝑡

𝜃 (𝑠𝑡, 𝑎𝑡) − 𝑉𝑠𝑜𝑓𝑡
𝜃 (𝑠𝑡)))   
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To solve the problem, we use SVGD (Stein Variational Gradient Descent), where Δ𝑓𝜙 is 

the optimal direction in RKHS of 𝜅 (typically Gaussian kernel). 

Δ𝑓𝜙(∙  ; 𝑠𝑡) = 𝐸𝑎𝑡~𝜋𝜙 [𝜅 (𝑎𝑡, 𝑓
𝜙(∙  ; 𝑠𝑡)) ∇𝑎′𝑄𝑠𝑜𝑓𝑡

𝜃 (𝑠𝑡, 𝑎𝑡)|𝑎′=𝑎𝑡

+ 𝛼∇𝑎′𝜅 (𝑎′, 𝑓𝜙(∙  ; 𝑠𝑡)) |𝑎′=𝑎𝑡
 ]   (13) 

We can compute the gradient 𝜕𝐽/𝜕𝜙 with Δ𝑓𝜙:  
𝜕𝐽𝜋(𝜙;𝑠𝑡)

𝜕𝜙
∝

𝐸𝜉 [Δ𝑓𝜙(𝜉; 𝑠𝑡)
𝜕𝑓𝜙(𝜉;𝑠𝑡)

𝜕𝜙
 ]   (14) 

Putting (1) and (2), we can implement soft Q-learning. 

 

Learning from Examples 

Deep reinforcement learning algorithms typically achieve good policies only after millions of 

steps of training. At the beginning of the training process, the policies are usually very poor. This 

problem is acceptable when the experience buffer can be perfectly simulated by the computer. 

We can simulate as much experience as possible to train our model before we put it into use. 

However, in some real-world problems, the agent has to interact with the real-world domain with 

real consequences for its actions, which requires that the agent’s policies should not be very poor 

even at the start of learning. For example, in the self-driving car scenario, if the policy is poor at 

the beginning, it may cause the car to crash. 

Although we cannot simulate data in these problems, most of them have data from human expert 

that performs reasonably well. Deep Q-learning from Demonstrations (DQfD) leverages 

demonstration data to massively accelerate learning (Hester, 2017). 

 

Double DQN Loss 

DQN loss function 𝐽𝑄(𝑄) = (𝑅(𝑠, 𝑎) + 𝛾 max
𝑎′

𝑄(𝑠𝑡+1, 𝑎′; 𝜃−) − 𝑄(𝑠, 𝑎; 𝜃))

2

 

Double DQN loss function 𝐽𝐷𝑄(𝑄) = (𝑅(𝑠, 𝑎) + 𝛾𝑄(𝑠𝑡+1, 𝑎𝑡+1
𝑚𝑎𝑥; 𝜃′) − 𝑄(𝑠, 𝑎; 𝜃))

2
, where 𝜃′ are 

the parameters of the target network, and 𝑎𝑡+1
𝑚𝑎𝑥 = argmax

𝑎
𝑄(𝑠𝑡+1, 𝑎; 𝜃) 
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Supervised large margin classification loss 

Since the demonstration data usually covers only a narrow part of the state space and not taking 

all possible actions, many state-actions have never been taken and have no data to ground them 

to realistic values. Supervised large margin classification loss is added to encourage exploration. 

𝐽𝐸(𝑄) = max
𝑎∈𝐴

[𝑄(𝑠, 𝑎) + 𝑙(𝑠, 𝑎𝐸 , 𝑎)] − 𝑄(𝑠, 𝑎𝐸) 

 

L2 regularization loss 

L2 regularization loss helps prevent overfitting on the relatively small demonstration dataset. 

𝐽𝐿2 =
1

2𝑛
∑𝑤2

𝑤

 

The overall loss used to update the network is a combination of all three losses: 

𝐽(𝑄) = 𝐽𝐷𝑄(𝑄) + 𝜆1𝐽𝐸(𝑄) + 𝜆2𝐽𝐿2(𝑄) 

 

Multi-agent 

Opponent Modeling 

In the previous multi-agent setting, we can control all the agents in the environment with 

different policies of our choice. However, in most situations, we can only control part of the 

agents or only one agent in the environment. For example, in the stock market, we can only make 

buy or sell decisions to our portfolio and we do not have information about other agents’ policies. 

Furthermore, the policies of other players are always interacting with each other and adapting, 

which make opponent modeling a challenge problem.  

One way to do opponent modeling is to use a neural-based model that jointly learn a policy and 

the behavior of opponents. Instead of explicitly predicting the opponent’s action, we encode 

observation of the opponents into a DQN (He H. , 2016).  

 

DRON-concat 

The last layer(s) of the neural network is responsible for understanding the interaction between 

opponents and Q-values.  
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DRON-MOE 

Use a Mixture-of-Experts network to explicitly model the opponent action. The expected Q-value 

is obtained by combining predictions from multiple expert networks: 

𝑄(𝑠𝑡, 𝑎𝑡; 𝜃) = ∑𝑤𝑖𝑄𝑖(ℎ
𝑠, 𝑎𝑡)

𝐾

𝑖=1

 

𝑄𝑖(ℎ
𝑠,∙) = 𝑓(𝑊𝑖

𝑠ℎ𝑠 + 𝑏𝑖
𝑠) 

Each expert network predicts a possible reward in the current state. A gating network based on 

the opponent representation computes combination weights (distribution over experts): 

 

𝑤 = 𝑠𝑜𝑓𝑡𝑚𝑎𝑥(𝑓(𝑊𝑜ℎ𝑜 + 𝑏𝑜)) 
 

Unlike DRON-concat, which ignores the interaction between the world and opponent behavior, 

DRON-MOE knows that Q-values have different distributions depending on 𝜙𝑜 ; each expert 

network captures one type of opponent strategy. 

 
Figure 19. Diagram of the DRON architecture. (a) DRON-concat: opponent representation is concatenated with the state representation. (b) 

DRON-MoE: Q-values predicted by K experts are combined linearly by weights from the gating network. (He H. , 2016) 

 

Multitasking with DRON 

Apply multitask learning by using the observation as extra supervision to learn a shared opponent 

representation ℎ𝑜 with supervision 𝑦𝑜.  
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Figure 20. Diagram of the DRON with multitasking. The blue part shows that the supervision signal from the opponent affects the Q-learning 

network by changing the opponent features. (He H. , 2016) 

 

Stabilizing Experience Replay 

Existing multi-agent RL methods typically scale poorly in the problem size. A major cause is that 

independent Q-learning introduces nonstationarity that makes it incompatible with the 

experience replay memory on which DQN relies.  

Two methods can be used to stabilize experience replay (Foerster J. , 2017):  

1) Use a multi-agent version of importance sampling to decay obsolete data. 

2) Condition each agent’s value function on a fingerprint that stores the age of the data sampled 

from the replay memory.  

 

Multi-Agent Importance Sampling 

Importance sampling interprets the experience in the replay memory as off-environment data. 

Since older data tends to generate lower importance weights, this approach naturally decays 

data as it becomes obsolete, preventing the confusion that a nonstationary replay memory would 

otherwise create. 

𝜋−𝑎(𝑢−𝑎|𝑠) = ∏ 𝜋𝑖(𝑢𝑖|𝑠)
𝑖∈−𝑎

 

 

At the time of collection 𝑡𝑐, we record 𝜋−𝑎
𝑡𝑐 (𝑢−𝑎|𝑠) in the replay memory, forming an augmented 

transition tuple < 𝑠, 𝑢𝑎 , 𝑟, 𝜋(𝑢−𝑎|𝑠), 𝑠′ >(𝑡𝑐). 

At the time of replay 𝑡𝑟, we train off-environment by minimizing an importance weighted loss 

function: 
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𝐿(𝜃) = ∑
𝜋−𝑎

𝑡𝑟 (𝑢−𝑎|𝑠)

𝜋−𝑎
𝑡𝑖 (𝑢−𝑎|𝑠)

𝑏

𝑖=1

[(𝑦𝑖
𝐷𝑄𝑁 − 𝑄(𝑠, 𝑢; 𝜃))

2

] 

Where 𝑡𝑖 is the time of collection of the 𝑖-th sample and 𝑎 is the agent ID. 

 

Multi-Agent Fingerprints 

The second approach avoids the nonstationary of independent Q-Learning by having each agent 

learn a policy that conditions on a fingerprint that stores the age of the data sampled from the 

replay memory. 

An obvious candidate for the fingerprint is the training iteration number 𝑒. Another key factor in 

the performance of the other agents is the rate of exploration 𝜖. 

Augment the input to the Q-function with 𝑒, 𝜖 , such that the observation function becomes 

𝑂′(𝑠) = {𝑂(𝑠), 𝜖, 𝑒}. 

 

Natural Language Processing 

Deep reinforcement relevance network 

Deep reinforcement relevance network (DRRN): the architecture represents action and state 

spaces with separate embedding vectors, which are combined with an interaction function (dot 

product) to approximate the Q-function in reinforcement learning. This special architecture for 

reinforcement learning with deep neural networks is designed to handle state and action spaces 

characterized by natural language (He J. , 2016). 

 

Softmax selection strategy 

Use a softmax selection strategy as the exploration policy during the learning stage: 

𝜋(𝑎𝑡 = 𝑎𝑡
𝑖 |𝑠𝑡) =

exp (𝛼 ∗ 𝑄(𝑠𝑡, 𝑎𝑡
𝑖))

∑ exp (𝛼 ∗ 𝑄(𝑠𝑡, 𝑎𝑡
𝑖))

|𝐴𝑡|

𝑗=1

 

Natural language action space 

Let 𝑆 denote the state space and let 𝐴 denote the entire action space that includes all the 

unique actions over time.  
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A vanilla Q-learning recursion needs to maintain a table of size |𝑆| × |𝐴|, which is problematic 

for a large state/action space. 

 

 Figure 21(a): The maximum number of possible actions at any point in time (max
𝑡

|𝐴𝑡|) is 

known, the DQN can be modified to simply use that number of outputs (“Max-action 

DQN”). 

 Figure 21(b): Use a neural network that takes a state-action pair as input, and outputs a 

single Q-value for each possible action (“Per-action DQN”). 

 Figure 21(c): Deep reinforcement relevance network (DRRN) consists of two streams of 

neural networks, one for the state text embedding and the other for action text 

embeddings, which are combined using a pairwise interaction function. We use two 

different neural networks to embed states and actions because states and actions could 

be very different in nature, e.g., a state text could be long, whereas an action text could 

be very concise or just a verb phrase.  

 
Figure 21. Different deep Q-learning architectures: Max-action DQN and Per-action DQN both treat input text as concatenated vectors and 

compute output Q-values with a single NN. DRRN models’ text embeddings from state/action sides separately and use an interaction function 

to compute Q-values. (He J. , 2016) 

 

Generating Text with Deep Reinforcement Learning 

Use an encoder-decoder LSTM network to create features from input sequence and formulate a 

list of potential actions for the DQN. Then, we can use the DQN to make decision on which action 

(e.g., word) to be selected from the list to modify the current decoded sequence. The newly 

modified output sequence is subsequently used as the input to the DQN for the next decoding 

iteration (Guo, 2015).  
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Figure 22. Iteratively decoding with DQN and LSTM; the encoder-decoder LSTM network is depicted as gray-filled rectangles on the bottom; the 

top-left is the graphical illustration of the DQN with bidirectional LSTMs; the dash arrow line on the right indicates the iteration loop. (Guo, 

2015) 

 

 Given a sentence with N words, < 𝑥1,  𝑥2,  … ,  𝑥𝑁 > (EnSen). 

 First encode the sequence using one LSTM (EnLSTM). When reaching the end of the 

sentence ( < 𝐸𝑂𝑆 > ), this encode process results in a fixed dimensional vector 

representation for the whole sentence (ℎ𝑁
𝑒𝑛).  

 Next, ℎ𝑁
𝑒𝑛 is used as the initial state of another LSTM (DeLSTM) for decoding to generate 

the target sequence. In this process, the hidden vectors of the DeLSTM are also 

conditioned on its input (i.g. < 𝐴𝑖 , 𝐵𝑖, 𝐶𝑖 > in Figure 22). The DeLSTM creates a sequence 

of hidden states < ℎ1
𝑑𝑒 , ℎ2

𝑑𝑒 , … , ℎ𝑇
𝑑𝑒 >.  

 Next, use a Softmax function to produce a distribution over the 𝐶 possible classes (e.g., 

words in a vocabulary or dictionary), thus creating a list of word probabilities at each time 

step 𝑡, i.g. < 𝑊𝑝𝑟𝑜1
𝑡 ,𝑊𝑝𝑟𝑜2

𝑡 , … ,𝑊𝑝𝑟𝑜𝑉
𝑡 > (𝑉 is the size of the dictionary): 

𝑃(𝑊𝑝𝑟𝑜
𝑡 = 𝑐|𝐸𝑛𝑆𝑒𝑛, 𝜃) =

exp(𝑤𝑐
𝑇ℎ𝑡

𝑑𝑒)

∑ exp(𝑤𝑐
𝑇ℎ𝑡

𝑑𝑒)𝐶
𝑐=1

 

Where 𝑤𝑐 is the weight matrix from the hidden layer to the output layer.  

 The parameter 𝜃 for the decoder-encoder LSTMs is tuned to maximize the log probability 

of a correct decoding sentence Y given the source sentence X. 

Training objective: 
1

|𝑆|
∗ ∑ 𝑙𝑜𝑔𝑝(𝑌|𝑋)(𝑥,𝑦)∈𝑆 ,where 𝑆 is the training set.  
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 After training, decoding output sequence can be achieved by finding the most likely 

output sequence according to the DeLSTM: 

�̂� = 𝑎𝑟𝑔𝑚𝑎𝑥𝑌𝑝(𝑌|𝑋) 

 

Iteratively Decoding Sequence with Deep Q-Network 

Transition tuple: [(𝐸𝑛𝑆𝑒𝑛𝑖 ,  𝐷𝑒𝑆𝑒𝑛𝑖),  𝑦𝑖
�̂�,  𝑟𝑖,  (𝐸𝑛𝑆𝑒𝑛𝑖,  𝐷𝑒𝑆𝑒𝑛𝑖+1)] 

Loss functions 𝐿𝑖(𝜃𝑖): 𝐿𝑖(𝜃𝑖) = 𝐸𝑠,𝑎[(𝑞𝑖 − 𝑄(𝑠,  𝑎; 𝜃𝑖))
2
], where 𝑞𝑖 = 𝐸𝑠,𝑎[𝑟𝑖 +

𝜆 max
𝑎′

𝑄(𝑠′, 𝑎′; 𝜃𝑖−1) |𝑠,  𝑎] is the target Q-value, with parameters 𝜃𝑖−1 fixed from the previous 

iteration. 

 

Bidirectional LSTMs for DQN 

Bidirectional LSTM enables the hidden states to summarize past and future information in the 

sequence: 

ℎ𝑡
⃗⃗  ⃗ = Γ(𝑊𝑥ℎ⃗⃗ 𝑥𝑡 + 𝑊ℎ⃗⃗ ℎ⃗⃗ ℎ𝑡−1

⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  + 𝑏ℎ⃗⃗ ) 

ℎ𝑡
⃐⃗ ⃗⃗ = Γ(𝑊𝑥ℎ⃗⃗⃐𝑥𝑡 + 𝑊ℎ⃗⃗⃐ℎ⃗⃗⃐ℎ𝑡−1

⃐⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗ + 𝑏ℎ⃗⃗⃐) 

ℎ𝑡 = [ℎ𝑡
𝑇⃗⃗ ⃗⃗ , ℎ𝑡

𝑇⃐⃗ ⃗⃗⃗]
𝑇

 

 

Application to Finance 

Recent advances in deep reinforcement learning provide a framework for end-to-end training of 

agents playing video games. Inspired by the success of reinforcement learning, we can modify 

the algorithms for financial market applications. Trading in the market can be modeled as a 

Markov Decision Process (MDP), which can be solved using dynamic programming or 

reinforcement learning. We can define a trading agent to interact with the environment and get 

rewards. By exploring all policies, we can find the optimal one that maximizes cumulative future 

reward. Since financial data is usually a time series, we can take advantage of the memory feature 

in the deep recurrent Q-network algorithm to include long-term memory in the model.  
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