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What are ILCs and why?

ILCs are unexpected transfers between the effective leaders of a
state that contravene that states’ established rules or
conventions (Archigos project).
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Egypt 2011 revolution



Egypt 2011 revolution



Morsi elected as President in 2012



Let’s have a coup again
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El-Sisi becomes President



What are ILCs and why?

ILCs are unexpected transfers between the effective leaders of a
state that contravene that states’ established rules or
conventions (Archigos project).

Coups, protests, and rebellions are often studies seperately, but
with ILCs we focus on the common outcome rather than
process.

Processes often overlap.
How is important, but that it happened is as well.
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Why forecast ILCs?

ILCs are associated with political and economic instability and
violence before, during, and after.

Foreign policy implications: leader changes.

There is demand (Political Instability Task Force)



Historical ILCs

47 from 2001-2014:



Data for forecasts

Unit: country-month
2001 to Q1 2014
164 countries, excluding US

Data sources and types:

Archigos leader data
Structural variables (World Bank, EPR, Polity)
Event aggregations from ICEWS event data, as well as their
spatial lags
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Modeling considerations

Forecasts are based on an ensemble of predictions from 7
split-population duration ("theme") models.

Monthly processes are not well-explored and in any case no
single general model for all ILCs.

Sparse data, with positive rates of ∼ 17 per 10,000.

Out-of-sample testing.
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Split-population duration regression

Model the time to an event, but where some subjects will never
experience the event.
Combination of regular duration model with estimate of
risk/immunity:

Eq. 1: Pr(Risk | survival to time t, zγ)
Eq. 2: Pr(Failure at t + 1 | survival to time t, xβ)
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Split Population Duration

Conventional duration models assume that all subjects will
eventually fail, if we can only observe them long enough. The
likelihood for a data point with survival time t is thus the failure
rate at that time or the probability of survival beyond t, depending
on whether the observation is right-censored (1− δi) or not:

L =
N∏

i=1
(f (ti))δi × (S(ti))1−δi (1)

The major modeling question in this setting, which we will return to
below, is the choice of a function to describe the evolution of the
hazard rate h(t) = f (t)

S(t) over time, e.g. with exponential, Weibull, or
log-logistic densities.



Split Population Duration

The cumulative failure rate (F (t) = 1− S(t)) over time converges
to 1, meaning all subjects fail eventually. This assumption is
untenable in many situations. Some cancer patients are cured after
treatment while others relapse, most young people do not start
smoking even though most smokers started at a young age, and
many states will not experience the kind of violence that persists in
some parts of the world. A better assumption in such contexts is
that there is a subpopulation of subjects who are at risk of
experiencing an event at some point, and another subpopulation
who will never experience the event.



Split Population Duration

The presence of a large sub-population which is not at risk for an
event in practice will inflate estimates of the survival fraction, and
reduce hazard estimates for all subjects by essentially, and falsely,
distributing risk among subjects that genuinely will fail and those
that are cured. A model will thus over predict hazard for subjects
that are not at risk (cured), and under predict for those who are at
risk of eventually experiencing the event of interest.



Split Population Duration

We can incorporate the presence of a sub-population, where we label
the subpopulation at risk with π, by rewriting the likelihood as:1

L{θ|(t1, . . . , tn)} =
N∏

i=1
(πi f (ti))δi × ((1− πi) + πiS(ti))1−δi (2)

1Usual presentation of the split-population duration framework in medical
contexts focus on the “cured” subpopulation. In our applications events are
typically rare and it thus is easier to emphasize the “risk” subpopulation. As risk
= 1− cured, this difference is trivial.



Split Population Duration

Crucially, this split-population framework is primarily useful in
contexts where sub-populations are not clearly or easily identifiable.
Even though there is a clear sub-populations in a model of the age
at first pregnancy for humans—men—no researcher in their right
mind would think to include male subjects in their data at all, for
example. On the other hand, whether a cancer patient is cured or
not cured given that they have no visible signs of cancer following
treatment or have hit the 5-year disease free survival mark is much
less clear and in fact the question that initially led to the idea for
split-population duration modeling.



Split Population Duration

Early efforts focused only on the cure rate (1− π) and treated it as
a constant, but we can model membership in the subpopulation
with its own covariates through a logistic link function:

πi = 1
1 + e−zi γ

(3)

Where zi is a vector of covariates for a subject at a given time. For
interpretation, it is important to note that with time-varying
covariates, the risk (or cured) estimate for a subject is particular to
a given time point rather than constant for that subject over all
time periods in the spell. Depending on the covariates, the risk
estimate for a subject can thus fluctuate rapidly over time. To ease
interpretation, it might be convenient to restrict covariates in the
logit risk model to slow-moving, stable covariates in order to
produce stable risk estimates for subjects.



Split Population Duration
Where λ = e−xi β is a parameter of covariates.

The last component to complete the likelihood is the choice of a
distribution for the shape of the hazard rate. The spduration
package implements two hazard rate shapes, Weibull and
log-logistic:

Weibull f (t) = αλ(λt)α−1e−(λt)α

S(t) = e−(λt)α

h(t) = αλ(λt)α−1

Log-logistic f (t) = αλ(λt)α−1

(1 + (λt)α)2

S(t) = 1
1 + (λt)α

h(t) = αλ(λt)α−1

1 + (λt)α



Split Population Duration

The main quantity of interest is the conditional hazard h(t, π),
where both the risk/cure probabilities and hazard are conditional on
survival to time t:

h(t, π) = f (t, π)
S(t, π) = π(t)× f (t)

(1− π(t)) + π(t)× S(t) (3)

π(t) = 1− π
S(t) + (1− π)(1− S(t)) (4)

For a given unconditional risk rate π, the probability that a
particular case with survival time t is in the risk set decreases over
time because an increasing number of surviving cases consist of
immune or cured (1− π) cases that will never fail. In the hazard
rate, the failure rate in the numerator is conditional on the
probability that a case is in the risk set, give survival up to time t,
and the numerator is an adjusted survivor function that accounts for
the fraction of cured cases by time t, which is 1− π(t).



Ensemble Bayesian Model Averaging

EBMA transforms and weighs predictions from the 7 theme
models over a calibration period, giving us weights and other
parameters that we can use to construct an ensemble
prediction/forecast for later time periods.

Favors overall fit but also uniqueness.

Not all models get non-trivial weights!

Ensembles of several models perform better than individual
models.



EBMA

For each forecast there is a prior probability distribution
Mk ∼ π(Mk) and the PDF for yt is denoted p(yt |Mk). The
predictive PDF for the quantity of interest is p(yt∗ |Mk), the
conditional probability for each model is given as

p(Mk |yt) = p(yt |Mk)π(Mk)/
K∑

k=1
p(yt |Mk)π(Mk),

and the marginal predictive PDF is

p(yt∗) =
K∑

k=1
p(yt∗ |Mk)p(Mk |yt).

The prediction via EBMA is thus a weighted average of the
component PDFs, and the weight for each model is based on its
predictive performance on past observations in period T .



Modeling setup and results

Start for duration
1955−01
These data are used
to calculate the 
duration counters

Training period
2001−03
Data used to estimate
the thematic models

Calibration
2010−01
Predictions from
thematic models
used to calibrate
ensemble model

Test
2012−05
Test
ensemble
predictions

Forecast
2015−01
Obs. data end;
6−month forecast
period

Ensemble with out-of-sample AUC ∼ 0.85, based on input
models with AUC ∼ 0.8.
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Forecasts for April - Sept. 2014

Made in late April/early May 2014:

Country Probability
Ukraine 0.28
Bosnia and Herzegovina 0.19
Yemen 0.10
Egypt 0.07
Thailand 0.06
Guinea 0.05
India 0.04
Turkey 0.04
Libya 0.03
Central African Republic 0.03



Thailand coup in May

Probably a lucky hit. There was another ILC in Burkina Faso 2
months outside our forecast window, in November.



Forecasts for 2015

Same approach with updated data; forecasts for first six
months of 2015:

Country Probability
1 Burkina Faso 0.087
2 Ukraine 0.051
3 Egypt 0.047
4 Central African Republic 0.042
5 India 0.042
6 Somalia 0.038
7 Mali 0.032
8 Afghanistan 0.031
9 Guinea-Bissau 0.030

10 Pakistan 0.028



Forecasts for 2015

Same approach with updated data:

Country Probability
11 Nigeria 0.028
12 Thailand 0.027
13 Niger 0.025
14 Georgia 0.025
15 Guinea 0.024
16 Cote d’Ivoire 0.023
17 Madagascar 0.023
18 Bangladesh 0.023
19 Haiti 0.022
20 Mauritania 0.021



Israel



India



New Features now implemented

Extending data back to 1991
Niche themes
Assessing fit/forecast performance
Rolling 6-month forecasts in test set



Ok, but how accurate are the forecasts really?

It’s complicated.

2014 forecasts: recall 1, precision up to 0.2, or 0.1
Out-of-sample AUC?



Assessing fit with sparse data

ROC curve and area under it are a common way to assess
performance of a binary outcome model:



Problematic with sparse data

Balanced data: recall = 0.5, FPR = 0.1
Prediction
0 1

Y 0 45 5
1 25 25

Sparse data: recall = 0.5, FPR = 0.1
Prediction
0 1

Y 0 22,500 2,500
1 25 25



Problematic with sparse data

Balanced data: recall = 0.5, FPR = 0.1
Prediction
0 1

Y 0 45 5
1 25 25

Sparse data: recall = 0.5, FPR = 0.1
Prediction
0 1

Y 0 22,500 2,500
1 25 25



Precision-recall curves

Not sensitive to overwhelming number of negatives:



Rolling 6-month forecasts

In-sample Test
Model AUC AUC-PR AUC AUC-PR
Ensemble 0.87 0.02 0.86 0.02

We don’t observe future covariate values in real-world
forecasting, so out-of-sample testing with covariates can be
misleading indication of performance.



Extending data to 1991

Will more than double observed ILCs, giving us more room for
testing.



Extending data to 1991

Pushes us back into a time period in which event volume is an
issue for ICEWS → normalization.



Niche models

“Jumpy” weights, a few models get the largest weight.

Model W
Ensemble
Leader char. 0.01
Public disc. 0.60
Global Inst. 0.10
Protest 0.01
Contagion 0.27
Internal conflict 0.01
Financial 0.01



Modeling experiment



Uniqueness is the key



Niche themes

Poor man’s boosting: for an ensemble, models that capture
some neglected but systematic minority mechanisms might be
as useful as overall strong “generalist” models.
Probably skirts the edge of overfitting.



A few more issues

Can we do better than carry-forward extrapolation with limited
updating for the forecasts?
Our setup is not black box but our current theme models are
not that theoretically appealing.



Summary

Six-month forecasts for ILCs, globally, with a few weeks lag
time, using an ensemble of several thematic models.

Open questions:
How accurate are our forecasts really?
How to model when using event data, for prediction, and for an
ensemble?



2014 Ensemble

In-sample Test
Model W AUC F∗ AUC F∗

Ensemble 0.86 0.07 0.84 0.11
Leader char. 0.01 0.81 0.04 0.78 0.08
Public disc. 0.01 0.84 0.06 0.82 0.15
Global Inst. 0.01 0.75 0.05 0.73 0.22
Protest 0.01 0.72 0.06 0.75 0.09
Contagion 0.68 0.82 0.05 0.81 0.02
Internal conf. 0.29 0.81 0.08 0.74 0.12
Financial 0.01 0.79 0.03 0.79 0.05



2015 Ensemble

In-sample Test
Model W AUC PR AUC PR
Ensemble 0.887 0.018 0.917 0.032
Leaders. 0.13 0.782 0.011 0.669 0.032
Public Disc. 0.41 0.843 0.021 0.894 0.029
Global Instab. 0.35 0.796 0.020 0.873 0.020
Protest 0.01 0.699 0.007 0.717 0.022
Contagion 0.01 0.774 0.013 0.879 0.027
Internal Conflict 0.01 0.719 0.007 0.757 0.035
Financial 0.09 0.796 0.014 0.901 0.039



Forecasts for 2015
Remember Needles in Haystacks, but

∑
= 1.7

Updated data from (1955)1990-2014; forecasts for first six months
of 2015:

Country Probability
1 Burkina Faso 0.087
2 Ukraine 0.051
3 Egypt 0.047
4 Central African Republic 0.042
5 India 0.042
6 Somalia 0.038
7 Mali 0.032
8 Afghanistan 0.031
9 Guinea-Bissau 0.030

10 Pakistan 0.028
11 Nigeria 0.028
12 Thailand 0.027



Map
January to June, 2015, i.e., NOW


