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The “Reproducibility Crisis”

52% 
Yes, a significant 
crisis

3% 
No, there is no crisis

7% 
Don’t know

38% 
Yes, a slight
crisis

38% 
Yes, a slight
crisis

1,576
RESEARCHERS SURVEYED

More than 70% of researchers have tried and failed to 
reproduce another scientist’s experiments, and more 
than half have failed to reproduce their own experi-
ments. Those are some of the telling figures that 
emerged from Nature’s survey of 1,576 researchers 

who took a brief online questionnaire on reproducibility in research.
The data reveal sometimes-contradictory attitudes towards reproduc-

ibility. Although 52% of those surveyed agree that there is a significant 
‘crisis’ of reproducibility, less than 31% think that failure to reproduce 
published results means that the result is probably wrong, and most say 
that they still trust the published literature. 

Data on how much of the scientific literature is reproducible are rare 
and generally bleak. The best-known analyses, from psychology1 and 
cancer biology2, found rates of around 40% and 10%, respectively. Our 
survey respondents were more optimistic: 73% said that they think that 
at least half of the papers in their field can be trusted, with physicists and 
chemists generally showing the most confidence. 

The results capture a confusing snapshot of attitudes around these 
issues, says Arturo Casadevall, a microbiologist at the Johns Hopkins 
Bloomberg School of Public Health in Baltimore, Maryland. “At the 
current time there is no consensus on what reproducibility is or should 
be.” But just recognizing that is a step forward, he says. “The next step 
may be identifying what is the problem and to get a consensus.”

Failing to reproduce results is a rite of passage, says Marcus Munafo, a 
biological psychologist at the University of Bristol, UK, who has a long-
standing interest in scientific reproducibility. When he was a student, 
he says, “I tried to replicate what looked simple from the literature, and 
wasn’t able to. Then I had a crisis of confidence, and then I learned that 
my experience wasn’t uncommon.” 

The challenge is not to eliminate problems with reproducibility in 
published work. Being at the cutting edge of science means that some-
times results will not be robust, says Munafo. “We want to be discovering 
new things but not generating too many false leads.”  

THE SCALE OF REPRODUCIBILITY
But sorting discoveries from false leads can be discomfiting. Although 
the vast majority of researchers in our survey had failed to reproduce 
an experiment, less than 20% of respondents said that they had ever 
been contacted by another researcher unable to reproduce their work  
(see ‘A ‘crisis’ in numbers’). Our results are strikingly similar to another 
online survey of nearly 900 members of the American Society for 
Cell Biology (see go.nature.com/kbzs2b). That may be because such 
conversations are difficult. If experimenters reach out to the original  
researchers for help, they risk appearing incompetent or accusatory, or 
revealing too much about their own projects.

A minority of respondents reported ever having tried to publish 
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Emerging norms about research practice
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Citation standards Journal encourages 
citation of data, code, 
and materials—or says 
nothing.

Journal describes 
citation of data in 
guidelines to authors 
with clear rules and 
examples.

Article provides appropriate 
citation for data and materials 
used, consistent with journal's 
author guidelines.

Article is not published until 
appropriate citation for data 
and materials is provided that 
follows journal's author 
guidelines.

 

Data transparency Journal encourages 
data sharing—or says 
nothing.

Article states whether 
data are available and, 
if so, where to access 
them.

Data must be posted to a 
trusted repository. Exceptions 
must be identi�ed at article 
submission.

Data must be posted to a 
trusted repository, and 
reported analyses will be 
reproduced independently 
before publication.

Analytic methods 
(code) transparency

Journal encourages 
code sharing—or says 
nothing.

Article states whether 
code is available and, if 
so, where to access 
them.

Code must be posted to a 
trusted repository. Exceptions 
must be identi�ed at article 
submission.

Code must be posted to a 
trusted repository, and 
reported analyses will be 
reproduced independently 
before publication.

Research materials 
transparency

Journal encourages 
materials sharing—or 
says nothing

Article states whether 
materials are available 
and, if so, where to 
access them.

Materials must be posted to a 
trusted repository. Exceptions 
must be identi�ed at article 
submission.

Materials must be posted to a 
trusted repository, and 
reported analyses will be 
reproduced independently 
before publication.

Design and analysis 
transparency

Journal encourages 
design and analysis 
transparency or says 
nothing.

Journal articulates 
design transparency 
standards.

Journal requires adherence to 
design transparency standards 
for review and publication.

Journal requires and enforces 
adherence to design transpar-
ency standards for review and 
publication.

Preregistration 
of studies

Journal says nothing. Journal encourages 
preregistration of 
studies and provides 
link in article to 
preregistration if it 
exists.

Journal encourages preregis-
tration of studies and provides 
link in article and certi�cation 
of meeting preregistration 
badge requirements.

Journal requires preregistration 
of studies and provides link and 
badge in article to meeting 
requirements.

Preregistration 
of analysis plans

Journal says nothing. Journal encourages 
preanalysis plans and 
provides link in article 
to registered analysis 
plan if it exists.

Journal encourages preanaly-
sis plans and provides link in 
article and certi�cation of 
meeting registered analysis 
plan badge requirements.

Journal requires preregistration 
of studies with analysis plans 
and provides link and badge in 
article to meeting requirements.

Replication Journal discourages 
submission of 
replication studies—or 
says nothing.

Journal encourages 
submission of 
replication studies.

Journal encourages submis-
sion of replication studies and 
conducts blind review of 
results.

Journal uses Registered 
Reports as a submission option 
for replication studies with peer 
review before observing the 
study outcomes.

 LEVEL 0 LEVEL 1 LEVEL 2  LEVEL 3

Summary of the eight standards and three levels of the TOP guidelines
Levels 1 to 3 are increasingly stringent for each standard. Level 0 o�ers a comparison that does not meet the standard.

three levels for each standard. Level 1 is de-

signed to have little to no barrier to adop-

tion while also offering an incentive for 

openness. For example, under the analytic 

methods (code) sharing standard, authors 

must state in the text whether and where 

code is available. Level 2 has stronger ex-

pectations for authors but usually avoids 

adding resource costs to editors or pub-

lishers that adopt the standard. In Level 2, 

journals would require code to be deposited 

in a trusted repository and check that the 

link appears in the article and resolves to 

the correct location. Level 3 is the strongest 

standard but also may present some barri-

ers to implementation for some journals. 

For example, the journals Political Analysis 

and Quarterly Journal of Political Science 

require authors to provide their code for 

review, and editors reproduce the reported 

analyses publication. In the table, we pro-

vide “Level 0” for comparison of common 

journal policies that do not meet the trans-

parency standards.

Adoption. Defining multiple levels and 

distinct standards facilitates informed 

decision-making by journals. It also ac-

knowledges the variation in evolving norms 

about research transparency. Depending on 

the discipline or publishing format, some 

of the standards may not be relevant for 

a journal. Journal and publisher decisions 

can be based on many factors—including 

their readiness to adopt modest to stron-

ger transparency standards for authors, 

internal journal operations, and disciplin-

ary norms and expectations. For example, 

in economics, many highly visible journals 

such as American Economic Review have 

already adopted strong policies requiring 

data sharing, whereas few psychology jour-

nals have comparable requirements.

In this way, the levels are designed to fa-

cilitate the gradual adoption of best prac-

tices. Journals may begin with a standard 

that rewards adherence, perhaps as a step 

toward requiring the practice. For example, 

Psychological Science awards badges for 

“open data,” “open materials,” and “prereg-

istration” ( 12), and approximately 25% of 

accepted articles earned at least one badge 

in the first year of operation.

The Level 1 guidelines are designed to 

have minimal effect on journal efficiency 

and workflow while also having a measur-

able impact on transparency. Moreover, 

although higher levels may require greater 

implementation effort up front, such efforts 

may benefit publishers and editors and the 

quality of publications by, for example, re-
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Replications: Are they always good?

Publication bias:
Arises when publication decisions depend on factors beyond
research quality, e.g. statistical significance of an effect.
Incentives and over-emphasis on novelty push the scientific
community to selectively publish only certain types of results.
Said to result in evidence quality problems, e.g.
non-reproducibility and false positives.

Replication studies are often encouraged (e.g. the TOP guidelines).

But are replication studies always good for science?

Note: We mean by replication a study of the same hypothesis with new
data, NOT re-analysis of the same data.
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Overview

We argue:
Publication bias also exists for replication studies themselves,
under the current norms and incentives
If uncorrected, such bias may exacerbate, rather than fix, the
credibility crisis

What we do in this study:
Offer a simple yet novel model of the publication process that
involves an initial study and a replication
Identify two distinct types of publication biases for replication
studies: file drawer bias and gotcha bias
Analyze consequences of those biases under the model
Calibrate the model empirically with data from a large-scale
vignette experiment
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Two Types of Publication Bias

File Drawer Bias
A significant result (hypothesis test that rejects the null of no effect) is more
likely to be published than a non-significant result.

Well documented (since Rosenthal 1979)

May exist for both original studies and replication studies

“Gotcha” Bias
A significant result is more likely to be published when there exists a prior
study that tested the same hypothesis and had a non-significant result than
when a prior study also showed a significant result, and vice versa.

Similar to but different from the so-called Proteus phenomenon
(Ioannidis and Trikalinos 2005)

For replication studies only
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A Model of Publication Process

Truth =
No Effect

(H0 is True)

Negative Result
(H0 Not Rejected)

Not Published

Published

Replication
Success

(H0 Not Rejected)
Not Published

Publishedq00

1− q00

Replication
Fail

(H0 Rejected)
Not Published

Publishedq01

1− q01α2

1− α2
p0

1− p0
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Not Published
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Replication
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Not Published
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Not Published

Publishedq11

1− q11α2

1− α2
p1

1− p1
α1

1− α1

Stage 1
(Original Study)

Stage 2
(Replication Study)

α1, α2: Nominal type-I error rate in the original and replication studies
p0, p1: Probability of publication (original study)
q00, q01, q10, q11: Probability of publication (replication study)
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A Model of Publication Process

Truth =
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We consider a parallel model for the true positive case (¬H0)
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Metrics of Evidence Quality

Actual False Positive Rate (FPR) of Replication Studies

α̃2 ≡ Pr(test rejects H0 | H0 is true & replication published)

What proportion of the published replication studies show
significant results, despite that there is actually no effect?

Ideally, α̃2 = α2 (the nominal type-I error rate), e.g. 0.05

Can show under the model:
File drawer bias in Stage 2 inflates α̃2

Gotcha bias can either inflate or deflate α̃2

With gotcha bias, file drawer bias in Stage 1 deflates α̃2

α̃2 > α2 unless there is no file drawer bias in Stage 2
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Metrics of Evidence Quality

Reproducibility

R ≡ Pr(test rejects H0 | original published result positive
& replication published)

What proportion of the published significant results get
successfully replicated and published?

The Open Science Collaboration article finds this metric too low,
attributes that to publication bias

Can show under the model:
Not a function of p1 or p0 – file drawer bias for original studies has
nothing to do with this metric
Determinants include power of the studies (e.g. sample size) and
the proportion of true nulls in the field (π, “pre-study odds”)
Publication bias can either increase or decrease R, depending on
whether file drawer bias or gotcha bias is dominant
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Calibrating the Model: A Vignette Experiment

Survey on full-time faculty members of all U.S.-based Ph.D.-granting
political science departments (final N = 993, ' 19.5% of population)

The Vignette
Suppose that you are evaluating a paper reporting the results of an empirical study in your own subfield.
The study aims at testing a hypothesis with quantitative data and has the following characteristics.

Analysis of new experimental data (i.e., the study involved an intervention).

There is no existing empirical study that tests the same hypothesis.

A sample size of 150.

The test result is highly significant by conventional standards (e.g., p-value of less than .01).

The hypothesis is about an extremely exciting and important effect.

The result is somewhat surprising and counterintuitive given past work on the topic.

Seemingly sound in terms of methods and analysis.

If you were the author of this paper, what is the percent chance you would send this paper to a
peer-reviewed journal?
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Details of the Vignette

Randomized attributes:

Original study or replication

Statistical significance of the effect (highly significant/ significant/ not
significant)

(If replication) statistical significance of the original study

Sample size (50/ 150/ 1000/ 5000)

Experimental or observational study

Importance of the result (extremely/ moderately/ not at all)

Surprisingness of the result (extremely/ somewhat/ not at all)

Five vignettes per “role”: author, reviewer, and editor (if ever been one)
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Publication Bias in Political Science
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File drawer bias in both original and replication studies
Original studies more likely to be published than replications
Gotcha bias exists, esp. for insignificant replication studies
(though smaller in magnitude than file drawer bias)
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False Positive Rates
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 = 0.05

Actual FPR more inflated for originally insignificant studies due to
file drawer bias and gotcha bias
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Reproducibility
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Reproducibility of Positive Results

Reproducibility affected strongly by:

Power of the test (represented by
sample size here)

Proportion of true nulls (π)

Publication bias “improves” reproducibility
overall

File drawer bias makes “successful”
reproduction overrepresented in
published replication results

Gotcha bias counterbalances this
somewhat, but not enough to reverse
the direction
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Concluding Remarks

Movement towards more credible, transparent science across disciplines

Political science (at least some part of it) is at the forefront of the
movement

Encouraging replication studies is not enough – need to fix incentives

Revisiting the TOP guidelines:

INSIGHTS   

|

  PERSPECTIVES

1424    26 JUNE 2015 • VOL 348 ISSUE 6242 sciencemag.org  SCIENCE

 

 

Citation standards Journal encourages 
citation of data, code, 
and materials—or says 
nothing.

Journal describes 
citation of data in 
guidelines to authors 
with clear rules and 
examples.

Article provides appropriate 
citation for data and materials 
used, consistent with journal's 
author guidelines.

Article is not published until 
appropriate citation for data 
and materials is provided that 
follows journal's author 
guidelines.

 

Data transparency Journal encourages 
data sharing—or says 
nothing.

Article states whether 
data are available and, 
if so, where to access 
them.

Data must be posted to a 
trusted repository. Exceptions 
must be identi�ed at article 
submission.

Data must be posted to a 
trusted repository, and 
reported analyses will be 
reproduced independently 
before publication.

Analytic methods 
(code) transparency

Journal encourages 
code sharing—or says 
nothing.

Article states whether 
code is available and, if 
so, where to access 
them.

Code must be posted to a 
trusted repository. Exceptions 
must be identi�ed at article 
submission.

Code must be posted to a 
trusted repository, and 
reported analyses will be 
reproduced independently 
before publication.

Research materials 
transparency

Journal encourages 
materials sharing—or 
says nothing

Article states whether 
materials are available 
and, if so, where to 
access them.

Materials must be posted to a 
trusted repository. Exceptions 
must be identi�ed at article 
submission.

Materials must be posted to a 
trusted repository, and 
reported analyses will be 
reproduced independently 
before publication.

Design and analysis 
transparency

Journal encourages 
design and analysis 
transparency or says 
nothing.

Journal articulates 
design transparency 
standards.

Journal requires adherence to 
design transparency standards 
for review and publication.

Journal requires and enforces 
adherence to design transpar-
ency standards for review and 
publication.

Preregistration 
of studies

Journal says nothing. Journal encourages 
preregistration of 
studies and provides 
link in article to 
preregistration if it 
exists.

Journal encourages preregis-
tration of studies and provides 
link in article and certi�cation 
of meeting preregistration 
badge requirements.

Journal requires preregistration 
of studies and provides link and 
badge in article to meeting 
requirements.

Preregistration 
of analysis plans

Journal says nothing. Journal encourages 
preanalysis plans and 
provides link in article 
to registered analysis 
plan if it exists.

Journal encourages preanaly-
sis plans and provides link in 
article and certi�cation of 
meeting registered analysis 
plan badge requirements.

Journal requires preregistration 
of studies with analysis plans 
and provides link and badge in 
article to meeting requirements.

Replication Journal discourages 
submission of 
replication studies—or 
says nothing.

Journal encourages 
submission of 
replication studies.

Journal encourages submis-
sion of replication studies and 
conducts blind review of 
results.

Journal uses Registered 
Reports as a submission option 
for replication studies with peer 
review before observing the 
study outcomes.

 LEVEL 0 LEVEL 1 LEVEL 2  LEVEL 3

Summary of the eight standards and three levels of the TOP guidelines
Levels 1 to 3 are increasingly stringent for each standard. Level 0 o�ers a comparison that does not meet the standard.

three levels for each standard. Level 1 is de-

signed to have little to no barrier to adop-

tion while also offering an incentive for 

openness. For example, under the analytic 

methods (code) sharing standard, authors 

must state in the text whether and where 

code is available. Level 2 has stronger ex-

pectations for authors but usually avoids 

adding resource costs to editors or pub-

lishers that adopt the standard. In Level 2, 

journals would require code to be deposited 

in a trusted repository and check that the 

link appears in the article and resolves to 

the correct location. Level 3 is the strongest 

standard but also may present some barri-

ers to implementation for some journals. 

For example, the journals Political Analysis 

and Quarterly Journal of Political Science 

require authors to provide their code for 

review, and editors reproduce the reported 

analyses publication. In the table, we pro-

vide “Level 0” for comparison of common 

journal policies that do not meet the trans-

parency standards.

Adoption. Defining multiple levels and 

distinct standards facilitates informed 

decision-making by journals. It also ac-

knowledges the variation in evolving norms 

about research transparency. Depending on 

the discipline or publishing format, some 

of the standards may not be relevant for 

a journal. Journal and publisher decisions 

can be based on many factors—including 

their readiness to adopt modest to stron-

ger transparency standards for authors, 

internal journal operations, and disciplin-

ary norms and expectations. For example, 

in economics, many highly visible journals 

such as American Economic Review have 

already adopted strong policies requiring 

data sharing, whereas few psychology jour-

nals have comparable requirements.

In this way, the levels are designed to fa-

cilitate the gradual adoption of best prac-

tices. Journals may begin with a standard 

that rewards adherence, perhaps as a step 

toward requiring the practice. For example, 

Psychological Science awards badges for 

“open data,” “open materials,” and “prereg-

istration” ( 12), and approximately 25% of 

accepted articles earned at least one badge 

in the first year of operation.

The Level 1 guidelines are designed to 

have minimal effect on journal efficiency 

and workflow while also having a measur-

able impact on transparency. Moreover, 

although higher levels may require greater 

implementation effort up front, such efforts 

may benefit publishers and editors and the 

quality of publications by, for example, re-

Published by AAAS

bad better??? best

Political scientists prioritize novel results even in replication studies

Reproducibility may be misleading as a metric of publication bias

Possible future research: Analysis of behavioral data
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Model Predictions
α̃2 R

α̃20 α̃21

b0(≡ q10 − q00)
− (if b1 > 0) −

+ −

b1(≡ q01 − q11)
+ (if b0 > 0) −

+ −

B1(≡ p1 − p0)
− (if b0 > 0 and b1 > 0) not directly relatednot directly related not directly related

B20(≡ q01 − q00)
+ not directly related

+ not directly related

B21(≡ q11 − q10)
+

+not directly related +
π (pre-study probability of true null) not directly related − (if α2 < 1− β2)
β1 (type-II error rate in original study) not directly related − (if α2 < 1− β2)
β2 (type-II error rate in replication study) not directly related −

Actual False Positive Rate (AFPR):

α̃2 ≡ Pr(replication test significant | replication published, the null is true)

AFPR for originally positive results:

α̃21 = Pr(replication test significant | the null is true, original test significant, replication published)

AFPR for originally negative results:

α̃20 = Pr(replication test significant | the null is true, original test insignificant, replication published)

Reproducibility:

R = Pr(test rejects H0 | original result positive and published, replication published)
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Publication Bias, Reviewers
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Publication Bias, Editors
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